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Abstract
The aim of this thesis is to integrate Unmanned Aerial Vehicle-based Structure-from-Motion 3-D 

modelling into subterranean environments to aid the recording of archaeological Strata, overcoming 

the challenges of acquiring data in a cave� This research is conducted as part of a larger project, the 

DigiArt Project, № 665066, which deals with the digitisation and dissemination of cultural heritage�

 The initial experiments are conducted in the Scladina Cave in Belgium� This is an active 

archaeological site with culturally important historical findings� A 3-D model is created using 

Structure-from-Motion (SfM) with data captured from a UAV-mounted camera� Although the 

camera has a wide-angle lens there is only one view captured of the roof and floor of the cave and so 

they are not properly reconstructed� Other issues arose during this data capture, including the lighting 

being too warm of a colour-temperature� This proves to be an issue because one of the main aims is to 

clarify the excavated stratigraphic profiles in the sediment to aid archaeologists�

 The first experiment from the conclusions of the initial Scladina test is conducted on the image 

file output from the camera� Many cameras are able to record in a RAW format, however most record 

in compressed JPEG� The impact this compression has on the model needs to be known so a series 

of tests are conducted to examine it� The RAW dataset provides the best reconstruction, however 

good-quality JPEG images are also suitable to be used�

 Next came a test on the camera types, with the ones being easily attached to the UAV, an action 

camera, being compared with a mirrorless interchangeable-lens camera� Due to various factors such 

as better quality optics and a larger, lower noise, sensor, the interchangeable-lens camera produces the 

best results, however the action camera can still provide good results if the correct settings are used�

 SfM modelling requires lenses to be as optically perfect as possible to have good reconstructions, 

however no optical system is perfect� These tests examine lens artefacts along with sensor noise to 

determine what their impact is on the resulting models� There is an optimum lens sharpness setting, 

however a lower sensor sensitivity is preferable if balancing the settings�

 Along with lens artefacts, the software itself needs to be examined and validated� A test is devised 

to use purely synthetic data so the reconstructed models can be compared against a ground truth 

model� Two publishers’ software are tested� All reconstructions are acceptable�

 After the testing is completed, a return trip to Scladina Cave is made� This allows all knowledge 

gained during the testing to be implemented� The new model of the cave has an increase 

in coverage of 30% over the old one�

 The need to clarify the strata is left unfulfilled, so a different approach is taken by post-processing 

the images� This results in an algorithm which examines the individual colour channel differences in 

the digital image� The output is a difference image which can be shown on the 3-D model� This new 

image-processing technique, the testing of the data capture techniques and processing, along with the 

case-study locations are all the contributions of this thesis�
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Integrating 3-D Modelling with 
Unmanned Aerial Vehicles in 

Subterranean Environments to aid 
Archaeological Stratigraphy

1 Introduction and Background
Unmanned Aerial Vehicles (UAVs) are a key component in an ever-expanding industry, that of 

remote sensing and data acquisition�[¹] Given the enormous impact these technological advances 

can have on industrial work, there is a requirement for credible research into the use of UAVs� 

Academia provides the crucible for creating innovative and revolutionary uses for technology as 

driven by industrial requirements and, as such, fulfils that need�[²]

 The origins of the work conducted for Integrating 3-D Modelling with Unmanned Aerial Vehicles in 

Subterranean Environments to aid Archaeological Stratigraphy lie in a European Horizon 2020 project 

named DigiART: The internet of historical things and building new 3-D cultural worlds (№ 665066)� 

This project was commissioned to model and survey sites of archaeological and/or historical interest� 

One of the main aims of the DigiART project is to create virtual tours of the archaeological sites� These 

virtual tours require full photo-realistic 3-D models of the sites� The DigiArt project has a number of 

partners including academic, corporate and archaeological� The main academic partner is Liverpool 

John Moores University (LJMU), with Le Centre National de la Recherche Scientifique (CNRS) and 

The Centre for Research & Technology, Hellas (CERTH) also involved� Pix4D is the corporate partner 

providing the 3-D modelling software, Pix4D Mapper®, with Vulcan UAV providing technological 

and hardware assistance for the project� The two archaeological partners are The Museum of the 

Royal Tombs of Aigai (Αιγές), incorporating the Palace and Royal Tombs of Philip II of Macedon in 

Vergina, Greece, and Grotte Préhistorique Scladina, a Neanderthal cave in Andenne, Belgium�

 Although Pix4D is the software partner for the project, with them providing Pix4D 

Mapper® 3·2·23, it is decided to examine another photographic 3-D reconstruction software, Agisoft 

Photoscan® 1·3·2, and compare the efficacy of both systems� As no significant difference is seen 

between the outputs of the two pieces of software, it is decided that Pix4D Mapper® is an acceptable 

choice and so is used extensively throughout this project�

 The DigiART project began in 2015 and was running for several months before the academic 

research projects were started� There were a series of outcomes specified in the project deliverables 
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which had to be produced, mostly relating to the production of models from the archaeological sites� 

These are incorporated into the research for testing purposes�

1·1  Research Aims and Objectives
The aim of the project is to integrate photographic 3-D modelling into subterranean environments, 

notably the archaeological excavation in the Scladina Cave in Belgium, to create full 3-D models of 

the sites and to aid archaeological studies by enhancing the visual recording of strata profiles� This will 

be conducted through a series of case-studies implemented at various sites�

The objectives in the project can be defined as:

 undertake comprehensive reviews of the available literature to gain an overview of the subject 

and scope out the problem with context to the test site, developing a plan to model the 

subterranean test site;

 use the initial problem scope to experiment at the test site by producing an initial 3-D model of 

the site and analyse the resulting 3-D model along with any observations taken during the initial 

site visit to determine what to test and how to test it;

 conduct systematic testing of all highlighted issues to determine a best practice data acquisition 

method and to produce a framework for improving colour accuracy in 3-D models;

 return to the site and use all knowledge acquired during testing to recapture the 3-D models 

and determine if the conducted work fulfils the project aim and, if not, continue with 

enhancing the strata profiles;

 develop a framework of how to approach improving colour accuracy in 3-D models�

1·2  Research Methodology
Research methodology has been employed which systematically examines the various aspects of 

subterranean modelling� This thesis will examine the applicability of specific 3-D modelling techniques 

in subterranean environments, deciding on an appropriate option by examining the advantages and 

disadvantages of each method and then determine how best to implement it� The implementation 

will then be tested using real-world and synthetically-created datasets to examine how it behaves 

under differing conditions and to validate its use� The results and data being examined will be both 

qualitative and quantitative in nature, as there will be numeric, graphical, analyses conducted on the 

3-D models, as well as visual examinations of images� This is because there are two approaches being 

taken, one numeric which examines the quality, geometric accuracy and precision, of the models, 

the other visual which investigates how to produce the best photographic representation of the test 

sites� These two approaches fulfil the requirements of part of the project, where geometrically and 

photographically accurate models are required� The final part of the thesis begins as a quantitative 

analysis examining how to manipulate photographic data numerically, transitioning into a qualitative 
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Chapter One introduces the thesis and the work undertaken� This Chapter, alongside the contents 

page, should be used as a guide to navigate the work�

 Chapter Two comprises the literature review, this is a more general literature review for the 

thesis as a whole as each of the testing chapters contain their own dedicated literature reviews 

specific to the topics being examined�

1·3  Overview of Chapters

analysis with the resulting datasets� A diagrammatic work-through of this structure can be seen in 

Figure 1·1, where the objectives have been shown in their relation to the chapters�

Objective 1
Undertake literature review 
and scope out the test site

Objective 2
Use the initial problem scope 
to experiment at the test site

Objective 4
Return to the site and check 

work against project aim

Objective 5
Develop a framework to 
improve colour accuracy

Objective 3
Conduct systematic testing 
to determine a best practice 

acquisition method

Chapter 2
Literature review

Chapter 3
Initial experiment to capture 

the Scladina Cave from a 
UAV with a GoPro® Camera

Chapter 4
Chroma sub-sampling, image 

compression and sensors

Chapter 5
Interchangeable-lens camera vs� 

GoPro® comparison

Chapter 7
Structure-from-Motion 
reconstruction accuracy

Chapter 8
Superterranean modelling and 

the return trip to Scladina

Chapter 10
Conclusions and 

recommendations for future 
work

Chapter 6
Lens artefacts and sensor noise

Chapter 9
Strata identification

Figure 1·1   -  A flow diagram showing how the objectives interact with the chapters in the thesis.
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 Chapter Three details the initial visit to the Scladina Cave� It is in this chapter that most of the 

background knowledge regarding cameras is discussed� This chapter also contains and details the work 

undertaken during the initial visit, the issues encountered and the potential solutions to those issues�

 Following on from Chapter Three, the work conducted in Chapter Four begins the 

investigation of the issues and solutions first mooted in Chapter Three� This Chapter contains 

an investigation into the recorded quality of the videos and photographs� Chapter Four 

includes the testing conducted on image quality, where the JPEG compression levels were 

examined alongside different levels of Chroma Sub-sampling� 

 Chapter Five takes into consideration the use of small action cameras for creating 3-D models, 

as opposed to higher-quality interchangeable-lens cameras� The datasets for this comparison were 

captured in the Scladina Cave and used the UAV as a mounting platform for the action camera� 

This was conducted to verify how much, if at all, the quality of the reconstruction changed between 

camera-types and capture methods while examining the method used for the main project data capture�

 Chapter Six investigates the next issue from Chapter Three, that of lens artefacts and sensor noise� 

While it is important to investigate the output of the cameras, as was seen in Chapter Four, it is equally 

important to examine what is being observed by the sensor� This is covered by Chapter Six where a 

real-world dataset was created using various different lens and sensor parameters then analysed�

 Chapter Seven is based around the reconstruction accuracy of the 3-D reconstruction technique 

implemented in Chapter Three, Struture-from-Motion (SfM)� This Chapter tests the accuracy of the 

software, Pix4D Mapper®, against a well-established piece of SfM software, Agisoft Photoscan®� This 

examination used a completely synthetic dataset to eliminate any real-world sources of error�

 To model large sites, not only did the images have to be processed to create models, but the 

models themselves had to be stitched together to create a complete contiguous model� Chapter Eight 

investigates creating larger homogeneous models from smaller constituent parts� The stitching was 

tested using high-quality datasets from superterranean environments� The Royal Palace and Tombs of 

Aigai were utilised for this task as access to the site was provided under the project and, being situated 

in Greece, the weather and lighting conditions could be more-readily matched day-to-day� Chapter 

Eight also provides the culmination of the testing to optimise data acquisition by implementing the 

acquired knowledge during a return-trip to the Scladina Cave�

 Chapter Nine outlines a specific part of the novelty of the project and contribution to knowledge� 

It examines the solution to an issue highlighted by the archaeologists of the Scladina Cave� The 

deposits of sediment in the cave are particularly hard to distinguish in certain types of artificial 

light� An investigation was created to determine whether the use of 3-D modelling could aid the 

archaeologists with determining the boundaries of these layers better� While this was successful by 

way of creating context for the strata in the whole cave system, it was not as successful at making 

the strata distinguishable from one another� An additional processing step was devised to investigate 
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whether the use of image processing would aid with the separation of the strata in the boundary 

layers� This is the end of the experimental chapters�

 Chapter Ten concludes the experimental work by providing a series of conclusions from the 

previous chapters and the recommendations for future work�

 The final Chapter contains the references for the literature reviews and for any other external 

information presented in the previous chapters�

Using Structure-from-Motion to model subterranean environments is not new, however the application 

and testing used in this project, along with the new image-processing method, all combine to give a 

novel framework to show the considerations which need to be weighed to get the best results in 

any given situation� The rigorous testing characterises various user-controllable aspects of the camera 

systems, as well as the robustness of the 3-D reconstruction method itself� This global characterisation 

provides the foundation of the framework and the understanding of how settings affect the 

reconstruction quality of the model� In the wider consideration of the particular use-case, that of the 

cave archaeologists, the 3-D modelling techniques are augmented by a new image-processing method 

to aid the archaeologists in their recording of information�

1·4  Overview of Project Novelty
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Stratigraphy is the study of layers of sediment, known as strata� Stratigraphy has its foundations in 

Geology, before the processes and theories were taken and moulded for specific archaeological use� It 

uses several guiding principles from Geology, including:[⁴]

•	 law of Superposition. A law that states any sediments deposited must, in their original position, 

be younger than the sediments they cover;

•	 law of Original Horizontality. A law which states that sediments deposited under gravity will, 

generally, tend towards the horizontal, such that any presently inclined strata can be taken to have 

been tilted after deposition;

•	 law of Original Continuity. A law which presumes all sediment deposits are deposited as a whole, 

without exposed edges� If exposed edges of the strata are visible, it is the result of erosion or 

dislocation of the deposit;

•	 law of Stratigraphical Succession. A law which states that the position of a stratigraphic layer 

takes its position in the stratigraphic profile of a site by placing it between the earliest deposited 

strata above it and the latest deposited strata below it, while taking into consideration the strata 

with which it has physical contact�

2·1  Archaeological Stratigraphy

2·1·1  Laws of Stratigraphy

2 Literature Review
This chapter provides a literature review of the current state-of-the-art and examines an overview 

of the techniques employed throughout the thesis and why those specific options were chosen� 

While an overview, it aims to give the background and context to the technologies and why they 

came about� Chapter-specific literature reviews are conducted in applicable chapters, giving more 

detail and in greater depth�

Archaeological stratigraphy is a study conducted on archaeological excavations which consists 

of examining and recording the layers of sediment to accurately track the ages of deposits�[³] This 

study has been employed on the strata in the Scladina Cave� The recording of the strata is being 

modified to allow accurate colour reproduction and for it to be represented in 3-D, by way 

of virtual, photo-realistic, computer models�

2·1·2  Stratigraphic Recording

Archaeological strata are recorded by using a Harris Matrix� This is a series of rectangular boxes used 

to allow accurate recording and drawing of objects and strata� It is used as a method of numerically 

recording the stratigraphic sequence and the relationships between each strata� The matrix uses 

interpretation of the stratigraphic profile to determine the bounds, or interfaces, of each strata� 

Section drawings are also made of the profiles, with these typically containing greater quantities of 
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information than the Harris Matrix resulting in them being the stratigraphic record for the sites� These 

section drawings, along with the Harris Matrix, requires the archaeologist to determine the interfaces 

between strata� In conjunction with the section drawings, photography and photogrammetry 

have been well-utilised for recording the strata�[⁴] Depending on the conditions of deposition, 

turbulent deposition creating a fuzzy interface, or excavation under poor lighting conditions, these 

strata can be difficult to determine�

 Several digital techniques have been trialled to aid with stratigraphic recording� Laser scanning is a 

well-established 3-D reconstruction technique and was one of the first to be used with archaeological 

excavations� The purpose was more to record the physical profile than to clarify the actual strata, 

however this was an important initial step in the use of digital technology to record aspects of the 

archaeological sites� This was a crucial advancement as the full profile could now be recorded in-situ 

to augment the section drawings� This data acquisition method also proved to be much more efficient 

at recording the site data than the manual recording using multiple people�[⁵]

 Photogrammetry has also been utilised for archaeology and implemented in two forms, the true 

photogrammetry where objects are scaled from photographs to determine their size, with the other 

being the 3-D reconstruction of a site�[⁶] Photogrammetry of both types is well established, with 

3-D reconstruction of archaeological sites being considered mature in 2012�[⁷] Photographic data 

capture allows for the nuances and textural details not able to be captured by traditional physical 

techniques or the laser scanner, as not all features appear just as 3-D geometry so would not be able 

to be recorded with the laser� This technique is able to aid section drawing by adding a photo-realistic 

version of the stratigraphic profile as it was when excavated and in-situ�[⁸] This latter technique is 

what will be being used for this project�

2·2  Comparison of 3-D Capture Techniues
There are multiple methods by which real-world geometry can be digitised and put into a virtual 

environment� The aforementioned Structure-from-Motion is a method which is gaining popularity, 

but there are some well-established techniques which it needs to be compared against�

 Structure-from-Motion has certain advantages when being compared to stereo-vision� Even though 

SfM, sometimes referred to as Multi-View-Stereo (MVS),[⁹] follows many of the same principles 

and reconstruction techniques, it differs in some significant ways� The use of two known cameras 

for stereo-vision allows for near-real-time 3-D scene reconstruction,[¹⁰] this is in contrast with the 

significant after-the-fact processing requirements for SfM� While the camera and lens geometry and 

positions are all required before the stereo-vision processing can commence,[¹¹] this is not the case for 

SfM� In SfM, only the type of lens used (rectilinear or curvilinear, including an estimate of the focal 

length) and some basic information regarding the sensor (resolution) is required to start processing 

the data�[¹²] This lack of required information allows for more robust processing when using datasets 
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where not all of the information is available� Unless they are custom-made, it is unusual for lens profiles 

to be built-in to the SfM software and so they have to be created during the processing regardless�

 Structured light reconstruction follows a similar method to stereo-vision, however now one of the 

two camera positions has been replaced with an active light source�[¹³] This light source is usually a 

data projector with modern systems and it projects a series of patterns onto the scene� These patterns 

can be in the form of binary black/white patterns, or a phase-stepping sinusoidal black-to-white 

pattern which moves along the object at known intervals�[¹⁴][¹⁵] Structured light allows for more 

robustness in the reconstruction when it comes to the actual physical object� Stereo-vision and SfM 

both require the object to have texture on the surface while structured light has the ability to work 

with little-to-no texture on the object�[¹⁶] There are limitations, however, especially when it comes 

to implementations on UAVs� Structured light is dependent on the resolution of the data projector, 

with the maximum resolution able to be reconstructed being limited by the pixel size of the projected 

pattern on the object�[¹⁷] This is irrespective of whether the resolution of the camera is greater than 

the projector� As single-camera structured light also requires no temporal change in the scene while 

capturing the data due to the phase-stepping in the pattern,[¹⁸] it is unfeasible to implement it on a 

UAV because the platform will be in motion resulting in the geometry changing position between 

phase-steps� A Kinect depth-sensing camera has been implemented on a UAV, however� This system 

utilises a form of structured light known as Light Coding� The issues with resolution are similar to 

phase-stepping structured light, as a known pattern is projected onto the scene and only a 640£480 

monochrome video stream is able to be captured� This system is also limited by how far it can throw 

the projection, having a maximum ranging distance of approximately 3·5m�[¹⁹]

 LiDAR (Light Detection And Ranging) is a well-established 3-D laser scanning technique� This 

process uses a far-red to near-Infra-Red laser to record the position of an object�[²⁰] The laser is fired 

with a short pulse and the resulting time-to-return is measured to determine how far the reflecting 

object is from the LiDAR�[²¹] This only gives one point on the object so many pulses are required 

to build-up a 3-D representation of the object into a point-cloud� Because LiDAR is inherently 

monochrome, being a single wavelength laser, some of the terrestrial scanning LiDAR systems have a 

built-in camera to provide colour for the monochrome points�[²²] LiDAR typically provides very clean 

point-clouds with little variance�[²³] As with structured light, it is also not beholden to the object 

having texture and can work in completely textureless environments� LiDAR is also not requiring of 

the scene or object to be illuminated to reconstruct it as it is providing its own pulses of radiation, 

however illumination is still a requirement if colour is needed� For implementations on a moving 

platform, such as a UAV, the types of LiDAR available to be used are limited and still only have 

monochrome outputs�[²⁴] For this reason, it was decided to utilise Structure-from-Motion as the 3-D 

reconstruction method� A summary of this sub-chapter can be seen in Table 2·1�
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Capture 

Method

Maximum 

Resolution

Maximum 

Recording 

Distance

Photographic 

Model 

Overlay

Scene 

Illumination 

Required?

Coloured 

Output?

Is System 

Flyable?

Navigational 

LiDAR

Dependent 

on scan 

speed and 

internal 

diode 

count

Up to 

300m

No, 

monochrome

No 

illumination 

required

No Yes

Static 

scanning 

LiDAR

Dependent 

on scan 

speed

Typically 

from 

5-300m

Yes, colour 

derived from 

internal 

camera and 

applied to 

point cloud 

points

No 

illumination 

required 

for model 

geometry,  

illumination 

required for 

point colour

Yes No

Structured 

Light

Dependent  

on camera 

sensor and 

projector 

/ pattern 

resolution

Potentially 

unlimited, 

working 

example 

3·5m

Yes, input 

scan images 

can provide 

colour if 

illuminated 

with white

Yes, active 

illumination 

provided 

by scanning 

method

Yes Yes

Structure-

from-

motion

Dependent 

on camera 

sensor

Unlimited Yes, from 

input scan 

images

Yes, 

illumination 

required to 

photograph 

scene

Yes Yes

2·3  Structure-from-Motion
SfM is a well-established technology providing a method of recovering 3-D data from a series of 

overlapping images�[²⁵] It attempts to simulate the depth-data recovery which is observed in bi-optic 

systems like human vision�[²⁶] For this data recovery to occur there must be a minimum of three 

overlapping images which can be analysed� Standard SfM struggles to resolve temporal data as there 

Table 2·1   - Summary for Comparison of Techniques
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is little matching data between image sets� A typical method of acquiring data for SfM via UAVs is 

to emulate an existing implementation of the technology used on large fixed-wing aircraft whereby 

a technically advanced camera is oriented towards the ground and a series of overlapping images are 

produced�[²⁷] A diagram of this technique can be seen in Figure 2·1�

Direction of travel

Taken-photograph positions and views
Aeroplane carrying camera

Terrain

Figure 2·1   -  The capture method for Structure-from-Motion via aeroplanes.

The aeroplane typically carries a high-resolution digital camera, potentially medium-format, which 

takes high-quality nadir (vertically down) photographs of the landscape� ‘Medium-format’ is a camera 

system which uses a larger image-recording frame, for digital this would be sensor larger than full 

frame (24£36mm) but smaller than large-format (4£5in, 101·6£127·0mm)� This system can be 

miniaturised for application with a UAV� When the flight platform decreases in size its payload mass 

also decreases in size� This reduction in payload results in the requirement for lightweight, small 

cameras to take the place of the high-quality medium-format cameras� The application and process by 

which the cameras and aerial vehicles operate is fundamentally similar� The processing of the data can 

be conducted using exactly the same steps on either platform�

 There are many methods available to arrive at the same result with 3-D reconstruction 

using Computer Vision�[²⁸] Because of this, only one specific method will be examined� This 

method is what is used by the software examined in this project, Structure-from-Motion� The 

SfM reconstruction method follows these steps:

1� Input Data. The input data consists of a sequence of photographic images with a minimum 

overlap of 60%�[²⁹] There is an upper limit on efficiency when it comes to the overlap, but it is 

highly dependent on the site or object being modelled� The greater the overlap, the more data 

there is for the software; but there is a point when the overlap between the images becomes so 

great it introduces noise to the reconstruction, not just additional reconstructed data�

2� Compute keypoints on the input data. A robust method of computing keypoint is by using 

SIFT (Scale Invariant Feature Transform)�[³⁸][³⁰] SIFT follows four main steps and, as outlined 

by Lowe, these are:[³⁰]



11

 scale-space extrema detection� This looks at all scales and locations in an image and is 

implemented using a difference-of-Gaussian function to identify the maxima and minima in 

an image� The difference-of-Gaussian function is a method of detecting keypoints where the 

images are converted to monochrome, blurred with a Gaussian blur, reduced in resolution 

proportionally on the X and Y axes to keep a 1:1 aspect ratio and blurred again� This is repeated 

several times until a series of discrete maxima and minima are visible on the image;[²⁸]

 keypoint localisation. This is where the where the keypoint candidates are localised and refined 

by eliminating the low contrast points,[³¹] referred to by Lowe as selected based on measure of 

their stability;[³⁰]

 orientation assignment. This is based on the local image gradient direction, one or more 

orientations can be assigned to each keypoint;

 keypoint descriptor. This is a local image descriptor for each keypoint, where the local image 

gradient and orientation are used to describe the keypoint�

3� Feature matching. Brute-Force Matching uses a nearest-neighbour technique to examine one 

computed keypoint feature from the first set and compares it with all the computed keypoint 

features in a second set, returning the closest result�[³²]

4� Geometric Verification. This step finds geometric transformations which allow a sufficient number 

of matched features between two images� The previous feature matching step only verifies that 

pairs of images have features in common, it is therefore required to find the real correspondence� 

This is completed using the affine transformation algorithm� Affine reconstructions assume 

some knowledge regarding the camera parameters, this is covered by the input initial camera 

models for the software�[³³]

5� Reconstruction Initialisation. The output of the Geometric Verification is a graph of all image 

pairs which were successfully geometrically verified showing the density and number of verified 

matching points� This graph is referred to as a Scene Graph and is used for the initialisation of the 

reconstruction� The image pair with the highest number of geometrically verified matches is used 

as the initial pair to ensure there is no accumulation of errors because of a poorly verified initial 

pair� This initial image pair is used to establish the pose of the first two camera positions�[³³]

6� Image Registration. The initial image pair is now used as the base pair with more images being 

registered to that pair� This is the start of the incremental reconstruction� The camera pose for 

the newly added image need to be calculated, this is done so from the known 3-D points of the 

reconstruction, alongside the 2-D correspondence points from other images� Although the image 

has been aligned, it has not contributed to the overall 3-D reconstruction�[³³]

7� Triangulation. This is where the incrementally added images which have been successfully 

registered have their 3-D points added to the 3-D point-cloud� The triangulation stage examines 

the features in the new image against the features in the existing reconstruction and calculates 

through triangulation a 3-D position for that point, adding it to the point-cloud� The triangulation 
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step has been designed to be robust, taking into account any errors which follow through from 

the previous steps� If a feature or point is the same in two images, but does not lie on the exact 

intersection of the epipolar lines (the geometry matching the two images), it is known as a 

reprojection error� This error can be overcome in the triangulation algorithm�[³³]

8� Bundle Adjustment. As mentioned with the Triangulation step, the process is not error-free� The 

Bundle Adjustment step is designed to reduce or eliminate the accumulation of reconstruction  

errors� Bundle Adjustment is a refinement in the reconstruction that produces optimal values 

for the 3-D reconstructed points and calibration parameters of the cameras� This step has a high 

computational cost and has to be run on all images in the reconstruction�[³³]

2·3·1  SfM in Subterranean Environments

Subterranean SfM has been implemented successfully at several sites[³⁴] including at the 

aforementioned Scladina Cave�[³⁵] The specific focus of subterranean modelling with a UAV is also 

documented,[³⁴] however these examples have a focus on geometric model accuracy, not colour 

accuracy of the resulting models, or other physical factors in the environment� These instances of 

subterranean modelling also utilise still photographs, running a risk of missing the 60-90% overlap 

requirement for SfM, especially on an aerial platform like a UAV� This requirement is far more 

manageable with ground-based SfM, however, as the camera position can be fully controlled� 

Subterranean flying with a UAV requires increased pilot skill as there is no outside assistance for the 

UAV to maintain position or follow a pre-programmed path� This will be discussed in more depth 

later in the document, however it is an important note when it comes to the image overlap� A way of 

mitigating this overlap issue is to record the photographic data in video, not still photographs� This 

combination of using video recording and the use of environmental colour calibration for the cameras 

results in a more colour-accurate model and is a different approach which looks to fulfil the unique 

requirements of the specific subterranean environment in the Scladina Cave�

2·4  Sensors
In order to record photographic data electronically, a form of photo-sensitive sensor is required� There 

are two main sensor technologies which can be employed to undertaken this task, CCD (Charge 

Coupled Device) and CMOS (Complimentary Metal Oxide Semiconductor)� Both technologies 

operate in similar manners, with photons of light creating a charge on the metal sensor surface which 

is then read out of the sensor by passing the charge through an analogue-to-digital (A/D) converter� 

This converter changes the analogue charge data to digital data which can be stored by the camera�

 Traditionally, CCDs were the go-to choice for imaging applications, providing a higher-quality 

image than its CMOS counterpart�[³⁶] This began to change in the late 2000s, when CMOS 

development meant the image quality was approaching that of CCDs�[³⁷] The already extant advantages 

with CMOS sensors of lower power, lower driving voltages, on-chip functionality, selective-readout 
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and cost[³⁶] meant it became the choice sensor for manufacturers� This increasing ubiquity resulted in 

more development and soon the image quality surpassed that of the CCD� The usage of CCD sensors 

dropped to such a degree that Sony®, in 2015, stated they would be stopping production of CCD 

wafers in 2017, with the majority of orders being delivered until 2026�[³⁸]

 CCDs are effectively a series of capacitors which have one plate in common, a silicon substrate� 

The second, individual, plate is biased by digital pulses� These pulses cause an electron well to form in 

the silicon substrate� If this pulse is applied to more than one plate, to adjoining pixels, the electron 

well can be enlarged across the substrate� This is the method used to transfer the collected charge from 

one photosite to the next, in columns, until it reaches the horizontal output register� The horizontal 

output register transfers the individual pixel charges across from the columns to the output amplifiers� 

This can be seen in Figure 2·2� The charge is initially stored in the CCD by applying selective high and 

low DC levels to different parts of the sensor� This created individual electron wells in the substrate 

which allows the collection of photons� This high and low DC level is applied across an integration 

time, effectively the exposure time, and this is induced globally across the sensor, resulting in each of 

the photosites recording the photos at the same instance in time�[³⁷]

 CMOS sensors are addressable XY arrays, with each photosite containing a photodiode and 

MOS transistor switch� The photodiodes collect the photons during exposure, however they cannot 

be read all at once resulting in the need for scanning circuitry to sequentially and individually 

address each photosite� The field is scanned by first engaging the vertical scan circuit, placing a 

high DC level on one of the row rails� This is followed by the horizontal scan circuit, placing 

a high DC level on one of the column rails� This results in a single photosite being activated to 

dump its charge to the output stage, after which it can be reset and the high DC level rails move 

to a neighbouring photosite� This is continued throughout the sensor array until all photosites have 

been read� Current CMOS sensors have an amplifier next to the photosite to reduce the levels of 

pattern noise seen in the output signal� Pattern noise was a problem in early CMOS sensors where 

the signal was being amplified only after it had been dumped from the photosite�[³⁷] The construction 

of CMOS and CCD sensors can be seen in Figure 2·2�
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Horizontal output register
Horizontal scan circuit

Vertical scan circuit Photosite with MOS switch

Output

Output

Figure 2·2   -  CCD (left) and CMOS (right) basic architectures.

2·4·1  Sensor Colour Reproduction

Sensors are, by default, monochrome, indiscriminately capturing all photons while being able to record 

the ones with wavelengths across the visible spectrum, as well as some Near-Infra-Red and Ultra 

Violet wavelengths�[³⁹] Several sensor designs have been implemented to capture colour information, 

dating back to when scanning-electron Video Camera Tubes (VCTs) were used to capture an image 

as opposed to array-based CCD and CMOS sensors�[⁴⁰] Early electronic television cameras captured 

only one part of the image, luminance� This provided a monochrome signal which could be broadcast 

to monochrome televisions� Technological advancements were made and experiments were conducted 

with colour broadcasts, this required the camera to capture in colour and the television to reproduce 

the colour� Early designs for the colour television cameras contained four VCTs, one for Red, one for 

Green, one for Blue and one for a high-resolution Luminance signal (this configuration was notably 

used in the EMI 2001 camera)�[⁴¹] Having four sensors provides its own problems, however� Increased 

cost because of the quadrupled sensor design and image misalignments were among the most 

prominent issues� Implementing multiple sensors requires perfect alignment so as to not cause colour 

ghosting at the edges of any high-contrast regions�[⁴²] The fourth, luminance, video camera tube was 

removed from later cameras�[⁴⁰] With the invention of 2-D array sensors, in the form of CCD sensors, 

these analogue solid-state devices replaced the scanning VCTs�[⁴³] To enable colour broadcasts, the 

multi-sensor configuration to capture colour continued, though it still contained the main issues 

seen with the previous VCT implementation, image misalignments and a higher cost overall� This 

configuration did change to just use three CCD sensors, Red, Green and Blue, without an additional 

high-resolution monochrome sensor� An example of this configuration can be seen in Figure 2·3�[⁴⁴]
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Figure 2·3   - Three-sensor colour reproduction, showing the input RGB light rays being split in the prism 
and sent to the appropriate sensor.

Red

Green

Blue

The configuration seen in Figure 2·3 allows for each colour pixel to be recorded 1:1 with the 

output image, with no interpolation required� The beam is split inside the prism with dichroic 

filters to reflect or pass-through specific wavelengths of light to the appropriate sensors�[⁴⁴] This 

three-sensor design provides the most natural colour reproduction and the fewest artefacts 

compared with single-sensor designs for colour�[⁴⁵]

 While the colour-definition and colour-reproduction of three-sensored systems is desirable, that 

benefit is not always viable� There are situations where the simplicity, cost and weight reduction 

of using only one sensor is required, along with any physical limitations associated with shutter 

mechanisms�[⁴⁵] Three-sensor systems would not be viable in SLR (Single-lens-reflex) cameras, for 

example� The reflex system (mirror), which diverts the light between the lens and the imaging plane 

to a focus screen and optical viewfinder, lies within the space which would be taken up by the prism� 

This means it is physically impossible to utilise a multi-sensor design for SLR cameras, forcing them 

to use a single-sensor� The sensor design for capturing colour with one sensor can follow two methods, 

a colour filter array (CFA) which is the most common implementation, and a Foveon-type sensor�[⁴⁵] 

The Foveon sensor will be described after the CFA filters�

 Colour filter array sensors utilise coloured micro-filters over the top of the silicon, to filter the 

colour of light being recorded� The actual colours and pattern of colours varies, with the Bayer-type 

being most prevalent�[⁴⁵] An example of the different types can be seen in Figure 2·4�[⁴⁵]
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Figure 2·4   - Different colour filter arrays, showing a Bayer Filter, A, an X-Trans Filter, B, a Pseudo-
random Filter, C, a Vertical stripe filter, D, a Complimentary Colour CMYG Filter, E, and 
a Panchromatic Filter, F.

The two colour types, additive Red, Green and Blue (RGB) and additive Cyan, Magenta and Yellow 

(CMY) have been tested in sensors (CMY is additive here because it is light), the CMY matrix sensor 

designs have a greater transmittance of the available light, however lack the colour reproduction of 

RGB sensors�[⁴⁶] Because of this, RGB-type sensors have become the de-facto standard�[⁴⁵]

 As the colour data is mosaicked over four sub-pixels, it has to be demosaicked�[⁴⁵][⁴⁷] The 

sensor data can be demosaicked one of two ways, either inside the camera when it writes the data 

to a standard image file, or on the computer through software if the data has been recorded in 

the camera using the RAW format� The RAW format allows a greater freedom, with the several 

demosaicking processes available�[⁴⁸] There are opensource, free, implementations through OpenCV, 

or professional, commercial, implementations through the likes of Adobe® Camera Raw or Adobe® 

Photoshop Lightroom®�[⁴⁹] The type of demosaicking used can impact whether there is any moiré 

present in the resulting images�[⁵⁰] Moiré is an artefact caused by lines of similar pitch to the 

sub-pixels being projected onto the sensor through the lens, these lines create a pattern known as a 

moiré pattern� These patterns appear as colour fringes on CFA sensors because of the uneven colour 

distribution�[⁵¹] An example of standard moiré can be seen in Figure 2·5�
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Figure 2·5   - Different instances of moiré, with angled, 90° and different-width interactions being shown.

Monochrome moiré is natural and cannot be completely removed, however it does cause issues when 

seen on a CFA sensor� The uniform, but unequal, colour distribution on the sensor sub-pixels causes 

slight Orange/Cyan fringes to appear instead of the monochrome interference pattern� A real-world 

example of this, and explanation for the colour, can be seen in Figure 2·6�

c d

Figure 2·6   - Moiré pattern examples, with the real-world result being shown, A, an example of how the 
high-spatial-resolution lines cut the Bayer filter, B, the RAW demosaicked image, C, and the 
resulting demosaicked image, D.

a b

The moiré seen on the Bayer filter in Figure 2·6B is not itself coloured, but can result in a coloured 

fringe because of how the Bayer filter is interacting with the sharp, high-frequency lines� The nature of 

the CFA and demosaicking results in colour being perceived, as seen in Figure 2·6C, when there was 

no colour originally� This results in the Orange/Blue moiré pattern seen on the roof in Figure 2·6A� 

The demosaicking process which is implemented can have an impact on the moiré� There are methods 

which use a basic nearest-neighbour method to interpolate the colour and more sophisticated methods 

which use a bicubic interpolation method�[⁴⁷] These different techniques can cause a drastic difference 

in the quality of the image, with the nearest-neighbour method still partially showing the colour filter 

array�[⁴⁷] A commercial implementation of RAW conversion is Adobe® Photoshop Lightroom® 6·5 and 

the open source implementation uses OpenCV 2·4� The images are converted from the RAW file, 

with no additional processing� An example of this can be seen in Figure 2·7�
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Figure 2·7   - The different debayering techniques employed by software with the commercial, proprietary, 
Adobe® Camera Raw, A, and the most basic version of the OpenCV implementation, B, with 
the respective crops of the Adobe® debayer, C, and OpenCV debayer D.

The OpenCV implementation is using the nearest-neighbour interpolation method and exhibits 

the undesirable moiré on the window frame, an example of a worst-case implementation� The 

commercial method can be considered the ‘industry standard’ as it is ubiquitous with professionals 

and is highly robust, however that does not mean it is the best� These processes are also not 

set in stone, with development ongoing and new processes being implemented which allow an 

increase in effective image resolution�[⁵²][⁵³]

 An in-camera method of reducing moiré was implemented by way of an optical low-pass filter 

in front of the sensor�[54] This is primarily used as an anti-aliasing filter, where the jagged edges of 

objects become smoothed out to the surrounding pixels� This anti-aliasing would be undertaken to 

make the photograph more visibly pleasing� The optical low-pass filter removes any edges of a high 

spatial frequency, such as sharp-contrast areas, by applying a slight blur�[51] This blur is around the 

size of one resulting pixel, so does not perceptibly affect the overall image when viewing as a standard 

photograph� As the resolution of sensors is pushed ever-higher, the reasoning for an optical low-pass 

filter began to be questioned� High-end DSLR cameras were released with a high-resolution sensor 

and the option to not have an optical low-pass filter� The increase in sharpness by removing the optical 

low-pass filter is debatable as these cameras are of such a high resolution that they are already at the 

limit of the resolving-power of standard lenses� The main downside to removing the optical low-pass 

filter is increasing the possibility of moiré� A unique type of sensor, a Foveon sensor, does not require 
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any demosaicking as the colour is recorded from the same position on each of the Red, Green and 

Blue channels� This can be implemented because of the different spectral absorption rates for Silicon 

depending on its thickness�[55] The Foveon® X3 sensor can be seen in Figure 2·8�

Instead of passing through only one colour, like with a CFA sensor, each photosite on the Foveon 

sensor captures RGB, meaning there is no interpolation of the colour and no weighting of the 

resolution of one colour over others�[⁵⁶]

Figure 2·8   - The Foveon X3 sensor, left, showing the Silicon wavelength absorption rate, compared with a 
CFA sensor, right, using colour filters over the Silicon.

RGB Light

Colour filters

Silicon sensor

The cameras used in SfM can have a great impact on the overall quality of the resulting model, as well 

as the speed at which the model can be processed� Consumer cameras utilising an electronic-shutter 

CMOS sensor exhibit rolling shutter artefacts� These manifest because the read-out of the sensor is 

undertaken line-by-line, with a discrete time interval between the exposure reading being taken for 

each line� With fast-moving objects this can result in the object becoming skewed, with the top of 

the object being exposed first in one position and the bottom of the object being exposed last and 

in a slightly offset position�[⁵⁷] This rolling shutter issue is of particular concern to those using UAVs 

as the primary method of data acquisition due to the high-frequency vibration the camera will be 

subjected to, including cameras mounted on a vibration-damped gimbal� Due to the high-frequency 

vibration, the camera may oscillate several times between the first line of pixels being read and the 

last line, resulting in straight, vertical lines becoming sinusoidal� This effect is widely known about 

with video and is referred to as the jello effect, after a popular brand of American gelatine�[⁵⁸] A 

representation of the rolling shutter sensor readout, where t is the time and ¿ is the difference in 

time between the row readouts, can be seen in Figure 2·9�

2·4·2  Rolling-Shutter
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Figure 2·9 shows the relationship between the row number (1 to n) and the time taken to read the 

current line, having taken the time of the first line as t=0� This time difference is cumulative and results 

in an overall difference of ¿ which is the readout time for the sensor� On fast-vibrating objects, UAVs for 

example, the oscillation is so fast the sensor readout time interacts with the oscillation resulting in parts 

of the image exhibiting motion and other parts appearing stationary� This can be seen in Figure 2·10�

¿

1 t

n

row

Figure 2·9   - Rolling-shutter sensor readout.
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Figure 2·10  - The rolling shutter effect seen on a CMOS sensored camera mounted to a UAV showing the 
full image, A, and crop of the oscillation, B.
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The full image in Figure 2·10A does not appear to show the oscillations� This is because the oscillations 

are approximately ± two pixels and so is only noticeable when the image is viewed at 1:1 pixel 

mapping, one pixel of the image mapped to one pixel of the monitor, or higher� This rolling-shutter 

artefact is caused by hard-mounting a GoPro® camera to the bottom of a UAV and can be drastically 

reduced by mounting the camera with anti-vibration rubber mounts�

Other issues with SfM can occur when reflective objects, such as bodies of water, and steadily-moving 

objects, such as clouds, are in the datasets�[⁵⁹] The specular reflective bodies can cause issues due to 

the light source appearing to move across the surface of the object as the camera is moving, giving 

a similar error to what is seen when objects are moving continuously in the scene� The errors occur 

because the keypoints are moving independently of the camera movement, so are unable to be 

reconstructed properly� To help alleviate these issues, a masking function can be used�[⁶⁰] This allows 

any areas of movement or specular reflection to be omitted from the reconstruction� The mask is 

implemented over the source images and provides the cleanest form of error-correction� While 

there are other options to correct any issues, such as manually removing extraneous points from the 

point-cloud, masking provides the most robust method�

2·4·3  Other Issues

2·5  Camera Systems State of the Art
The state of the art for consumer photography comes in the guise of professional-grade Digital 

Single-Lens-Reflex (DSLR) hardware� There are more-specialist camera systems, medium format for 

example, which do provide a higher-resolution, greater dynamic range and a better image quality from 

the lenses by virtue of the lenses not having to work as hard to resolve the same amount of detail, but 

these cannot be used as easily in-the-field and are considerably more costly�[⁶¹] The same can be said 

for ultra-specialist camera systems, like Digital Cinema Cameras, which provide sensor characteristics 

that are only now being observed in consumer professional cameras�[⁶²]

 The current state of the art for consumer sensors comes from Sony®� Sony® has produced CMOS 

sensors with a far greater sensitivity than has been seen previously on consumer-professional 

(prosumer) cameras�[⁶³] This CMOS sensor is a back-illuminated CMOS (BSI-CMOS) sensor and is 

being used on the Sony® Alpha line of cameras, from the α7rII, and Sony® manufactured sensors used 

in the Nikon® line of cameras, for example in the D850�[⁶⁴][⁶⁵]

 When it comes to optics, this proves more tricky to quantify� There is a large variation in the 

quality of the glass being produced by the two main camera manufacturers, Nikon® and Canon®, 

where there are equivalent lenses made by both marques� The professional lines from these makers 

all provide high-quality lenses, however there may be similar lenses which perform better from one 

manufacturer than they do from the other� The lens catalogue from both makers is being continuously 

refreshed with re-designs of existing lenses gradually becoming available to the consumer market� 
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These re-designs usually include a performance increase across the board, with sharpness increased 

and vignetting, chromatic aberration and distortion reduced� This results in the state-of-the-art for a 

specific lens see-sawing between the marques�[⁶⁶]

 While the state of the art for cameras in general follows what has been described, it is not 

wholly applicable to every system� The category of action cameras, specialist small, easily portable, 

rugged, cameras cannot follow the general-wisdom for state-of-the-art� These small action cameras 

come in many forms, with the GoPro® Hero 4 Black being the state of the art when this project 

commenced�[⁶⁷] Because of this, the work has been conducted using this action camera, however 

there was a significant improvement in the subsequent generation� The GoPro® Hero 5 action 

cameras allow a RAW camera output for still-image capture�[⁶⁸] Having a RAW output will provide 

a significantly greater improvement in quality of images and flexibility of the images compared with 

compressed image outputs�[⁶⁹] As the RAW output gives unprocessed sensor data, it is arguably to 

be preferred over a higher resolution sensor in a system which does allow a RAW output, therefore 

being considered the state of the art�

 The current state of the art for Structure-from-Motion software comes with commercial 

applications� These provide robustness and adaptability which is seldom found in the likes of open 

source SfM programmes� The licence agreements also ensure that commercial software is required 

to be used as it is not possible to use some of the open source SfM programmes commercially, or 

in the grey-area of funded research� The commercial systems tend also to have better integration 

of specific outputs, such as textured mesh outputs or digital terrain/surface models�[⁷⁰] Agisoft 

Photoscan® and Pix4D Mapper® are the two most-implemented instances of commercial SfM 

programmes, both offering similar features and abilities�[⁷¹]
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3·1  Background to Methods and Rationale
Caves tend to naturally be devoid of light, with an exception being around the entrance� Caves 

also vary significantly in their dimensions, with some being barely tall enough for a person to 

crawl through, while others contain cavernous, cathedral-like spaces� This results in a requirement 

for both artificial illumination and adaptable equipment if the cave is to be surveyed� Working 

on a principle that every part of the cave being surveyed is traversable by walking, an adaptable 

platform can be created by utilising an Unmanned Aerial Vehicle (UAV)� This generally traversable 

cave principle is demonstrated in Figure 3·1�

Because UAVs do not have any need to be situated on a tripod, and by their very nature have 180-360° 

rotation in full xyz 3-D space, they can be manoeuvred to every part of a large cavern without the 

need for tripods or ladders to get the sensing equipment to the area of interest�

Figure 3·1   -  An example of the worst-case scenario when it comes to enclosed spaces in the cave, with adult 
people shown for an approximate scale. The images were taken during an equipment distance 
measurement calibration for a separate experiment.

a b

3 Initial Experiment to Capture 
the Scladina Cave from a UAV 
with a GoPro® Camera
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3·1·1  Archaeological Stratigraphy

Within the Scladina Cave, the strata are used to determine the age of, and track the age of, any 

archaeological discoveries� It is conducted, primarily, by physical examination of the face of the 

excavation� This physical examination is supplemented by photographic records, which can then 

be examined off-site� The physical examination looks at the colour of the strata, the makeup of the 

sediment and the changes in granularity across a stratum� While a physical examination of the strata 

is by far the best method to use, it is not infallible; nor does it give an overview of what is happening 

to the strata over a greater distance on the macro-scale (outside a metre-square area examined at close 

proximity), or how it interacts with other excavations throughout the cave system�[⁷²]

 Archaeological stratigraphy can be augmented by the use of 3-D modelling, creating a realistic view 

of the cave which can be manipulated in a completely virtual environment� This 3-D modelling, as it 

is required to have a photographic texture, can be described as a photo-realistic modelling technique� 

 Photo-realistic modelling of the cave is useful to track the strata over a long distance, or to observe 

how the strata changes further away from the cave entrance� Having a photo-realistic model of a cave 

in 3-D, which can be viewed from various angles on a computer, gives an unprecedented ability to the 

archaeologist to view the sediment layers from within the cave, as normal, but also from the outside 

of the cave in a view that would, in reality, be deep in the surrounding landmass� This modelling 

technique is known as Structure-from-Motion (SfM) and requires sequences of photographs in 

order to build a virtual environment or model� This technique is utilised in the cave during the first 

experimental visit� As the platform is to be a UAV, the camera has to be able to be carried by the 

UAV� This puts a requirement on the camera for it to be light and small� The GoPro® Hero 4 Black 

fits that requirement so is chosen to be mounted to the system�

3·2  Initial Visit to Scladina, November 2015
The initial trip to the Scladina cave was made in November 2015, one month after the project 

commenced in October 2015� This site was chosen specifically because of its historical importance 

and the fact that the archaeological association of the cave was already a consortium member 

of the DigiArt project, having been so from the start�

The Scladina Neanderthal cave is a site of historic and archaeological interest because it contained the 

remains of a jawbone of a young Neanderthal child� This bone contained one of the oldest surviving 

DNA sequences ever recorded, being dated to 100,000 years old�[⁷³] The cave is located in Belgium, as 

can be seen in Figure 3·2, situated close to the banks of the river Meuse and the village of Sclayn�[⁷⁴]

3·2·1  Background to the Site

 While the platform has been determined, it is important to consider what equipment it is likely to 

carry with respect to the specific facet of archaeology being examined, namely stratigraphy�
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Around the Scladina Cave there are several smaller caves, Saint-Paul and Sous-Saint-Paul; these have 

been subject to archaeological excavations since 1951�[⁷⁵] Excavation work began on the Scladina Cave 

in 1971, after it was discovered by cavers from CAS, Cercle Archéologique Sclaynois (Archaeological 

Circle Sclaynois)� During 1978, the excavation work came under the direction of the Service de 

Préhistoire de l’Université de Liège (the Prehistory department of the University of Liège), and produced 

numerous Neanderthal artefacts�[⁷⁵] The largest-impact discovery came on the 16th of June 1993, being 

the first fragment of a mandible from an approximately 8-year-old Neanderthal child, known now 

as the l’Enfant de Sclayn (Sclayn Child)� One of the molars from the child had DNA successfully 

extracted, which was subsequently analysed at the Max-Planck-Institut für evolutionäre Anthropologie 

(Max Planck Institute for Evolutionary Anthropology) in Leipzig, Germany�[⁷⁶] The fossil contained 

what was, at the time, the oldest DNA discovered from a Neanderthal (Homo Neanderthalensis), 

though this has now been superseded but still remains one of the oldest discoveries�[⁷⁷] The discovery 

of the Sclayn Child resulted in the cave being recognised as a significant archaeological centre and a 

site of scientific interest which is subject to ongoing archaeological excavations�[⁷⁸]

a b

Figure 3·2   -  The location of the Scaldina Cave within Europe, A, and Belgium, B.

3·2·2  Initial Considerations

A 3-D computer model is required for the cave because of the need to have it as a virtual museum 

exhibit, and the need for the archaeologists to examine the cave virtually as a whole� It is determined, 

as described earlier, that a UAV would be a good choice as the ceiling height of the cave and excavation 

depth exceeded most, if not all, camera tripod capabilities� Because the cave is a GPS-denied environment 

(an environment which prohibits access to the GPS, Global Positioning System, satellite signals), a 

custom-built UAV is required to fly safely and stably without this additional stabilisation input�

© 2020 Microsoft Corporation© 2020 Microsoft Corporation
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For this initial survey of the cave, video recording was chosen� Video, in this instance, refers to 

progressive-scan video, not the older definition of interlaced video� Interlaced video, while still 

occasionally used, has fallen out of favour with the public since the introduction of High-Definition 

Television (HDTV) in the early 2000s and, with technological improvements, interlacing is no 

longer really required�[⁷⁹] Interlacing splits the image frame into horizontal numbered lines� These 

lines are referred to as odd or even depending on the corresponding number� Interlacing takes one 

block of lines, either odd or even, at a time and shows them on-screen, then in the next frame it takes 

the other block which has not been used and displays them� This sequential flipping of odd-even 

lines allows a lower bandwidth to be used to maintain the same frame rate of the video� The other 

method, progressive scan video, works in the same way as traditional film projection, where each frame 

is recorded and reproduced as an individual still photograph, meaning the video can be sampled 

to extract image sequences at any rate under the recorded frame rate�[⁸⁰] To differentiate the two 

recording modes, an i or p is shown beside the recording information, for interlaced and progressive 

respectively� An example comparing interlaced video and progressive scan can be seen in Figure 3·4�

a b

Figure 3·3   - The quad-copter with attached GoPro®, seen on the left hand side towards the centre of the £, 
A, with a comparison for scale, B.

 Using a UAV has multiple other benefits for data acquisition, the fact the UAV is flying over 

the site means it is a non-contact method of acquiring data� The ground can remain undisturbed 

and uncontaminated while the data is captured in detail, as opposed to a method where the ground 

would be walked-on in order to get close enough to the area of interest to capture it� The UAV 

also allows for faster deployment and capture of the data than would be observed with a person 

capturing the same dataset with a hand-held camera� The result is a small, 250-esque quad-copter 

UAV (250 referring to the approximate distance, in millimetres, between diagonal prop centres; this 

is a common method of UAV nomenclature) carrying a hard-mounted GoPro® Hero 4 Black camera� 

The GoPro® Hero 4 Black is a small action camera with a 4:3 aspect ratio sensor capable of recording 

12MP (4000£3000) still images, the camera being attached to the UAV uses firmware version 2·00� 

This 250 UAV can be seen in Figure 3·3�
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The Scladina Cave poses many issues when it comes to the chosen method of data-acquisition� The 

first, and most readily-apparent, is the lack of illumination inside the cave� During this first visit, the 

cave had access to large lighting arrays, made up of tens of 500W Tungsten-Halogen floodlights with 

each luminaire typically 9,000lm� These are hot, cumbersome, and have a warm colour-temperature of 

light which was not ideal for recording a brown surface� A warm, orange-toned light does not allow 

the nuances of brown tones to appear as the differences between the tones is reduced compared to if 

a neutral-colour light source is used� An example of these arrays can be seen in Figure 3·5�

3·2·3  Methods and Rationale

a b

Figure 3·5   - Examples of the lighting arrays, A, and colour temperature of the light on the excavated 
surface, B.

Because the 3-D reconstruction method requires still images (photographs), progressive scan is the 

only applicable recording method if using video�

Colour-temperature, in photography and videography, refers to the warmth or coolness of the 

light, with different light sources giving different colour-temperatures� Daylight is accepted to be a 

neutral colour-temperature, such that anything white which is illuminated under daylight is actually 

represented as white�[⁸¹] A simulated example of this cool, neutral and warm colour-temperature can 

be seen in Figure 3·6, where an image was taken in neutral light and adjusted to show examples of 

Figure 3·4   - A demonstration of progressive video frames, top, and interlaced video frames, bottom, where 
the 'ABCDEF' denotes temporally sequential frames.



29

e

f

Light sources are given a Kelvin (K) value for the light colour-temperature, with higher Kelvin values 

relating to perceived cooler light and lower Kelvin values relating to warmer light, even though 

the inverse is true for the actual heat output of the radiation� This Kelvin scale directly relates to 

thermal temperature as it describes the ideal electromagnetic (EM) radiative output of a black-body� 

Black-bodies are idealised, non-reflective objects in thermodynamic equilibrium which emit EM 

radiation in a spectrum of wavelengths proportional to their temperature, with cooler bodies producing 

Infra-Red or Red light, moving to Blue and Ultra-Violet as they get hotter�[⁸²] Colour-temperature 

is important to understand when choosing light sources for scientific purposes� The characteristic 

colour-temperature corresponding to a Kelvin value can be seen in Figure 3·7�

Figure 3·6   - A cool colour-temperature, A, a neutral colour-temperature, B, and a warm colour-
temperature, C, on colour-calibration charts with crops of the greyscale chart for the cool 
colour-temperature, D, neutral colour-temperature, E, and warm colour-temperature, F, 
for comparison.

d

a b c

other light sources� Although Figure 3·6 is technically changing the white balance of the image, not the 

colour-temperature of the light, it still provides a useful visual approximation of colour-temperature�

1000 6500
Colour-temperature Kelvin (K)

12000

Figure 3·7   - The colour-temperature scale at different Kelvin values with the corresponding colour of light.



30

a b c

While picking the white balance for Figure 3·8, a degree of artistic licence is required as a spot colour is 

chosen from a specific point in the image� From this spot colour, the white balance was calculated� For 

Figure 3·8A this spot is on the white PVC (Polyvinyl Chloride) electrical and data conduit running 

along the wall, this is chosen because of its perceived neutralness colour-wise� Figure 3·8B is not 

corrected with a spot colour, rather it was left to what the camera had recorded under its Automatic 

White Balance (AWB) setting� The white balance for Figure 3·8C is, again, taken from white PCV, 

only this time it is from along the top of the window behind the blind, being only illuminated from 

the outdoor daylight it provided an untainted spot to calculate the white balance from�

 Figure 3·8 demonstrates why it is important to maintain a uniform source of illumination (type 

and colour-temperature, though not necessarily intensity), if the scene or object is to be artificially 

illuminated� Aside from some fluorescent general lights, the Tungsten-Halogen floodlights are the only 

source of illumination in the cave� The fluorescent lights are switched off when capturing the data, so 

only one type of light source is in use� This general fluorescent lighting can be seen in Figure 3·9�

Figure 3·8   - How multiple colour-temperatures of light can interact in a photograph and how they can 
be mitigated by choosing a specific colour to white balance for; with the fluorescent lights 
(3500K) being chosen, A, default automatic camera white balance (4850K), B, and the cool 
outdoor daylight (8800K) being used, C.

As was mentioned previously, Figure 3·6 is technically a change in white balance of the image, not 

light colour-temperature� White balancing (or, more technically, colour balancing) is a photographic 

process whereby the image is tuned to the colour temperature of the light illuminating the scene� 

An example of white balancing for multiple different colour-temperature sources can be seen in 

Figure 3·8, this Figure shows a photograph which contains a fluorescent light source (standard 

indoor office lighting) and very cool outdoor daylight because the photograph was taken on a cold 

winter afternoon� The photograph is a crop from a larger highly distorted photograph, hence the 

perceived bend in the window�
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Figure 3·9   - The general fluorescent lighting in the cave with some illumination from work lights showing 
in the top left of the image.

The general fluorescent lights could not be used for capturing the cave because they are not bright 

enough, Figure 3·9 gives a rather warped impression of their brightness due to it being a long-exposure 

photograph� With the fluorescent lights being high atop the cave roof, they also do not provide 

suitable, even coverage of the scene and exhibit sharp high-contrast shadows on the excavated walls� 

These shadows are quite noticeable in Figure 3·9, especially in the two floor excavations at the 

bottom of the photograph�

 For acquiring the data via UAV, it is determined that two sets of hand-held floodlights would be 

used� They are hand-held so they could be moved into the area to be scanned only when the UAV 

was flying there, meaning there were no potential obstructions caused by the hard-mounted lighting 

arrays� Flying in an inside environment can cause slightly unpredictable behaviour to do with the 

UAV, so having the lights able to be moved quickly out of the way gave the pilot more options should 

anything go awry� This also meant the stratigraphic profile was better protected because the pilot 

could just pull back away from it without risk of hitting a static light� An added benefit of the light 

being hand-held is that they can follow the movement of the UAV, illuminating parts of the wall 

which would otherwise have remained dark, even with the static lighting arrays� An example of these 

lights can be seen on Figure 3·10�
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Figure 3·10 is also a good demonstration of the automatic shutter speed adjustment which the GoPro® 

utilised, with the wall being overexposed in Figure 3·10A but correctly exposed in Figure 3·10B� This 

automatic shutter speed adjustment compensated for any changes in illumination� There are some 

issues, however, because of it being adjusted for a dark scene which meant the shutter speed was 

sufficiently slow to cause motion blur on the video�

 There are certain artefacts from cameras which can make a photograph look professional or a 

video/film look cinematic,[⁸³] but which are not beneficial for 3-D modelling� These artefacts include 

motion blur, a shallow depth of field and vignetting� This does not include any other artefacts which 

may be present in a lensed-optical system, however they will be covered later in the document�

 Motion blur is the largest problem with GoPro® cameras in the cave because of the environment 

being dark, even with the floodlights� Cameras are required to capture light in order to make an 

image, there are several settings within the camera which contribute to calculating the parameters 

of the exposure� The one being looked at here is the time of exposure, also known as shutter speed� 

Although the GoPro® has a purely electronic shutter, with no mechanical elements, its operation 

mimics mechanical shutters and uses the same parameters� In the mechanical system, shutters are 

physical blinds which block the light from reaching the sensing medium (photo-sensitive film/digital 

sensor)� When a photograph is taken these shutters open and control how long or short the time of 

the exposure is� The shorter the exposure time, the more still an image will appear�[⁸⁴]

 The staticness of an image is a result of the sensing medium only viewing the scene for a short 

snippet of time� The longer the exposure, the greater the impact temporal changes will have on 

the image� The result of this temporal effect can be seen in Figure 3·11� In stills photography and 

non-cine video (applicable to any video camera not specifically designated a digital motion picture 

cinema camera), the shutter speed is denoted as a unit of time, usually a fraction of a second� The 

shortest exposure time can vary between cameras, for example from 1/16,000th of a second with the 

Canon® EOS 1D (Mk I) to 1/8,000th of a second on the Canon® EOS 1Ds (Mk I) or even slower on 

some consumer cameras with 1/4,000th of a second on the Canon® EOS 4000D�[⁸⁵][⁸⁶][⁸⁷] There is, 

theoretically, no upper limit on the exposure time if a bulb exposure mode is available� Bulb is used 

by the operator to keep the shutter open until manual intervention disengages it� 

a b

Figure 3·10  - The actual lighting setup used to capture the data, with one of the two persons holding the 
lights visible in the scene, A, and a correctly-exposed image of the wall, B.
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Real-world issues caused by the shutter speed can be seen in Figure 3·12, where two sequential video 

frames have been selected, one exhibiting motion blur and the other being a clean image even though 

they both had the same, or very similar, shutter speeds�

a

c

b

d

Figure 3·12  - The motion blur artefacts encountered when recording video in the cave, two sequential video 
frames were used with one exhibiting motion blur, A, with a corresponding crop, B, and one 
which does not exhibit motion blur, C, with a corresponding crop, D.

Other camera parameters are utilised to calculate the shutter speed, including the ISO speed 

(sensitivity), explained later in the document, and ƒ-number (lens aperture)� The GoPro® Hero 4 

Black uses a video ISO speed which can range from 400 to 6400 and a constant, fixed aperture of 

ƒ/2·8�[⁸⁸][⁸⁹] The aperture not only determines how much light can pass through the lens, but also 

how deep the focus area is� Large-aperture lenses allow for isolation of a subject because it makes the 

foreground and background out-of-focus, however this isolation is not wanted when using the data for 

scientific purposes� An example of this isolation and shallow depth of focus can be seen in Figure 3·13� 

a b c

Figure 3·11  - The effect of shutter speed on a constantly moving object, showing 1/60th of a second exposure, 
A, 1/15th of a second, B, and 1/4th of a second, C.
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This sort of narrow focus is known as a shallow depth of field� In order to increase the depth of field, 

the lens aperture needs to be reduced� This process of reducing the aperture is known as stopping 

down and is denoted by a series of ƒ/numbers� The ƒ/number and lens aperture size have an inverse 

relationship, whereby as the ƒ/number increases, the lens aperture decreases� The effect of a small lens 

aperture on the depth of field can be seen in Figure 3·14�

Figure 3·13  - The effect of a large lens aperture when it is used for a photograph, in this case the lens used is 
a 50mm ƒ/1·4 being used at ƒ/1·4 on a full-frame DSLR, with the full image, A, and crops of 
the far distance, B, mid-distance, C, and near-distance, D, parts of the image.



35

c

d

a b

The ƒ/number is a dimensionless number giving the ratio between the focal length of the lens and 

the diameter of the entrance pupil, also known as the effective aperture�[⁹⁰] The entrance pupil is the 

part of a lens which contains all elements from the entrance to the lens to the aperture blades� In a 

system where there are no elements, a pinhole camera for example, the diameter of the entrance pupil 

is exactly whatever the diameter of the aperture is, however when a system contains optical elements 

in front of the aperture blades, the size entrance pupil is subject to the magnifications of the front 

elements and therefore cannot be calculated just by measuring the front element aperture diameter� 

This relationship can be denoted in Equation 3·1 as:[⁹⁰]

N =
f

D
(3·1)

Figure 3·14  - The effect of a small lens aperture when it is used for a photograph, in this case the lens used is 
a 50mm ƒ/1·4 being used at ƒ/22 on a full-frame DSLR, with the full image, A, and crops of 
the far distance, B, mid-distance, C, and near-distance, D, parts of the image.
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Where N is the ƒ/number, f is the focal length of the lens (in mm) and D is the diameter of the 

entrance pupil (in mm)� Changing the aperture is only required on cameras which allow such 

manual intervention, the GoPro®, as mentioned previously, has a fixed aperture� This does not 

mean, however, that the GoPro® permanently has a section of the image plane which is out-of-focus� 

Because the GoPro® has such a wide-angle lens, a 17·2mm 35mm equivalent,[⁹¹] nothing is really 

out-of-focus� The GoPro® lens is also characterised as a fisheye or curvilinear lens because it produces 

a highly-distorted image� Ultra-wide-angle lenses typically have a very wide depth of field, the GoPro® 

is no exception to this� The GoPro® lens has such a wide depth of field that it does not have any 

requirement to focus, nor does it have any method of doing so� The close-limit for focusing is 300mm 

to the sensor, anything closer than that is too close to be in focus� This near-infinite depth of field and 

fisheye distortion can be seen in Figure 3·15�

Figure 3·15  - The depth of field of a GoPro® camera, with the whole photograph being shown, A, a crop of a 
section close to the lens, B, a crop of a section mid-distance to the lens, C, and a crop of the very 
far-distance, D. 
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A real-world rectilinear lens containing a narrower depth-of-field than the GoPro®, which has been 

deliberately instigated, can be seen in Figure 3·16�

a

c d

The shallow depth of field was created to deliberately demonstrate how the depth of field changes 

in a real-world scenario when using a DSLR and rectilinear lens as opposed to an ultra-wide-angle 

curvilinear lens� As has been mentioned previously, the GoPro® lens is curvilinear, meaning it does 

not attempt to correct the geometric distortions of the image, this is in contrast to rectilinear lenses 

which do attempt to correct the geometric distortions� At very wide angles, notably focal lengths of 

12mm or less, the attempts to correct the geometric distortion of the image causes stretching at the 

edges of the image� This image stretching can appear unnatural, especially when viewing the image at 

close-quarters, in this case, the curvilinear lens produces a more natural-looking image at the corners, 

even with the consideration of having such a high amount of distortion� A comparative example of 

this can be seen in Figure 3·17, where Figure 3·15A has been rectified in software, Adobe® Photoshop 

Lightroom® 6·5, to remove the distortion by applying a corrective lens distortion profile� The software 

b

Figure 3·16  - The effect of a shallow depth of field on an image, showing the whole scene, A, a crop from a 
section close to the lens, B, a crop from a section at the focus-centre, C, and a crop in the far 
distance, D.
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The lens designations of Ultra-Wide, Wide etc� all have associated focal length values, these can be 

seen in Table 3·1� These focal lengths are typically referred to as a 35mm equivalent focal length, 

indicating what focal length the lens would be if the whole system was a full-frame camera, not using 

a smaller sensor� Full-frame is the standard measure when it comes to photography and it utilises the 

135 film standard, giving an imaging area of 36£24mm�

Designation Focal Length (35mm eqv�)

Ultra-Wide-angle

>0

⁞

24

Wide-Angle

>24

⁞

35

Normal

>35

⁞

60

Medium-Long-Focus

>60

⁞

135
Long-Focus >135

Table 3·1   - Lens-type designations with full-frame reference focal lengths.

a b

Figure 3·17  - The comparative distortions between a curvilinear lens, A, and a (pseudo) rectilinear lens, B.

corrects for the distortion by remapping the pixels from the original, uncorrected, image into new 

positions� These new positions lie on a negative view of the distortion, so if the lens exhibits barrel 

distortion, the correction will be applied as a deliberate instance of pincushion distortion, thus the 

two distortions cancel out and the resulting image has no distortion� As the pixels on the original 

image are being remapped, any spaces created between two remapped pixels has to be filled� This 

interpolation of data between the pixels creates a photographically-good image, but one which now 

contains calculated false data�
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While the lens aperture is, in general, important in the control of most cameras, the ISO (International 

Organization for Standardization) speed is certainly more applicable to the GoPro® Hero 4 Black� ISO 

speeds date back to when the use of photographic film stock in cameras was required� The ISO speed, 

or Film Speed, is a measure of the sensitivity of the sensing medium� Film was also available in ASA 

(American Standards Association) speeds and DIN (Deutsches Institut für Normung) speeds, however 

it was the ISO nomenclature which transferred to the digital realm� With film, the ISO rating was 

directly related to the size of the Silver-halide crystals, with the larger crystals being more sensitive 

to light, allowing for a faster shutter speed to maintain a neutral exposure, with a compromise being 

the image contained more noticeable film grain or noise� Transferring the principles of Film Speed 

into the digital world was relatively straightforward� Instead of increasing the size of the pixels on the 

sensor, the amplification of the analogue output from the sensor is adjusted before being digitised� 

This, comparably to the increase in film grain for high-ISO film, results in the image becoming more 

noisy as a result of the increased electronic noise�[⁹³] This sensor noise, and a difference between low 

and high-ISO settings, can be seen in Figure 3·19�

f = 105mm

f = 105mm

Full-frame
Viewed 35mm focal length

Image size with the 

same 35mm lens

Image size with 

scaled focal length

Actual 35mm focal length

Sensor size
f = 168mm

f = 67mm

APS-C
f = 263mm

f = 42mm

Four-Thirds

Figure 3·18  - The effect of crop factors on sensors and lens combinations, showing the real focal length values 
alongside the perceived values.

Although some lenses have very short actual focal lengths, the sensors they project onto tend to be 

quite small� These small sensors have a crop factor when it comes to the lens, such that the focal length 

of the lens has to be multiplied by the crop factor in order to know what the scene being captured 

would look like on a full-frame camera�[⁹²] Although sensors may have varying dimensions, all the 

lenses have a 35mm equivalent value� An example of this can be seen in Figure 3·18, where three 

different sizes of sensor demonstrate this crop-factor�
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The images in Figure 3·19 have not undergone any noise reduction, so the noise shown is pure from 

the sensor� Sensor noise is required to be kept to a minimum because the SfM process analyses the 

image and extracts keypoints from areas which show features� If the features become obscured because 

of the noise, it could cause reconstruction errors and, if the noise is sufficiently prominent, cause 

a failure of the reconstruction as a whole� Figure 3·19E and F are good examples of what happens 

when a digital sensor is pushed beyond what is reasonable in ordinary operation� To get an ISO of 

10000, the sensor is underexposed by three stops while at its highest true ISO speed of 1250, the 

maximum ISO of the camera� The image was then corrected in Adobe® Photoshop Lightroom® 6·5 to 

restore a correct, neutral exposure� This was done by examining the histogram to realign the intensity 

distribution to the correct shape� To exacerbate the noise issue, a 2002-era Canon® 1Ds (Mk I) was 

Figure 3·19  - The effect of high-ISO sensor noise on an image, with a full image taken at ISO 50, A, a crop 
on the circuitry from the ISO 50 image, B, a full ISO 1250 image, C, a crop on the circuitry 
from the ISO 1250 image, D, a full ISO 10000 (equivalent) image, E, and a crop on the 
circuitry from the ISO 10000 image, F.

a b
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used to capture the images as its sensor was an early example of imaging sensors in SLR bodies, 

excluding digital back film-to-digital converters� Digital backs were the technology available before 

the advent of true Digital SLR cameras, with a digital sensor and associated electronics replacing the 

film door on the back of a film SLR camera, hence digital back�[⁹⁴] Digital image sensors have been 

through many architectural and design improvements in the intervening years, such that the noise is 

considerably reduced in modern sensors and the dynamic range increased� That having been said, the 

current line-up of small sensors have not reached the technical image quality seen by the big 35mm 

sensor on the 1Ds� The dynamic range of a sensor is a characteristic describing the difference between 

the highest input level the sensor can record and the lowest input level which can be resolved�[⁹⁵] 

The highest input level is determined by the full-electron-well capacity� This is the maximum charge 

the cell can contain before it becomes saturated� This saturation point provides a sharp cut-off as to 

what can be recovered in the highlight region� The lowest input level is determined by the noise floor, 

where the noise exhibited by the sensor and voltage amplifiers start to overpower the signal generated 

by the incoming light�[⁹⁶] A diagram demonstrating how dynamic range manifests in comparison to 

the real world can be seen in Figure 3·20�

The real-world dynamic range shown in Figure 3·20 is a hypothetical full-white to full-black, the  

dynamic range of the camera shown is also just for explanatory purposes and is not based on real-world 

values� The dynamic range of the camera is split into different sections, as described in Figure 3·20, 

with the low-intensity readings given as Blacks, while the areas seen as shaded in images are referred 

to as Shadows, these regions of the histogram are where the sensor noise characteristic can be seen� 

The middle part of the image histogram is referred to as Mid-tones, these are what make up the bulk 

of an image� Approaching the top end of the recoverable intensity inputs are the Highlights, these 

are regions of the image which are bright, but the data still fully-recoverable� At the top-end of the 

recoverable intensities, and above, are the Whites� These are parts of the image which are unable to be 

fully recovered as the sensor-cell-electron-well is fully saturated� This region exhibits a sharp cut-off of 

the data with nothing above the cut-off being recoverable� A real-world example of the dynamic range 

of a camera can be seen in Figure 3·21�

Real-world Black to White

Camera view Black to White

Blacks
Sensor noise floor Blown HighlightsShadows

Mid-tones
Highlights

Whites

Figure 3·20  - How the real-world dynamic range is viewed by a camera sensor, with the recorded portion 
split into tonal regions.
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Figure 3·21  - The dynamic range of real-world data, with the original image being shown (along with crop 
indicators), A, the histogram distribution of all intensity values from 0 to 255, B, the blown 
highlight in the light, C, and excess noise in the shadows, D.

c d

The blown highlight and shadow noise seen in Figure 3·21C and D respectively have been manipulated 

from the normal image to better show the effect of electron-well-saturation and the noise floor of the 

camera� The highlight image, Figure 3·21C, has had the exposure reduced in post-processing, clearly 

demonstrating how there is no information in the image at the original white point as it now only 

shows a uniform grey instead of details on the cave ceiling� The shadow noise seen in Figure 3·21D is 

the result of the image having its exposure increased in post-processing� Some features are visible in 

the shadow region, however it is awash with signal noise resulting in uncertainty as to whether some 

features are actually there or a result of the noise� This sensor demonstrated here is from the Canon® 

1Ds MK I, an 11·1MP full-frame sensor running a firmware version of 1·0·3�

 The GoPro® Hero 5 Black uses the same sensor as that which powers the Hero 4 Black, a Sony® 

Exmor R IMX177,[⁹⁷] but with a RAW stills output (in the form of Digital Negative, DNG) 

which allows testing to determine certain sensor characteristics� As has been mentioned previously, 

this GoPro® sensor provides similar characteristics to that of the Canon® 1Ds sensor, even though 

the release dates for the cameras are twelve years apart, being 2002 and 2014 for the Canon® and 

GoPro® respectively� This sensor testing was undertaken by DxO Mark Laboratories, a well-established 

organisation which undertakes uniform testing of imaging sensors and makes their findings public�[⁹⁸] 

The initial measurement was undertaken on the ISO speed of the cameras, determining whether the 
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nominal rating by the manufacturer matched the output from the sensor� A comparison between the 

Canon® 1Ds and GoPro® Hero 5 Black can be seen in Figure 3·22�[⁹⁹][¹⁰⁰]

Figure 3·22  - The manufacturer’s ISO rating (nominal) against the measured ISO.

Measured ISO (Canon® 1Ds)
Nominal ISO

Measured ISO (GoPro® Hero 5 Black)

Figure 3·22 shows the ISO of the Canon® 1Ds to be closely matching the nominal ISO rating until 

ISO 1250 (nominal) where it records ISO 1520� The GoPro® Hero 5 Black consistently and uniformly 

gives a lower recorded ISO rating than its nominal rating�

 The sensors are then tested using an 18% grey card as the test subject� This shows the signal-to-noise 

ratio (SNR) of the sensor at different ISO ratings� The SNR is given in decibels and can be seen in 

Figure 3·23�[⁹⁹][¹⁰⁰]
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Canon® 1Ds
GoPro® Hero 5 Black

Good
Bad
Mediocre

Figure 3·23  - The sensor signal to noise ratio with an input signal at 18% grey, in decibels, against measured 
ISO rating.
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The SNR of the Canon® sensor, seen in Figure 3·23, shows the advantage of using large sensors, even 

if they are, technologically, old� The GoPro® sensor is well within the amber region, denoting the 

SNR is not ideal� The graph is split into bands, with the green line (38dB) and above denoting a 

good reading, the amber line (32dB) denoting a mediocre reading and the red line (20dB) and below 

denoting a bad reading� All readings are above the bad rating, however the GoPro® suffers significantly 

by virtue of having a small sensor, meaning each photosite receives less light�

 The next testing to be undertaken is on the dynamic range of the sensors� The results of this can 

be seen in Figure 3·24�[⁹⁹][¹⁰⁰]



45

Figure 3·24  - The dynamic range (difference between the highest recorded and lowest recoverable exposure), 
in Exposure Value, against measured ISO.
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The dynamic range of the two camera sensors, as seen in Figure 3·24, is very similar� The dynamic 

range is a difference between the brightest object and the darkest object able to be recorded, and, 

as such, the effect of the lower SNR seen by the GoPro® sensor could be negated if it had the ability 

to capture more highlight detail� The graph is split into bands, with the green line (10Ev) and above 

denoting a good reading, the amber line (8Ev) denoting a mediocre reading and the red line (6Ev) and 

below denoting a bad reading� Both sensors are well into the good range in the lower ISO ratings, 

and hovering around mediocre at the higher ISO ratings, as would be expected with the increase in 

noise at higher ISO ratings�

 The tonal depth of the sensors is measured next, this shows how many grey levels are reproducible 

in the sensor image� The bits refer to how many bits of information are required to encode all the grey 

levels� The result is presented as log
2
(Tonal Range), where the actual number of grey levels (Tonal 

Range) are calculable as two-to-the-power of the bit value� This can be seen in Figure 3·25�[⁹⁹][¹⁰⁰]

Canon® 1Ds
GoPro® Hero 5 Black

Good
Bad
Mediocre
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Figure 3·25  - The tonal reproduction, in bits, of the recorded data.

The Canon® sensor remains well within the good tonal range region for most of its ISO range, only 

dropping below at its (nominal) ISO 1250 rating� The GoPro® sensor fares less well, dipping below 

the good region almost immediately� The graph is split into bands, with the green line (7bits) and 

above denoting a good reading, the amber line (6bits) denoting a mediocre reading and the red line 

(5bits) and below denoting a bad reading�

 The colour depth of the images is analysed next� This demonstrates how much colour information 

is recoverable from the images, in bits of information� The bit-depth recorded here is a summation of 

the bit-depth of the three recorded channels� This can be seen in Figure 3·26�[⁹⁹][¹⁰⁰]
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Figure 3·26  - The colour reproduction, in bits, of the recorded data.
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The colour depth of the two sensors is where the largest difference is seen� The Canon® sensor is well 

within the good region for the (nominal) ISO 100 and 200 rating, however the GoPro® sensor is just 

above mediocre for the same nominal ISO speeds� Neither camera sensor fares well with the high-ISO 

rating, with the Canon® well into the mediocre rating and the GoPro® sensor in the bad rating� The 

graph is split into bands, with the green line (20bits) and above denoting a good reading, the amber 

line (17bits) denoting a mediocre reading and the red line (14bits) and below denoting a bad reading�

 As seen in Figures 3·22 to 3·26, this ISO range does not provide the best image quality from the 

GoPro® sensor� For the initial visit to the Scladina Cave, especially given the short lead-in time, all of 

the recording settings for the GoPro® remained factory-default to ensure a good-quality of video was 

captured� Being a consumer camera, it has automations and factory presets which allow good image 

quality out-of-the-box�

 Capturing the image data in the cave was relatively straight forward, with the GoPro® hard-mounted 

to a UAV and portable lighting, the data acquisition time was only one hour and six minutes� The 

cave was split into sections, with each section being an individual flight� These sections were designed 

so that there was overlap between the two datasets such that they could be connected together to 

provide a contiguous model� A map of the interior of the cave can be seen in Figure 3·27�
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Figure 3·27  - The Scladina cave, with the light Grey denoting un-excavated ground, black the extent of the 
excavation and solid wall, with a metre-square grid pattern labelled with letters transversely 
and numbers longitudinally.
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Once the data has been captured, the frames can be extracted� Because the data was recorded in 

1080p video, it is decided that a non-linear video editor programme will be used� Adobe® Premiere 

Pro CS6 is one of the industry-standard applications[¹⁰¹] and, as such, was chosen to ingest and edit 

the data� While in the video editor, the clips are able to be easily trimmed to ensure only the image 

frames from the UAV in flight will be exported, instead of having to export the whole video and then 

manually delete the extraneous frames� The video is exported as individual JPEG ( Joint Photographic 

Experts Group) encoded frames� JPEG is a common[¹⁰²] lossy-compression imaging standard used for 

photographs�[¹⁰³] A frame-rate can also be selected on the export� As the UAV was travelling no faster 

than 0·5m/s during the data-acquiring part of the flight, the frame output is set to one frame per 

second (1fps) resulting in 60 exported frames per minute of flight time� This frame rate ensured the 

UAV had not travelled further than 0·5m in between frames, which proved to be sufficient to maintain 

a good overlap of above 60% in the image sequence given the recording-distance from the wall�[¹⁰⁴]

 Each of the flights provided individual videos, these videos are treated as separate datasets and so 

are exported from the software as such� Because of the changing lighting conditions between flights, 

it is decided to continue the treatment of the flights as separate datasets when creating the models as 

well� This means the models would have to be aligned manually and merged once they were created 

in order to have a complete, contiguous model when outputted�

 The process of creating the 3-D models from the datasets began in Pix4D Mapper® 3·2·23� A 

flowchart of this process can be seen in Figure 3·28�

As a resolution of 1920£1080 is being used for the video, there are no in-built lens profiles for the 

dataset because there is no camera or lens information embedded in the exported video frames� This 

means a lens profile had to be created by using a small section of the video� The video is examined to 

ensure it was the highest quality with as little motion blur as possible� This small dataset can be placed 

into Pix4D Mapper® with a new lens profile, one which did not have any associated values� To ensure 

the calibration of camera parameters are correct, some known information is input to the calibration 

data, namely the sensor and pixel size, along with some initial values for the remaining parameters� 

This starting data can be seen in Figure 3·29�
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Figure 3·28  - A figure to show the starting parameters for calibrating the 1920£1080 dataset.
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This dataset is processed to determine the camera-lens calibration� Because the software has to test 

various parameters in order to obtain the correct calibration, doing an initial calibration with a large 

dataset could prove to be prohibitively time-consuming� This is why, for this calibration, a dataset 

comprising of only eleven images was used� A calibrated camera profile is produced in 43 seconds 

on a mid-range computer, comprised of an Intel® i5-4590 (3·3 GHz, 4C/4T) CPU and an Nvidia® 

GTX 950 GPU� Less than 1GB of RAM was used for this processing� The calibration stage attempts 

to account for the camera-system parameters, like sensor size and lens focal length to have a rough 

estimate of how large the model is, and account for the lens distortion parameters so any computed 

keypoints can be correctly placed in the reconstruction� The calibration deals with two types of lenses, 

perspective (rectilinear) lenses and fisheye (curvilinear) lenses, it is important to choose the correct 

lens type to encourage a correct reconstruction but also to enable faster processing times�

 This calibration step is essential to allow the software to correctly align the images and to 

reconstruct the scene-geometry around the natural distortion seen from lenses� Once a camera model 

Figure 3·29  - The starting parameters for calibrating the 1920£1080 dataset.

© Pix4D
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As a calibrated camera profile has now been created, the remaining datasets can be processed� The 

datasets all use the same camera profile because neither the camera nor lens changed in-between flights�

 These current datasets are processed using full-resolution images for the keypoint creation� 

Various resolution options exist for keypoint computation, double-image size for low-resolution 

datasets, full-image size for normal processing of image resolutions up to ~25MP, half-image size for 

large-resolution datasets (greater than 25MP) or for faster processing of standard-resolution datasets, 

quarter image size for a ‘draft’ quality and an eighth-image size for the fastest processing, only really 

used in-the-field to check if a dataset will work� For the 1080p video frames, considering they are being 

used to create a model, full-resolution processing is the most appropriate� The image pair matching 

option is left on default: Free Flight or Terrestrial� This ensures the programme is not looking for 

specific patterns where the images should appear and allows for more-fluid movement of the UAV� 

Figure 3·30  - The optimised parameters for the 1920£1080 dataset.

has been built and the calibration dataset has been properly reconstructed with no visible distortion 

on the model, the calibration values can be applied to the general camera model for those images and 

the full dataset can then be processed� The calibrated camera profile can be seen in Figure 3·30�

© Pix4D
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The Geometrically Verified Matching option is also checked, this allows for a more-robust, but slower, 

reconstruction where features which may be similar to many others are discarded as matches because 

they are geometrically inconsistent with the match� The calibration options are unchanged on the 

default settings� The dataset can then be set processing, with the result being a sparse point-cloud 

made up of the matched keypoints�

 The second stage of the modelling process, the dense processing, can now be enacted� For this, the 

default settings for the Point-cloud Densification were used, this consisted of a half-image scale with 

multiscale options checked (multiscale allows lower-resolution image scale options to be used as well 

and can provide a fuller reconstruction but also runs the risk of adding noise), a Point Density option 

set to Optimal and the Minimum Number of Matches of 3� The Minimum number of Matches 

option is a good way of removing noise from a reconstruction as it only outputs the points if they are 

matched in a specific number of images, in this case three�

 The final stage of the modelling process is to output a textured mesh� This is processed using the 

default settings, a Medium Resolution mesh� The Medium Resolution mesh uses a Maximum Octree 

Depth of 12 and a texture image dimension of 8192£8192� The octree is a method of splitting a 

spatial region, the higher the octree depth number, the greater the refinement of the octree� Each 

node in an octree contains eight children, so if the mesh is bounded by a cube (octree level 0), moving 

to an octree level of one means there are now eight cubes describing the space as the level 0 cube has 

been split along all edges� An example of this octree refinement can be seen in Figure 3·31�

The number of cells in an octree can be defined as 8n, where n is the octree depth level� This results 

in the maximum number of cells available to the mesh, given its maximum octree level of 12, as 

68,719,476,736� If the mesh created from the octree cells is too large, it has to be decimated� This 

decimation is conducted under two options, a qualitative decimation where the maximum number 

of surface polygons can be set, or a qualitative decimation which attempts to reduce the number of 

polygons while maintaining the geometry, there are two sub-options with this allowing for a sensitive 

reduction or an aggressive reduction� The sensitive reduction prioritises the original mesh geometry 

while the aggressive reduction prioritises a lower number of triangles� Once these processes have all 

Figure 3·31  - Examples of octree levels and the corresponding number of cells.
Level 0: 1 cell Level 1: 8 cells Level 2: 64 cells



53

a

a

c

b

d

This dataset is examined along with the adjoining datasets� It shows they contain an overlap to one 

another which can be exploited in order to merge the datasets� This is conducted in Pix4D Mapper® 

by the placement of manual ground-control points� These can be seen in Figure 3·33�

Figure 3·32  - An example dataset after processing, showing the three stages of modelling and the camera 
paths, with the tie-points being shown with the camera path overlay, A, the tie-points, B, the 
dense point-cloud, C, and a resulting 3-D surface mesh, D.

been completed, the mesh can be exported� Wavefront OBJ is the preferred format for this project� 

An example of a processed dataset, containing 149 images, can be seen in Figure 3·32�
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This process of stitching the data is used on twelve datasets to create a continuous model of the cave� 

The cave map, seen in Figure 3·27, is split into twelve sections along the walls, each section providing a 

dataset� The overlapping manual ground-control points are used in an additional processing step when 

creating a new model which allows two or more models containing control points with the same 

names to be merged together, the control points with the same name are assumed by the software 

Figure 3·33  - An example of the tie-points being used to stitch the individual models together, showing the 
tie-points marked on one model, A, the same tie-points marked on another model, B, and the 
resulting stitched model, C.

b

c
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The final output of the modelling process is the 3-D mesh, created using the medium-resolution mesh 

setting with an octree of 12 and a texture overlay size of 8192£8192� The mesh has a photographic 

overlay containing the images used to create the model, this is referred to as a texture overlay and 

the package is known as a 3-D textured mesh� This stage is where any issues not known about 

previously become visible: slight misalignments of the camera positions, for example� This also 

includes the overall quality of the texture and coverage of the mesh surface� Figure 3·34 shows the 

textured mesh� The areas lacking illumination are apparent in the texture, being considerably darker 

than the surrounding textures�

3·2·5  Results

to be in the same physical locations in the real environment, so are in the same locations on the 

reconstructed models� This is not a final model, however, because the conglomeration is undertaken 

while the models are in the initial tie-point stage� Once all models which require being merged 

together are placed together, then the subsequent steps in processing the model can be undertaken, 

using the same settings which have been used on the individual datasets� The densified point-cloud is 

the first to be created and allows cleaning to be performed before the final mesh is created� Cleaning 

involves the removal of extraneous points or anything which has been reconstructed which is not 

required or wanted in the mesh, this is done by manual deletion of points� Once these steps have been 

undertaken, the mesh can be created and outputted�

Figure 3·34  - A figure to show the initial cave mesh, textured.
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The model is created using a single forward-facing camera, this is apparent when looking at the mesh 

as the walls appear to be well-reconstructed, however part of the floor and ceiling is missing� It was 

thought that the fisheye nature of the GoPro® camera would have been sufficient to cover the roof of 

the cave and floor as well as the walls, however this proved not to be the case�

Figure 3·35  - A figure to show the initial cave mesh, with cyan representing the ‘exterior’ of the cave (the 
back face of the mesh) and green representing the ‘ interior’ of the cave (front face of the mesh).

This trip to the Scladina Cave was successful, however to better improve the model for use in an 

archaeological context the limitations encountered need further examination and will be explored in 

the following chapters� The idea of using a UAV to capture data in a cave proved useful, however there 

were numerous issues encountered with the hardware, data acquisition, captured data and resulting 

output data� All aspects of the capture system require testing to determine the best capture-quality 

from the camera settings available� An investigation is also required of the reconstruction technique 

to determine whether the software used gives acceptable results for scientific purposes� The GoPro® 

camera in use also had several limitations so requires an examination to determine how it performs 

compared with a camera allowing more manual control� The subsequent chapters contain this testing 

and examination, commencing with the image recording quality in Chapter Four�

3·2·6  Summary

The unilluminated places have a minor correlation to parts of the mesh that were not reconstructed� 

This can be seen in Figure 3·35 which shows the untextured mesh with different colours for the 

internal faces and external faces�
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4·1  Chroma Sub-Sampling
One of the primary issues encountered when creating 3-D models from Structure-from-Motion is 

a lack of overlap between the images, resulting in keypoints which do not correlate to other images 

causing the reconstruction to be incomplete� One way of counteracting this problem is to have a 

camera with a high continuous burst-rate, or capture the data with video� Still-photographic cameras 

have a memory buffer between the sensor readout and the removable memory card, this buffer is 

of a finite size and so can only hold a certain number of images before it is full and cannot store 

any more, until what it holds has been written to the memory card�[¹⁰⁵] Video cameras, however, are 

designed to record a sequence of images at, among others, 23·976, 24, 25, 30 and even 60 frames per 

second (fps) until the memory card is full (or other legal/file limits have been reached, for example 

the 4GB filesize limit for FAT32-formatted drive partitions or 30 minute recording duration limit 

to stop a different type of tax being implemented on the camera as it would be classified as a video 

camera not a stills camera)�[¹⁰⁶] This vast increase in the frequency of image data capture ensures there 

is sufficient overlap with any structure seen in the video� It seems like a perfect solution and, in an 

ideal world, everyone would use video for SfM; unfortunately though, there are numerous drawbacks 

when it comes to using video: aggressive chroma sub-sampling and image compression� ‘Aggressive’, 

in this instance, refers to the large quantity of data removed through the sub-sampling process� These 

chroma sub-sampling levels are not exclusive to video, however they do have the largest impact on the 

post-sensor recorded image quality in video�

 Chroma sub-sampling, literally ‘colour reduction’, is a method of reducing the amount of colour 

data in an image while maintaining the perceived appearance of the original�  This reduction can 

be undertaken because of how human eyes perceive luminance (light) and chrominance (colour) 

information differently, being more sensitive to changes in luminance compared to changes in 

chrominance�[¹⁰⁷] This reduction in data can have an effect on image quality while looking at the 

image at a pixel-level, and so will have an impact on the 3-D models, both with the reconstructed 

geometry and the resulting photographic texture overlay� Chroma sub-sampling was developed 

because storage space and broadcasting bandwidth is at a premium for recording and transmitting 

video respectively, resulting in the need for an efficient lossy compression method to reduce the 

amount of data required�[¹⁰⁸]

 This difference in perception cannot be applied to machine vision which requires all information 

from the image so it is imperative to understand how this colour compression impacts the overall 

quality of any resulting models� Chroma sub-sampling works by splitting the image into two datasets, 

one containing just the luminance data and the other containing just the chrominance data� It then 

4 Chroma Sub-Sampling, Image 
Compression and Sensors
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Figure 4·1 shows simulated results of just the chroma channel, resulting in drastic and not wholly 

realistic representations of the chroma sub-sampling process, an accurate representation would be to 

have the luma channel also used� The colours used in Figure 4·1A were taken and placed, in the 

same order, into a document which had a resolution of 4£2 pixels� This image was the processed 

using the different levels of chroma sub-sampling to give a real representation as to what chroma sub-

sampling looks like� The processing was conducted in the Radical Image Optimisation Tool (RIOT), 

an image optimisation tool for web images�[¹¹¹] An 8-bit uncompressed TIFF (Tagged Image File 

Format) image, like that of Figure 4·1A, with dimensions of 4£2 pixels, was loaded into the optimiser 

programme� This image was then exposed to the different levels of chroma sub-sampling to verify the 

output of the programme� This real-world chroma sub-sampling can be seen in Figure 4·2�

a b c d

a b c d

Figure 4·2   - The different levels of chroma sub-sampling as seen on real data. Showing 4:4:4, A, 4:2:2, B, 
4:2:0, C, and 4:1:1, D.

Figure 4·1   - The different levels of chroma sub-sampling. Showing 4:4:4, A, 4:2:2 , B, 4:2:0, C, and 
4:1:1, D.

reduces the effective number of colour-containing pixels by sub-sampling the chrominance data to a 

lower-resolution image, while maintaining the original number of luminance pixels�[¹⁰⁹] The colour 

pixels are averaged together as they are reduced, while following a specific pattern of reduction� 

Figure 4·1 shows the different stages of chroma sub-sampling, with the level denoted by a three-figure 

number� The number is in the form a:b:j, where a is the width of the sample in luminance pixels, b is 

the number of discrete colour pixels in the first row and j is the number of discrete colour pixels in the 

second row� A colour format of 4:4:4, Figure 4·1A, contains no sub-sampling as it has eight discrete 

colours being described, one for each luminance pixel� A format of 4:2:2, Figure 4·1B, can describe 

four discrete colours as there are two colour samples for the top and bottom rows, meaning there 

are two luminance pixels for every one chroma pixel� A format of 4:2:0, Figure 4·1C, can describe 

two discrete colours� The top row has two colour samples, so as with the format 4:2:2 there are two 

luminance pixels for every chroma pixel but now the bottom row contains no samples so has to share 

the colour information with the top row� This means there are effectively four luminance pixels for 

every chroma pixel� A format of 4:1:1, Figure 4·1D, describes there being only one chroma pixel on 

the top row and one on the bottom row, both chroma pixels span four luminance pixels�[¹¹⁰]
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Figure 4·3   - A test pattern to determine the visual quality of images from different sources, including the 
pattern as designed, A, as printed, B, photographed from a Canon® 1Ds, C, and a frame from 
a GoPro® Hero 4 Black 2160p video, D. 

Even though the colour reduction is visible in the oversized images in Figure 4·2, it becomes clearer 

to understand how unnoticeable it would be when viewing them with a 1:1 pixel mapping, especially 

with the likes of Figure 4·2B, the 4:2:2 image�

 The video output of the GoPro® records video at 2160p with a chroma sub-sampling of 4:2:0, 

meaning that every luminance pixel is mapped to ¼ of a colour pixel, as can be seen in Figure 4·1C� 

The 3840£2160 image only contains 1920£1080 pixels of colour information� RAW sensor data has 

not undergone any chroma sub-sampling, it is a true 1:1 mapping of what chrominance and luminance 

was recorded and the information is contained within the resulting file� This does not mean there are 

no issues with the colour output of RAW sensor data, only that it is as good as the sensor is able 

to reproduce� To examine this chroma sub-sampling with real-world data, a test card was devised to 

exploit the weakness for detailed colour reproduction seen in compression-based camera formats� This 

test chart can be seen in Figure 4·3�
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The most striking take from the test chart photographs is how in Figure 4·3D, the GoPro® video 

output, there is almost no reproduction of the colour on the small pads, while the large blocks of 

colour have been reproduced reasonably well� This is in stark contrast to the Canon® 1Ds image, 

Figure 4·3C, which shows near-perfect reproduction in not only the colour minutia, but also the 

colour accuracy when compared with the printed chart� This image was taken as a RAW image and 

processed to maintain as much detail as possible but also to have a comparable resolution of the target 

on the output images� The same care was given to the GoPro® image, where after the video frame 

was captured, the image was processed to maintain the most amount of detail in the original image� 

This was undertaken on both image sets by converting the RAW and MPEG frame to uncompressed 

TIFF images� The GoPro® chart, while being captured, has undergone image compression as well as 

the chroma sub-sampling, which is a reason for it being softer and less well-defined than the scanned 

chart or the Canon® 1Ds chart in Figure 4·3C�

 To examine the effect of pure chroma sub-sampling, the scanned image was reduced in resolution 

to match the cameras and subjected to chroma sub-sampling� This can be seen in Figure 4·4�
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Figure 4·4   - The effect of pure chroma sub-sampling on the scanned test pattern, with the original 4:4:4 
colour image shown, A, the 4:2:2 sub-sampled image, B, the 4:2:0 sub-sampled image, C, 
and the 4:1:1 image, D.

c d

a b

The chroma sub-sampling is most noticeable in Figure 4·4D, which contained the 4:1:1 compression� 

It is worth noting that nothing shown in Figure 4·4 has such a drastic difference in image quality as 

seen the GoPro® image shown in Figure 4·3D� As well as this laboratory-created example, the chroma 

sub-sampling is clearly evident on the GoPro® data captured in the Scladina Cave� This can be seen 

in Figure 4·5 where a video frame has been extracted and split into the luminance and chrominance 

parts� The chroma sub-sampling is most noticeable on areas where there is a sharp, well-defined, 

change in colour� As the image mostly contains the brown sediment wall profile, two blue markers are 

used to show the chroma sub-sampling� The two markers had their outlines traced and placed over 

the chrominance image for clarity and to show the colour bleed compared with the defined detail 

shown in the luminance image�
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Figure 4·5   - Chroma sub-sampling on a video frame from the Scladina Cave, showing the original image, 
A, the luminance image, B, chrominance image, C, crops of the original, D, luminance, E, 
chrominance, F, and the chrominance crop with an overlay to show the bleed, G.
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Digital stills cameras and digital video cameras store the captured data in numerous ways, either in a 

RAW format, which records exactly what was detected by the sensor, or a lossy compression format, 

where the image is processed from the RAW state in-camera and saved as an instantly viewable image 

or video� The lossy compression route requires no post-processing to convert it to a viewable image 

or playable video, unlike with RAW data which require a specialist piece of software to deal with it�

 It is exceedingly rare to find a video camera which can output RAW data in the consumer/prosumer 

market, with most outputting video encoded with an h�264 codec, or variant of (like AVCHD), which 

uses lossy compression to record the video�[¹¹²] Most, if not all, cameras which can output a RAW 

signal (and even then it is sometimes only with specialist recording hardware) are a form of Digital 

Cinema Camera� GoPro® cameras are no exception to this, recording 3840£2160 progressive scan 

video at 60Mbps (Megabits-per-second) using h�264 encoding� Video as well as still photographs have 

been utilised, resulting in two compression formats being used, JPEG and h�264 for photographs and 

video respectively� For this analysis, only the JPEG compression will be examined� The reasoning for 

this is that h�264 compression, in most implementations, is dependent upon motion estimation� This 

means the video frames are each analysed to predict the motion of certain elements within the video 

frames� This motion estimation is itself dependent on the change between the video frames, however, 

in a moving scene, this change is not guaranteed to be the same each time� Because of this, the analysis 

conducted to look at the specific effect of h�264 compression on model reconstruction accuracy may 

vary significantly depending on the sample rate of the photographs used to create the dataset and, as 

such, may provide erroneous results which do not match a real-world scenario� A comparison utilising 

h�264, JPEG and RAW images on real-world data is conducted later in the document, however it 

does not test the possible parameter options available to h�264 recording, only using what is available 

within the GoPro® Hero 4 Black camera� JPEG compression works on standalone photographs, with 

no reference to other images in a sequence, and, as such, can be examined�

 As with the chroma sub-sampled datasets, RIOT is used to create the image compressed datasets� 

This allows the datasets to undergo only one processing step, removing any additional errors from 

being ‘dual compressed’ (processed for the chroma sub-sampling and saved as a JPEG image, then 

subsequently re-saved at a specific JPEG quality level)� RIOT only allows JPEG images to be saved 

when undergoing chroma sub-sampling� The JPEG levels chosen to be examined were 100, 50 and 10� 

The reason for choosing these levels is that they give a good spread across the quality range, with 

4·2  Image Compression

With the visual difference on real-world data seen between the luminance and chrominance 

resolution and definition in Figure 4·5, it is required that the effect of this be tested� This testing will 

be conducted in this chapter to determine how much consideration should be given to a trade-off 

between RAW capture and its potential for higher-quality models and easier data management with 

compressed datasets but with the result of having potentially lower-quality models�
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the highest possible quality dataset being created (level 100), a mid-range dataset which is more 

indicative of real-world data (level 50) and a highly-compressed dataset exploring the worst-case 

scenario (level 10)� The JPEG-compressed data is held within a container, in this case JFIF, the JPEG 

File Interchange Format� JFIF allows for the colour space of the data to be specified, in this instance 

sRGB (IEC 61966-2-1:1999) was utilised to maintain maximum compatibility� This JPEG/JFIF data 

is encompassed by the �jpeg file extension�[¹¹³]

The JPEG compression process:[¹¹⁴]

1� Image data format conversion� RGB image data is converted to YCBCR, luminance (Y) and 

two chroma channels (CBCR)� JPEG supports the full 8-bit YCBCR colourspace� This step is 

outlined in JFIF standard�

2� The chroma data undergoes sub-sampling� This is where the spacial resolution of the colour 

data contained within CBCR is reduced� This is the only stage where the Y and CBCR channels 

undergo separate specific processing�

3� The channels are split into blocks containing 8£8 pixels� This is applied to each channel and 

is a 1:1 mapping to the pixels in that channel, so the 8£8 block becomes multiplied by the 

inverse of how much the chroma channels have been reduced by� Using the luminance channel 

as a reference, the 8£8 block on the luminance channel would become a 16£8 equivalent 

block when the 8£8 block is applied to the chroma channels if the chroma channels had 

undergone 4:2:2 compression� The block on the chroma channel is still 8£8, however the 

spacial resolution has been reduced in one direction resulting in a non-square pixel aspect 

ratio, a ratio of 2:1� This sub-sampling results in the 8£8 block being observed as a 16£8 

block when viewed at the original resolution and aspect ratio� If the chroma channels were to 

undergo 4:2:0 chroma sub-sampling, the resulting 8£8 block on the chroma channels would 

be twice the size in every direction on the luminance channel, resulting in a 16£16 equivalent 

block being observed� These 8£8 blocks undergo a Discrete Cosine Transformation (DCT) 

to convert the data to the frequency-domain� The specific DCT used is the type-II DCT� The 

data within the 8£8 blocks is 8-bit, resulting in a data range from 0 to 255� This is converted 

so the mid-point of the data, 128, is now at zero� This results in a new data range from -128 

to 127� This new dataset is processed using the DCT, resulting in an 8£8 matrix of data where 

the hue of the block has been defined by a value in one corner of the matrix� This is referred 

to as the constant component and it contains most of the signal for the whole block� This 

one large value in the corner of the matrix enables the remaining values to be relatively small, 

only displaying a large magnitude if they contain a high-frequency brightness change� This 

high-spacial-frequency data is reduced in the quantization step� At this point the data is stored 

with 16-bit resolution so as to not reduce the data unnecessarily at this stage�



66

As has been discussed previously in Chapter Two, colour digital cameras have multiple aspects which 

make them problematic for computer vision; the first of which is the difference in optical resolution 

between the Red, Green and Blue channels resulting from a colour filter array over the CCD or 

CMOS photosites� This issue is only applicable where there is one sensor, however� Colour filter arrays 

are required because the sensor itself does not reproduce colour, it is monochromatic measuring only 

the intensity of light, with little to no separation of wavelengths�[¹¹⁵] This necessitates the requirement 

for colour filtering over the pixel sites� Each pixel is constructed around the three primary colours of 

light, Red, Green and Blue (RGB), either using the three primaries, the secondary colours of Cyan, 

Magenta and Yellow, or a combination of primary and secondary colours� The GoPro® Hero 4 Black 

uses a common array type: a Bayer filter� This filter type can be seen in Figure 4·6�

4� The DCT data undergoes quantization, where the DCT matrix is multiplied by a quantization 

matrix� This step reduces the magnitude of the high-spacial-frequency data and removes some 

of the data entirely� This is possible because, as with the chroma sub-sampling, the human eye 

has limitations when it comes to distinguishing high-spacial-frequency data� Therefore the 

impact of this data can be reduced� The data in this step is rounded to integer values and is 

converted back to 8-bits� This quantization step is where the quality selection has an impact� 

The lower the quality selected, the more the high-spacial-frequency data is reduced� 

5� Entropy encoding is the final stage of data compression, where the 8£8 block undergoes a 

diagonal scan to enact run-length-encoding, a type of lossless encoding which groups the same 

data-types together� Huffman coding is then applied to the remaining data to further reduce 

the size, this step is also lossless�

Decompression follows the above steps, but in the reverse order�

 The colour space encoding for the JPEG images is sRGB (Standard Red Green Blue), as mentioned 

previously� The video encoding used on the GoPro® and in the editing software uses the broadcast 

equivalent to sRGB: ITU-R BT�709� The JPEG images from the editing software are also encoded 

with the sRGB colour space� This JPEG encoding and compression is lossy, with some of the removed 

data being unrecoverable� The more aggressive the compression, the more data becomes unrecoverable 

with high-frequency data being smoothed out� Excess compression can cause visible blocking on the 

image� The result of the strength of this compression needs to be examined to determine whether it 

affects the geometric reconstruction� The more aggressive the compression, it would be expected the 

greater the impact on the reconstruction�

 This JPEG compression process allows a view of what is happening to the image as it is compressed 

and, if the compression is extreme enough, it shows it could result in an 8£8 block of pixels nearly 

describing just one pixel of data� Different levels of compression will be tested later in this chapter to 

determine their effect on 3-D model reconstruction quality�

4·3  Imaging Sensors
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To test the effect of image compression and chroma sub-sampling on the quality of the reconstructed 

models, it is decided to model the surface of a bone� This is because it is a naturally occurring item 

with a detailed surface texture and a mixture of physical surface textures, smooth and rough, so will 

provide a good indication of the effect of removing part of the data from the image� Only one surface 

of the bone is to be modelled as it removed complexity in the reconstruction and removed any other 

potential misalignment issues which would skew the results� The dataset is to be captured using 

Camera RAW to ensure there is a ground truth equivalent dataset� The compressed and sub-sampled 

datasets will be derived from the RAW dataset� The bone is placed on a textured background, this 

Figure 4·7   - A crop of the test pattern, 48 pixels by 48 pixels, to show the effect of a Bayer filter sensor 
on the colour reproduction between RGB channels, with an RGB background to show the 
full resolution reproduction, A, and a Red background to demonstrate the reduced colour 
resolution, B.

4·4  Testing

Each filter transmits only the desired colour to the photosite, resulting in a matrix of RGB information 

encoded onto a monochrome image� This information has to be demosaicked to form an image with 

pixels containing only one set of RGB values� The demosaicking process is tailored to each camera in 

order to deal with the different colour filter arrays and is undertaken either in-camera, when using 

out-of-the-camera JPEG images, or from a computer-based RAW converter, like Adobe® Camera 

Raw, for example�[¹¹⁶] This process of demosaicking the colour information can cause an issue known 

as a demosaicking artefact�[¹¹⁷] This is an artefact that manifests on the image on areas where the 

colour resolution of the sensor is reduced, for example at a Red-Blue boundary� An example of this 

demosaicking artefact can be seen in Figure 4·7�

Figure 4·6   - The Bayer Filter array.



68

The modelling is undertaken on a solid concrete floor in the laboratory� The illumination is provided 

by the fluorescent ceiling lights in the laboratory� Because there are shadows cast by the object, it is 

decided to keep the object stationary and to move the camera around it� This means the shadows 

remain in the same position for every image that is taken� The data is to be captured using a 

Panasonic® DMC-GH4, a 16MP (4608£3456) micro-four-thirds camera with a firmware version of 

2·4� The dataset is captured as RAW images, which need to be processed� The post-processing of the 

RAW images is undertaken in Adobe® Photoshop Lightroom® 6·5, where the RAW photographs are 

imported and their white-balance, exposure and contrast corrected� The images are then exported from 

Lightroom® as uncompressed 8-bit TIFF images� This is what is referred to as the ground truth dataset 

as it has undergone no image compression or chroma sub-sampling� The ground truth dataset is then 

processed in an image compression and optimisation tool, RIOT� Every aspect of image compression 

and sub-sampling can be controlled, resulting in image compression levels of 100, 50, 10 and chroma 

sub-sampling levels of 4:4:4, 4:2:2, 4:2:0, 4:1:1, with each dataset created for the compression level 

containing all chroma sub-sampling levels� The datasets, consisting of 43 images, are then processed 

in Pix4D Mapper® using the default processing options� The reconstruction can be seen in Figure 4·9�

Figure 4·8   - The method of capturing the data for testing, showing the wide black background used and the 
textured surface on which sat the object.

gives a flat surface in the reconstruction which could be easily removed from the model point-cloud� 

A minimum of thirty-six photographs will be used to create the model, with one photograph every 

ten degrees being deemed sufficient coverage� The general seen-background is provided by a black 

sheet, this is to reduce any potential lens flaring and to increase the contrast allowed by the lens by 

prohibiting any excess light from entering� The capture process can be seen in Figure 4·8�
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While the black sheet provides an incomplete surface reconstruction, the textured background beneath 

the object is clean and flat, facilitating easy removal from the model� Once the point-cloud has been 

cleaned, the model can then be meshed� The meshing is conducted at an octree level of twelve with a 

maximum of 100,000 faces� The results of the meshing process can be seen in Figure 4·10�

a

c

b

d

Figure 4·10  - The 3-D reconstruction of the bone after cleaning and meshing, showing he surface texture, A  
the untextured mesh surface, B, the mesh surface using coloured directional lighting, C, and 
the rear-side of the bone mesh using coloured directional lighting, D.

Figure 4·9   - The 3-D model reconstruction of the bone and surface before cleaning, showing the model 
with the camera paths as a tie-point-cloud, A, the densified point-cloud, B, and a view to 
show the low-noise reconstruction around the object, C.
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Rather than a solid-object being created by the mesh, a surface model was created� This was the result 

of only one side of the original object being scanned� It does not, however, hinder the analysis�

 Each of the datasets have a point-cloud model and a mesh model� This is done so that the ‘raw’ 

model could be analysed as well as any smoothing or interpolation undertaken when meshing the 

point-cloud� The analysis is undertaken in CloudCompare, where the uncompressed 8-bit TIFF dataset 

point-cloud is used as the ground truth� Everything is aligned and compared to this model� Each of 

the datasets are loaded into CloudCompare and undergo alignment before any analysis is undertaken� 

This means rotating and scaling the models so they are the same size, and in the same position as the 

ground truth model� The fine alignment tool for point-cloud registration is used, with an RMS of 

1£10¯²⁰ used to ensure the best alignment� After alignment, the mesh models are sampled to convert 

them into point-clouds� To ensure the best coverage and the best representation of the mesh data, 

they are sampled to produce 10,000,000 point point-clouds� The point-distance analysis can now be 

undertaken� The ground truth point-cloud is being utilised as the reference cloud for all the alignment 

and distance calculations� The distance calculation is set so the quadratic local modelling function is 

used, this provides the most robust analysis with regard to the changing geometry seen in the models� 

A set-maximum distance for the point-distance calculation is also used to ensure any outlying points 

do not cause issues with the analysis� This is set to 0·5 for this analysis� The distances are arbitrary, 

but related to the global model size� All the models are unscaled, resulting in an arbitrary distance 

measurement, however the actual real distance is immaterial� What is being focussed on here is the 

shape and size of the graphical distribution of the points�

 CloudCompare offers two statistical tools to analyse the point-distribution graphs, Normal 

distribution and Weibull� The point-distribution graph is subjected to a Weibull distribution analysis 

as the data does not follow a standard distribution curve� The point-distribution graphs are absolute 

distances, so always positive, not a positive/negative difference around a neutral axis� This means 

a half-Gaussian analysis (folded normal distribution) is required, or a Weibull analysis� A Normal 

distribution will not work for this data distribution� The Weibull analysis provides two values to 

describe the distribution, a shape parameter and a scale parameter� For both values, the smaller the 

number the sharper the graph� For this analysis, having a sharper graph indicates a higher-quality 

reconstruction� A flow diagram showing this analysis stage can be seen in Figure 4·11�
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The ground truth point-cloud contains 921,912 points� The reconstruction quality can be checked 

against certain parameters: the median number of keypoints per image is 40,253, all of the images 

are calibrated, 43 of 43, the internal and external camera parameters exhibit a 0·69% difference 

between the pre-optimised lens parameters and the model-optimised lens parameters and there is a 

median of 25,309·6 matches per calibrated image� These are all values provided by Pix4D Mapper® 

after the reconstruction has taken place� The ground truth point-cloud model of the bone can be 

seen in Figure 4·12�

4·5  Results

Model created from Pix4D

Models aligned using the 
ground-truth as reference

Ground-truth model is 
sampled to a point-cloud of 

10,000,000 points

Point-cloud registration fine 
alignment is used, including 

for mesh models, 

Mesh models are sampled 
to give a point-cloud of 

10,000,000 points

Cloud-to-cloud distance 
calculations are undertaken, 

with the ground-truth 
remaining the reference cloud 

After the initial analysis, the 
quadratic local modelling 

function is set for the distance 
calculation and the calculation 

can be undertaken

The outputted distance data 
is exported as a CSV, while a 
Weibull analysis is conducted 

within CloudCompare

Ground-truth and SfM-
created model imported into 

CloudCompare

Figure 4·11  - A flow diagram showing the process for point-distance calculation and the subsequent analysis 
in CloudCompare.

Figure 4·12  - The ground truth point-cloud model of the bone surface.
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The point distribution in Figure 4·13 provides a shape parameter of 0·935117, with a scale parameter 

of 0·020449�

 The next analysis is conducted on the point-cloud model of the 100% quality JPEG dataset, with 

a 4:4:4 chroma sub-sampling level� The point-cloud contains 930,519 points� The median number 

of keypoints per image is 40,033, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·69% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 25,024·3 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·14�

The point distribution in Figure 4·14 provides a shape parameter of 1·041133, with a scale parameter 

of 0·021307�

 The next analysis is conducted on the meshed model of the 100% quality JPEG dataset, with a 

4:4:4 chroma sub-sampling level� The sampled mesh contains 930,519 points� This model and the 

point distribution graph can be seen in Figure 4·15�

The first model to be analysed is the meshed version of the ground truth point-cloud� This contained 

10,000,060 points and has the same reconstruction quality as the ground truth point-cloud� This 

model and the point distribution graph can be seen in Figure 4·13�
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Figure 4·14  - The 100% JPEG (4:4:4) point-cloud model compared against the ground truth point-cloud.

Figure 4·13  - The meshed ground truth point-cloud compared against the ground truth point-cloud.
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The point distribution in Figure 4·15 provides a shape parameter of 0·979533, with a scale parameter 

of 0·023837�

 The next analysis is conducted on the point-cloud model of the 50% quality JPEG dataset, with 

a 4:4:4 chroma sub-sampling level� The point-cloud contains 952,351 points� The median number 

of keypoints per image is 39,761, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·95% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 24,177·2 matches per calibrated image� 

This model and the point distribution graph can be seen in Figure 4·16�

The point distribution in Figure 4·16 provides a shape parameter of 1·067878, with a scale parameter 

of 0·025908�

 The next analysis is conducted on the meshed model of the 50% quality JPEG dataset, with a 

4:4:4 chroma sub-sampling level� The sampled mesh contains 1,000,479 points� This model and the 

point distribution graph can be seen in Figure 4·17�

Figure 4·15  - The 100% JPEG (4:4:4) meshed model compared against the ground truth point-cloud.
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Figure 4·16  - The 50% JPEG (4:4:4) point-cloud model compared against the ground truth point-cloud.
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The point distribution in Figure 4·17 provides a shape parameter of 1·032301, with a scale parameter 

of 0·027850�

 The next analysis is conducted on the point-cloud model of the 10% quality JPEG dataset, with 

a 4:4:4 chroma sub-sampling level� The point-cloud contains 870,442 points� The median number 

of keypoints per image is 39,944, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·62% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 21,762·6 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·18�

Figure 4·18  - The 10% JPEG (4:4:4) point-cloud model compared against the ground truth point-cloud.

The point distribution in Figure 4·18 provides a shape parameter of 0·996053, with a scale parameter 

of 0·038526�

 The next analysis is conducted on the meshed model of the 10% quality JPEG dataset, with a 

4:4:4 chroma sub-sampling level� The sampled mesh contains 1,000,176 points� This model and the 

point distribution graph can be seen in Figure 4·19�
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Figure 4·17  - The 50% JPEG (4:4:4) meshed model compared against the ground truth point-cloud.
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Figure 4·19  - The 10% JPEG (4:4:4) meshed model compared against the ground truth point-cloud.
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Figure 4·20  - The 100% JPEG (4:2:2) point-cloud model compared against the ground truth point-cloud.

The point distribution in Figure 4·19 provides a shape parameter of 1·050800, with a scale parameter 

of 0·034855�

 The next analysis is conducted on the point-cloud model of the 100% quality JPEG dataset, with 

a 4:2:2 chroma sub-sampling level� The point-cloud contains 931,924 points� The median number 

of keypoints per image is 40,053, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·58% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 25,096·3 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·20�
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The point distribution in Figure 4·20 provides a shape parameter of 1·056816, with a scale parameter 

of 0·022113�

 The next analysis is conducted on the meshed model of the 100% quality JPEG dataset, with a 

4:2:2 chroma sub-sampling level� The sampled mesh contains 999,893 points� This model and the 

point distribution graph can be seen in Figure 4·21�
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The point distribution in Figure 4·21 provides a shape parameter of 0·981258, with a scale parameter 

of 0·023098�

 The next analysis is conducted on the point-cloud model of the 50% quality JPEG dataset, with 

a 4:2:2 chroma sub-sampling level� The point-cloud contains 940,925 points� The median number 

of keypoints per image is 39,693, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·79% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 24,444·1 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·22�

Figure 4·21  - The 100% JPEG (4:2:2) meshed model compared against the ground truth point-cloud.
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Figure 4·22  - The 50% JPEG (4:2:2) point-cloud model compared against the ground truth point-cloud.

The point distribution in Figure 4·22 provides a shape parameter of 1·038139, with a scale parameter 

of 0·022539�

 The next analysis is conducted on the meshed model of the 50% quality JPEG dataset, with a 

4:2:2 chroma sub-sampling level� The sampled mesh contains 999,582 points� This model and the 

point distribution graph can be seen in Figure 4·23�
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Figure 4·23  - The 50% JPEG (4:2:2) meshed model compared against the ground truth point-cloud.

The point distribution in Figure 4·23 provides a shape parameter of 0·983991, with a scale parameter 

of 0·024084�

 The next analysis is conducted on the point-cloud model of the 10% quality JPEG dataset, with 

a 4:2:2 chroma sub-sampling level� The point-cloud contains 873,038 points� The median number 

of keypoints per image is 39,958, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·65% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 21,401·1 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·24�
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Figure 4·24  - The 10% JPEG (4:2:2) point-cloud model compared against the ground truth point-cloud.
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The point distribution in Figure 4·24 provides a shape parameter of 0·993497, with a scale parameter 

of 0·038409�

 The next analysis is conducted on the meshed model of the 10% quality JPEG dataset, with a 

4:2:2 chroma sub-sampling level� The sampled mesh contains 999,789 points� This model and the 

point distribution graph can be seen in Figure 4·25�
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Figure 4·25  - The 10% JPEG (4:2:2) meshed model compared against the ground truth point-cloud.
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The point distribution in Figure 4·25 provides a shape parameter of 1·060786, with a scale parameter 

of 0·036651�

 The next analysis is conducted on the point-cloud model of the 100% quality JPEG dataset, with 

a 4:2:0 chroma sub-sampling level� The point-cloud contains 931,215 points� The median number of 

keypoints per image is 40,022, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·62% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 25,003·2 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·26�

Figure 4·26  - The 100% JPEG (4:2:0) point-cloud model compared against the ground truth point-cloud.
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The point distribution in Figure 4·26 provides a shape parameter of 1·054918, with a scale parameter 

of 0·022686�

 The next analysis is conducted on the meshed model of the 100% quality JPEG dataset, with a 

4:2:0 chroma sub-sampling level� The sampled mesh contains 999,745 points� This model and the 

point distribution graph can be seen in Figure 4·27�
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The point distribution in Figure 4·27 provides a shape parameter of 1·001476, with a scale parameter 

of 0·024392�

 The next analysis is conducted on the point-cloud model of the 50% quality JPEG dataset, with 

a 4:2:0 chroma sub-sampling level� The point-cloud contains 940,402 points� The median number 

of keypoints per image is 39,654, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·62% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 24,545·3 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·28�

Figure 4·27  - The 100% JPEG (4:2:0) meshed model compared against the ground truth point-cloud.
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Figure 4·28  - The 50% JPEG (4:2:0) point-cloud model compared against the ground truth point-cloud.

The point distribution in Figure 4·28 provides a shape parameter of 1·074793, with a scale parameter 

of 0·024427�

 The next analysis is conducted on the meshed model of the 50% quality JPEG dataset, with a 

4:2:0 chroma sub-sampling level� The sampled mesh contains 999,495 points� This model and the 

point distribution graph can be seen in Figure 4·29�
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Figure 4·29  - The 50% JPEG (4:2:0) meshed model compared against the ground truth point-cloud.
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Figure 4·30  - The 10% JPEG (4:2:0) point-cloud model compared against the ground truth point-cloud.

The point distribution in Figure 4·29 provides a shape parameter of 0·997237, with a scale parameter 

of 0·024342�

 The next analysis is conducted on the point-cloud model of the 10% quality JPEG dataset, with 

a 4:2:0 chroma sub-sampling level� The point-cloud contains 864,555 points� The median number 

of keypoints per image is 39,948, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibited a 0·60% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 21,743·2 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·30�
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The point distribution in Figure 4·30 provides a shape parameter of 0·979602, with a scale parameter 

of 0·037051�

 The next analysis is conducted on the meshed model of the 10% quality JPEG dataset, with a 

4:2:0 chroma sub-sampling level� The sampled mesh contains 1,000,040 points� This model and the 

point distribution graph can be seen in Figure 4·31�
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The point distribution in Figure 4·31 provides a shape parameter of 1·019377, with a scale parameter 

of 0·034030�

 The next analysis is conducted on the point-cloud model of the 100% quality JPEG dataset, with 

a 4:1:1 chroma sub-sampling level� The point-cloud contains 930,685 points� The median number 

of keypoints per image is 40,030, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·54% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 25,047·9 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·32�

Figure 4·31  - The 10% JPEG (4:2:0) meshed model compared against the ground truth point-cloud.
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Figure 4·32  - The 100% JPEG (4:1:1) point-cloud model compared against the ground truth point-cloud.

The point distribution in Figure 4·32 provides a shape parameter of 1·090090, with a scale parameter 

of 0·024177�

 The next analysis is conducted on the meshed model of the 100% quality JPEG dataset, with a 

4:1:1 chroma sub-sampling level� The sampled mesh contains 999,830 points� This model and the 

point distribution graph can be seen in Figure 4·33�
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The point distribution in Figure 4·33 provides a shape parameter of 0·981193, with a scale parameter 

of 0·022052�

 The next analysis is conducted on the point-cloud model of the 50% quality JPEG dataset, with 

a 4:1:1 chroma sub-sampling level� The point-cloud contains 940,993 points� The median number 

of keypoints per image is 39,695, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·70% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 24,384·8 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·34�

Figure 4·33  - The 100% JPEG (4:1:1) meshed model compared against the ground truth point-cloud.
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Figure 4·34  - The 50% JPEG (4:1:1) point-cloud model compared against the ground truth point-cloud.
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The point distribution in Figure 4·34 provides a shape parameter of 1·162937, with a scale parameter 

of 0·041586�

 The next analysis is conducted on the meshed model of the 50% quality JPEG dataset, with a 

4:1:1 chroma sub-sampling level� The sampled mesh contains 999,918 points� This model and the 

point distribution graph can be seen in Figure 4·35�
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Figure 4·35  - The 50% JPEG (4:1:1) meshed model compared against the ground truth point-cloud.
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The point distribution in Figure 4·35 provides a shape parameter of 0·986541, with a scale parameter 

of 0·024027�

 The next analysis is conducted on the point-cloud model of the 10% quality JPEG dataset, with 

a 4:1:1 chroma sub-sampling level� The point-cloud contains 866,711 points� The median number 

of keypoints per image is 39,973, all of the images are calibrated, 43 of 43, the internal and external 

camera parameters exhibit a 0·60% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 24,594·6 matches per calibrated image�  

This model and the point distribution graph can be seen in Figure 4·36�

Figure 4·36  - The 10% JPEG (4:1:1) point-cloud model compared against the ground truth point-cloud.

The point distribution in Figure 4·36 provides a shape parameter of 0·958883, with a scale parameter 

of 0·035912�

 The next analysis is conducted on the meshed model of the 10% quality JPEG dataset, with a 

4:1:1 chroma sub-sampling level� The sampled mesh contains 999,960 points� This model and the 

point distribution graph can be seen in Figure 4·37�
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The point distribution in Figure 4·37 provides a shape parameter of 1·046706, with a scale parameter 

of 0·035251�

 To see the effect of image compression and chroma sub-sampling, the data must be combined into 

a tabular or graphical form� The combined reconstruction quality parameters can be seen in Table 4·1�

Figure 4·37  - The 10% JPEG (4:1:1) meshed model compared against the ground truth point-cloud.
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Model Median 
№ of 
Keypoints

Median 
№ of 
matches

Parameter 
Difference 
(%)

Calibrated 
images
(%)

Ground Truth (RAW) 40,253 25,309·6 0·69 100 (43/43)
JPEG 4:4:4 100% 40,033 25,024·3 0·69 100 (43/43)
JPEG 4:4:4 50% 39,761 24,177·2 0·95 100 (43/43)
JPEG 4:4:4 10% 39,944 21,762·6 0·62 100 (43/43)

JPEG 4:2:2 100% 40,053 25,096·3 0·58 100 (43/43)
JPEG 4:2:2 50% 39,693 24,444·9 0·79 100 (43/43)
JPEG 4:2:2 10% 39,958 21,401·1 0·65 100 (43/43)

JPEG 4:2:0 100% 40,022 25,003·2 0·62 100 (43/43)
JPEG 4:2:0 50% 39,654 24,545·3 0·62 100 (43/43)
JPEG 4:2:0 10% 39,948 21,743·2 0·60 100 (43/43)

JPEG 4:1:1 100% 40,030 25,047·9 0·54 100 (43/43)
JPEG 4:1:1 50% 39,695 24,384·7 0·70 100 (43/43)
JPEG 4:1:1 10% 39,973 24,594·5 0·60 100 (43/43)

Table 4·1   - Summary of reconstruction parameter data.

Table 4·1 shows the parameters as computed by Pix4D Mapper®� The data values generally follow 

what would be expected, validating the need for higher-quality images with the reconstruction� This 

can be seen in Table 4·1 with the 100% JPEG quality rating showing the highest median number of 

keypoints, the highest median number of matches and the largest number of reconstructed points for 

the point-cloud� The chroma sub-sampling did have an effect on the quality, however it is insignificant 

compared to the JPEG compression level readings in the table and showed the JPEG quality setting to 

be far more important� After the analysis has been conducted, the shape and scale values of the point 

distribution graph can be extracted� These resulting shape and scale values can be seen in Table 4·2�
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Model Shape Scale
Ground Truth (RAW Mesh) 0·935117 0·020449
JPEG 4:4:4 100% Point-Cloud 1·041133 0·021307
JPEG 4:4:4 100% Mesh 0·979533 0·023837
JPEG 4:4:4 50% Point-Cloud 1·067878 0·025908
JPEG 4:4:4 50% Mesh 1·032301 0·027850
JPEG 4:4:4 10% Point-Cloud 0·996053 0·038526
JPEG 4:4:4 10% Mesh 1·050800 0·034855

JPEG 4:2:2 100% Point-Cloud 1·056816 0·022113
JPEG 4:2:2 100% Mesh 0·981258 0·023098
JPEG 4:2:2 50% Point-Cloud 1·038139 0·022539
JPEG 4:2:2 50% Mesh 0·983991 0·024084
JPEG 4:2:2 10% Point-Cloud 0·993497 0·038409
JPEG 4:2:2 10% Mesh 1·060786 0·036651

JPEG 4:2:0 100% Point-Cloud 1·054918 0·022686
JPEG 4:2:0 100% Mesh 1·001476 0·024392
JPEG 4:2:0 50% Point-Cloud 1·074793 0·024427
JPEG 4:2:0 50% Mesh 0·997237 0·024342
JPEG 4:2:0 10% Point-Cloud 0·979602 0·037051
JPEG 4:2:0 10% Mesh 1·019377 0·034030

JPEG 4:1:1 100% Point-Cloud 1·090090 0·024177
JPEG 4:1:1 100% Mesh 0·981193 0·022052
JPEG 4:1:1 50% Point-Cloud 1·162937 0·041586
JPEG 4:1:1 50% Mesh 0·986541 0·024027
JPEG 4:1:1 10% Point-Cloud 0·958883 0·035912
JPEG 4:1:1 10% Mesh 1·046706 0·035251

Table 4·2   - Summary of Shape and Scale values.

The parameters calculated for the point distribution have also been graphed to analyse how the 

different parameters behave with regard to the reconstruction accuracy� The shape value of the Weibull 

distribution analysis can be seen in Figure 4·38�
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Figure 4·38  - The shape values of the Weibull distribution analysis.

Figure 4·38 shows little correlation between the JPEG compression level or the chroma sub-sampling 

level with regard to the shape of the chart� The lower the values, the tighter the profile and so the 

more accurate the reconstruction� The Ground Truth mesh model analysis provides the lowest result, 

showing, as is expected, it is the closest reconstruction to the Ground Truth point-cloud� There does 

appear to be an anomalous result with the JPEG 50% 4:1:1 point-cloud model, showing a far greater 

value than the other readings� This is unexpected and could be down to a slight misalignment during 

the analysis stage� The combined scale parameters can be seen in Figure 4·39�

Figure 4·39  - The scale values of the Weibull distribution analysis.
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The scale parameters shown in Figure 4·39 more closely follow what would be expected for the  

results of the analysis� There is a general trend of a larger scale value correlating with the lower JPEG 

compression quality but, as was noted earlier, the chroma sub-sampling appears to have a minimal 

effect on the model accuracy with the JPEG compression having the greatest impact� As with the 

shape analysis, the Ground Truth mesh model has the lowest value showing it is the closest match to 

the Ground Truth point-cloud� The same anomalous reading seen with the shape values appears here 

as well, with an uncharacteristically large value for the JPEG 50% 4:1:1 point-cloud�

While it is important to have the highest quality dataset possible, with regard to image compression 

and chroma sub-sampling levels, the image compression has a far greater impact on model quality 

than chroma sub-sampling� Going forward, the chroma sub-sampling level can effectively be ignored 

during capture� This enables easier and more-efficient storage of data as there is less of it� The only 

advantage of having a 4:4:4 or RAW capture, with respect to chroma sub-sampling, is that it will 

provide a visually better-looking texture overlay for the models� The actual reconstruction is not 

effected by chroma sub-sampling� Bar one anomalous result, the remaining analysis conducted on the 

JPEG compression levels did follow the expected pattern� It showed the uncompressed RAW mesh 

had the best reconstruction compared with the Ground Truth (uncompressed RAW) point-cloud, 

with the 100% JPEG quality levels showing as next best alternatives� The reconstruction accuracy 

decreased when moving to 50% JPEG quality, however not by as much as was expected� The largest 

drop in reconstruction accuracy came from the 10% JPEG quality level� This quality level behaved as 

expected in providing the worst reconstruction accuracy�

 This testing of the image compression levels leads into a requirement for a direct comparison 

between the GoPro® Hero 4 Black and the Panasonic® GH4� The reason for this is that, now the effect 

of image compression on model accuracy has been examined, the compression observed in the GoPro® 

itself needs to be tested in the environment where it is to be used� This test between the Panasonic® 

GH4 and GoPro® Hero 4 Black is conducted in Chapter Five�

4·6  Summary
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First, it should be noted that interchangeable-lens camera, in this instance, refers to a mirrorless 

Panasonic® GH4, not a DSLR� Mirrorless cameras have a considerably closer lens flange distance 

than their DSLR counterparts as they do not have a mirror, allowing smaller, lighter bodies and the 

ability to mount any DSLR lens, with adapters� This chapter will examine the difference in model 

reconstruction quality from a high-quality dataset, regarded as the ground-truth, from a Panasonic® 

GH4, and the various camera modes seen in the GoPro® Hero 4 Black camera� Both the GH4 

and Hero 4 are capable of recording video as well as still images�[¹¹⁸][¹¹⁹] The GH4 has an added 

benefit over the GoPro® in that it is able to output camera RAW images, while the GoPro® is only 

capable of outputting compressed JPEG images� As was described in a previous chapter, camera 

RAW-processed models have point-clouds with increased density and accuracy compared with 

compressed-image-processed models�

 There are many similarities between the GoPro® and interchangeable-lens camera systems, they 

both have a sensor which records the intensity of light, they both have the ability to record data 

onto a memory card and they both have a lens to focus an image onto the sensor� Where things 

start to change is on closer examination of those aspects� The sensor is very small in the GoPro®, even 

compared with the micro four-thirds sensor of the GH4� The difference between these sensors can be 

seen in Figure 5·1�[¹²⁰][¹²¹][¹²²]

Figure 5·1   -  The different sizes seen with a full-frame sensor from a Canon® 1Ds, a four-thirds sensor seen 
from the Panasonic® micro-four-thirds GH4 and the GoPro® Hero 4 Black 1/2·3 inch sensor.

Canon® 1Ds:
35·8£23·8mm Panasonic® GH4:

17·3£13·0mm GoPro® Hero 4 Black:
6·17£4·55mm

As the GH4 can output RAW images, it is not required that it apply in-camera processing to the 

images� This lack of in-camera processing, however, is not the same for the GoPro®, which has to 

process colour and white-balance in-camera before baking it into a compressed image format� Because 

of this, there are numerous camera settings in the GoPro® which allow either a basic camera colour 

output, with automatic white balance, or a method of recording the data to give as much latitude 

for post-processing as possible� These two settings are referred to as GoPro® colour and ProTune 

respectively� The white balance can be automatic in ProTune, or it can be set to a raw value which does 

not attempt to correct the white balance mid-recording� While GoPro® colour gives an out-of-the-box 

5 Interchangeable-lens Camera vs 
GoPro® Comparison
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a

b c

Figure 5·2   -  The different GoPro® camera modes, normal ‘GoPro® Colour’, A, ProTune with raw white 
balance, B, and a post-processed colour-corrected ProTune image, C.

The ProTune mode allows for much more control to be placed over the colour and tone of the images, 

but it is unknown at this point how that particular recording mode affects the model quality� Figure 

5·2 shows the difference between the two recording modes, Normal GoPro® Colour and ProTune, 

including a colour-corrected version of the ProTune image� The ProTune mode gives a guaranteed 

video bitrate of 60Mbps for the GoPro® video stream[¹²³] which should provide a less-compressed 

video stream than the standard setting� The ProTune mode has no bearing on the compression level 

of the JPEG still images�

The testing for this analysis was conducted in the Scladina Cave in Belgium� A specific wall is chosen 

for this analysis, this is to facilitate ease of access with a camera on a tripod as well as allowing easy 

flight with a UAV� The ground truth dataset is captured by the Panasonic® GH4 at its base ISO of 

100 with a 12mm ƒ/2·8 prime lens being used at ƒ/8� The technical details of the Panasonic® GH4, 

starting with the ISO speed comparison, can be seen in Figure 5·3�[¹⁰⁰][¹²⁴]

5·1  Testing

image or video which can be used straight away, ProTune requires post-processing to make it usable� 

An example of this GoPro® colour and ProTune correction can be seen in Figure 5·2�
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Figure 5·3   - The manufacturer's ISO rating (nominal) against the measured ISO.
Manufacturer ISO
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The ISO test results in Figure 5·3 show a slight underexposure with both the Panasonic® GH4 and 

GoPro® Hero 5 Black, with the measures ISO speed being consistently below the manufacturer 

ISO speed�

 A signal to noise ratio (SNR) test was conducted on an 18% grey chart, the results of which can 

be seen in Figure 5·4�[¹⁰⁰][¹²⁴]

Figure 5·4   - The signal to noise ratio (SNR) of an 18% grey input chart against the measured ISO.

The SNR drops quickly for both the Panasonic® and GoPro® cameras� The initial SNR levels at 

ISO 100 (nominal) for both camera is strikingly different, with the larger-sensored Panasonic® 

GH4  showing a better SNR� The graph is split into bands, with the green line (38dB) and above 
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denoting a good reading, the amber line (32dB) denoting a mediocre reading and the red line (20dB) 

and below denoting a bad reading�

 The dynamic range of the sensors was tested next and can be seen in Figure 5·5�[¹⁰⁰][¹²⁴]
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Figure 5·5   - The dynamic range of the sensors compared against the measured ISO.

The dynamic range of the sensors shows a significant difference between the Panasonic® and GoPro® 

with the larger pixel-pitch of the Panasonic® sensor affording a greater dynamic range� The graph is 

split into bands, with the green line (10Ev) and above denoting a good reading, the amber line (8Ev) 

denoting a mediocre reading and the red line (6Ev) and below denoting a bad reading�

 The tonal range of the sensor is tested next, with the results being presented as the number of bits 

of data required to fully describe the information� This can be seen in Figure 5·6�[¹⁰⁰][¹²⁴]

Good
Bad
MediocrePanasonic® GH4

GoPro® Hero 5 Black
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Figure 5·6   - The tonal range of the sensors compared against the measured ISO.
Measured ISO
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The tonal range reproduced by the sensors follows the same pattern seen in the previous tests, with 

the Panasonic® GH4 having a significantly better result than the GoPro® Hero 5� The graph is split 

into bands, with the green line (7bits) and above denoting a good reading, the amber line (6bits) 

denoting a mediocre reading and the red line (5bits) and below denoting a bad reading� The two 

sensors follow a similar trajectory of degrading quality as the ISO speed is increased, with the GoPro® 

approaching the bad range in the high-ISO region�

 The colour depth is tested next, showing how many bits of information are required to fully 

describe the sensor information� This can be seen in Figure 5·7�[¹⁰⁰][¹²⁴]
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Figure 5·7   -  The colour range of the sensors compared against the measured ISO.
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Once again, the Panasonic® GH4 has a significantly better result, showing more colour depth than 

the GoPro®� The graph is split into bands, with the green line (22bits) and above denoting a good 

reading, the amber line (17bits) denoting a mediocre reading and the red line (14bits) and below 

denoting a bad reading�

 While the ground truth dataset is captured at the highest-quality possible, the GoPro® dataset is 

captured from a flying UAV� This is to examine the effect of subterranean flying on model-quality 

as well as have a rough comparison between the GoPro® and other cameras� The datasets from the 

GoPro® are split into two categories, Still images and Video, and two sub-categories, Normal colour 

and ProTune� The Panasonic® GH4 features in multiple datasets, testing the difference between a 

rectilinear lens (for the ground truth) and a fisheye lens, as well as still image and video recording� 

The GoPro® captures the still images as a time-lapse, with one image being taken every 0·5 seconds� 

This is comparable to the video frame sampling-rate which also equates to one frame every 0·5 

seconds� This test also allows insights into how motion blur affected the reconstruction quality of the 

model�  The GoPro® is recording still images at 12MP and video at 2160p30� The GH4 is recording 

video at 1080p with the 100Mbps encoding option�

The wall model section was trimmed in CloudCompare so the best-reconstructed parts of the wall 

would be examined� The ground truth point-cloud model contains 3,739,708 points� The other 

reconstruction parameters will not be quoted as two camera systems are being used with different 

resolution outputs and so are incomparable� This ground truth model can be seen in Figure 5·8�

Figure 5·8   - The trimmed section of the model.

The models are aligned and the meshes sampled to point-clouds prior to trimming, with the meshes 

being sampled to 5,000,000 points� This is reduced during the trimming� The first model to be 

analysed was the meshed version of the ground truth point-cloud� This contained 3,630,367 points 

and can be seen alongside the point distribution graph in Figure 5·9� Any points which are above the 

maximum distance value of 1 are represented on the graph under the value ‘1’�

5·2  Results
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The point distribution in Figure 5·9 provides a shape parameter of 0·943972, with a scale parameter 

of 0·042658�

 The next analysis is conducted on the point-cloud model of the 8mm GH4 still-photograph 

fisheye dataset� The point-cloud contains 1,982,641 points� This model and the point distribution 

graph can be seen in Figure 5·10�

The point distribution in Figure 5·10 provides a shape parameter of 1·184239, with a scale parameter 

of 0·071043�

 The next analysis is conducted on the meshed model of the 8mm GH4 still-photograph fisheye 

dataset� The sampled mesh contains 3,536,378 points� This model and the point distribution graph 

can be seen in Figure 5·11�

Figure 5·9   - The meshed ground truth model of the 12mm GH4 still photograph point-cloud compared 
against the ground truth point-cloud.

Figure 5·10  - The point-cloud model of the 8mm GH4 still photograph dataset compared against the 
ground truth point-cloud.
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Figure 5·11  - The meshed model of the 8mm GH4 still photograph dataset compared against the ground 
truth point-cloud.
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The point distribution in Figure 5·11 provides a shape parameter of 1·085361, with a scale parameter 

of 0·075986�

 The next analysis is conducted on the point-cloud model of the 12mm GH4 video dataset� The 

point-cloud contains 679,940 points� This model and the point distribution graph can be seen in 

Figure 5·12�

The point distribution in Figure 5·12 provides a shape parameter of 1·132887, with a scale parameter 

of 0·159702�

 The next analysis is conducted on the meshed model of the 12mm GH4 video dataset� The 

sampled mesh contains 3,515,404 points� This model and the point distribution graph can be seen in 

Figure 5·13�

The point distribution in Figure 5·13 provides a shape parameter of 1·139611, with a scale parameter 

of 0·157531�

The next analysis is conducted on the meshed model of the 8mm GH4 video dataset� The point-cloud 

contains 756,355 points� This model and the point distribution graph can be seen in Figure 5·14�

Figure 5·12  - The point-cloud model of the 12mm GH4 video dataset compared against the ground truth 
point-cloud.

Figure 5·13  - The meshed model of the 12mm GH4 video dataset compared against the ground truth 
point-cloud.
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The point distribution in Figure 5·14 provides a shape parameter of 1·156480, with a scale parameter 

of 0·159014�

 The next analysis is conducted on the meshed model of the 8mm GH4 video dataset� The 

sampled mesh contains 3,462,337 points� This model and the point distribution graph can be seen in 

Figure 5·15�

Figure 5·14  - The point-cloud model of the 8mm GH4 video dataset compared against the ground truth 
point-cloud.
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The point distribution in Figure 5·15 provides a shape parameter of 1·173963, with a scale parameter 

of 0·150157�

 The next analysis is conducted on the point-cloud model of the GoPro® Normal still-photograph 

dataset� The point-cloud contains 1,173,675 points� This model and the point distribution graph can 

be seen in Figure 5·16�

Figure 5·15  - The meshed model of the 8mm GH4 video dataset compared against the ground truth point-
cloud.

Figure 5·16  - The point-cloud model of the GoPro® Normal still-photograph dataset compared against the 
ground truth point-cloud.
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The point distribution in Figure 5·16 provides a shape parameter of 1·130749, with a scale parameter 

of 0·233043�

 The next analysis is conducted on the meshed model of the GoPro® Normal still-photograph 

dataset� The point-cloud contains 3,571,413 points� This model and the point distribution graph can 

be seen in Figure 5·17�
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Figure 5·17  - The meshed model of the GoPro® Normal still-photograph dataset compared against the 
ground truth point-cloud.

The point distribution in Figure 5·17 provides a shape parameter of 1·169424, with a scale parameter 

of 0·198141�

 The next analysis is conducted on the point-cloud model of the GoPro® ProTune still-photograph 

dataset� The point-cloud contains 1,047,750 points� This model and the point distribution graph can 

be seen in Figure 5·18�

Figure 5·18  - The point-cloud model of the GoPro® ProTune still-photograph dataset compared against the 
ground truth point-cloud.
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The point distribution in Figure 5·18 provides a shape parameter of 1·182039, with a scale parameter 

of 0·320316�

 The next analysis is conducted on the meshed model of the GoPro® ProTune still-photograph 

dataset� The point-cloud contains 3,749,408 points� This model and the point distribution graph can 

be seen in Figure 5·19�
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Figure 5·19  - The meshed model of the GoPro® ProTune still-photograph dataset compared against the 
ground truth point-cloud.

The point distribution in Figure 5·19 provides a shape parameter of 1·156555, with a scale parameter 

of 0·235689�

 The next analysis is conducted on the point-cloud model of the GoPro® ProTune still-photograph 

dataset� The point-cloud contains 1,157,863 points� This model and the point distribution graph can 

be seen in Figure 5·20�
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Figure 5·20  - The point-cloud model of the GoPro® Normal video dataset compared against the ground 
truth point-cloud.

The point distribution in Figure 5·20 provides a shape parameter of 1·148661, with a scale parameter 

of 0·185781�

 The next analysis is conducted on the meshed model of the GoPro® ProTune still-photograph 

dataset� The point-cloud contains 3,616,887 points� This model and the point distribution graph can 

be seen in Figure 5·21�
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Figure 5·21  - The meshed model of the GoPro® Normal video dataset compared against the ground truth 
point-cloud.
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The point distribution in Figure 5·21 provides a shape parameter of 1·161029, with a scale parameter 

of 0·164302� The next analysis is conducted on the point-cloud model of the GoPro® ProTune video 

dataset� The point-cloud contains 768,308 points� This model and the point distribution graph can 

be seen in Figure 5·22�
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Figure 5·22  - The point-cloud model of the GoPro® ProTune video dataset compared against the ground 
truth point-cloud.

The point distribution in Figure 5·22 provides a shape parameter of 1·168408, with a scale parameter 

of 0·200741�

 The next analysis is conducted on the meshed model of the GoPro® ProTune video dataset� The 

point-cloud contains 3,420,302 points� This model and the point distribution graph can be seen in 

Figure 5·23�
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Figure 5·23  - The meshed model of the GoPro® ProTune video dataset compared against the ground truth 
point-cloud.

The point distribution in Figure 5·23 provides a shape parameter of 1·169955, with a scale parameter 

of 0·192109� The missing points seen toward the bottom centre-left side of the model in Figure 5·23 

is a result of the meshing algorithm seeing a less-dense point grouping and not reconstructing it� The 

comparison between point-cloud of the trimmed meshed model and the original untrimmed meshed 

model can be seen in Figure 5·24�
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Figure 5·24  - The missing part of the GoPro® ProTune video mesh shown with the trimmed mesh overlay, 
A, and the original mesh, B.

a b

This hole could have been filled by increasing the mesh sample density divider, however that could 

have caused increased noise in the rest of the mesh surface so it was decided to leave the mesh as-is�

 The Weibull analysis describing the shape and scale of the point distribution graph can be 

seen in Table 5·1�

Model Shape Scale
Mesh GH4 12mm Still-Photograph 0·943972 0·042658
Point-Cloud GH4 8mm Still-Photograph 1·184239 0·071043
Mesh GH4 8mm Still-Photograph 1·085361 0·075986
Point-Cloud GH4 12mm Video 1·132887 0·159702
Mesh GH4 12mm Video 1·139611 0·157531
Point-Cloud GH4 8mm Video 1·156480 0·159014
Mesh GH4 8mm Video 1·173963 0·150157

Point-Cloud GoPro Normal Still-Photograph 1·130749 0·233043
Mesh GoPro Normal Still-Photograph 1·169424 0·198141
Point-Cloud GoPro ProTune Still-Photograph 1·182039 0·320316
Mesh GoPro ProTune Still-Photograph 1·156555 0·235689
Point-Cloud GoPro Normal Video 1·148661 0·185781
Mesh GoPro Normal Video 1·161029 0·164302
Point-Cloud GoPro ProTune Video 1·168408 0·200741
Mesh GoPro ProTune Video 1·169955 0·192109

Table 5·1   - Summary of Shape and Scale values.

The parameters calculated for the point distribution have also been graphed to analyse how the 

different parameters behave with regard to the reconstruction accuracy� The shape value of the Weibull 

distribution analysis can be seen in Figure 5·25�
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Figure 5·25  - The shape values of the Weibull distribution analysis.

Figure 5·25 shows the shape parameter values� There is no specific trend discernible from this data, 

however the best-reconstructed model is the meshed version of the point-cloud model� This is to be 

expected as it is the data which matches the ground truth the closest� More of a pattern can be seen 

in the scale parameters, however it still does not provide a clear picture of the effect of the different 

recording modes� The combined scale parameters can be seen in Figure 5·26�
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The scale parameters are shown in Figure 5·26 and show the still-photograph reconstructions from 

the raw GH4 datasets to be the best reconstructed� There is a large degree of variance seen in the  

GoPro® datasets, however this is more down to the differences in acquisition rather than the recording 

modes� Because the acquisition was conducted using a UAV which was being flown manually (in 

attitude-control mode), there are variances between flight-paths� The video capture conducted on the 

GH4 exhibited motion blur, similar to the GoPro® datasets, and has a similar scale value� This would 

show the motion blur, has the greatest effect on reconstruction quality�

Figure 5·26  - The scale values of the Weibull distribution analysis.

While this is a valuable test to determine the differences in data capture between a best-case camera 

on a tripod recording at the optimal settings compared with a UAV-mounted camera, the results 

point more to the motion of the camera, and subsequent motion blur, being a greater issue than the 

individual recording modes� Little can be taken from the comparison between the recording modes 

as the test followed similar, but not exact, flight paths each time� This results in an unknown variance 

between models which cannot be mitigated� The results of the video recording of the GH4 show a 

similar scale value magnitude to the GoPro® datasets, all of which exhibited motion blur, so it can be 

taken that the motion imparted onto the system, and subsequent effects on the data capture, had the 

largest impact on the quality of the results�

5·3  Summary
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 While this investigation looked at how the reconstruction quality differs between a fully-manual 

Panasonic® GH4 and the GoPro® Hero 4 Black, it raises further questions regarding how the optical 

quality of the lenses and surrounding parameters impacts the reconstruction and how the sensor 

output quality also impacts the reconstruction� To investigate this, a new test was outlined and 

conducted� Those experiments are covered in Chapter Six�
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Lens artefacts are unwanted properties of optical lenses which vary from lens to lens� It includes 

chromatic aberration, vignetting and edge-softness� These kinds of artefacts can be used for artistic 

purposes, but are not wanted when using the resulting images for more scientific purposes�[¹²⁵]

Chromatic aberration is a result of the prism-like qualities of glass and fluoride lenses� As the refractive 

index of the medium changes, light which hits the medium interface at an angle is bent� This angle 

of refraction varies depending on the wavelength of the light and how acute the hitting angle is�[¹²⁶] 

Because of this dependence on the hitting angle, optical lenses have a non-uniform amount of 

chromatic aberration� This is shown in Figure 6·1, where the aberration becomes more acute towards 

the outside of the lens� For diagrammatic clarity, the light rays are not shown converging to a focal 

point, however the spread of the different wavelengths can still be seen�

This chromatic aberration can be reduced by designing the lens to account for it, however it is never 

fully removed� A real-world example of chromatic aberration can be seen in Figure 6·2 where a Fresnel 

lens has been used to demonstrate excessive chromatic aberration�

Light rays Lens

Refracted light rays

Central axis

Imaging plane

Figure 6·1   - Chromatic aberration through a lens.

6 Lens Artefacts and Sensor Noise

6·1  Chromatic Aberration
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a

b c

The extreme chromatic aberration seen in Figure 6·2B is atypical of photographic optical lenses, 

however it does convey the potential issue seen by it� When optical lenses exhibit chromatic 

aberration, it is not usually covering the full spectrum, instead it has been tuned and reduced in 

the design of the lens to be a pair of small fringes� These fringes are typically blue and yellow or 

red and cyan, with one side of the fringing exhibiting one colour and the other side of the fringe 

exhibiting the other colour from the pair� The colour fringes appear as pairs because there is a 

concentration of one of the colours on one side of the fringing which subsequently results in a lack 

of that colour on the other side� This results in colour pairs which have hues that are 180° apart from 

each other� This can be observed in Figure 6·3 where there is a colour wheel showing the additive 

colour process with the three primary colours of light, Red, Green and Blue and the associated 

secondary colours Cyan, Magenta and Yellow� The colour pair comes from the positive of one colour 

and whichever colour is opposite it on the colour wheel�

Figure 6·2   - Chromatic aberration as seen through a Fresnel lens, with the full image being shown, A, a 
crop of the chromatic aberration as seen through the Fresnel lens, B, and a crop of the same 
area seen without the Fresnel lens chromatic aberration, C.
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Figure 6·3   - A colour wheel exhibiting the 
primary colours of light and 
associated secondary colours.

A real-world example of this positive/negative colour fringe pairing can be seen in Figure 6·4 where 

the unaltered output from the lens exhibits chromatic aberration in the form of a Red-Cyan fringe� 

It also gives an indication of the amount of chromatic aberration visible from a photographic lens�

a b

Figure 6·4   - Real-world chromatic aberration taken from a crop at the edge of an image, A, with a 
software-corrected version to remove the fringes, B.

Chromatic aberration is relatively simple to correct in-software, with the colours of the fringe being 

required and the amount the fringes spread as they get closer to the corner of the image needing to be 

known� A series of overlay images with the negative of the fringe colour can then be overlaid to cancel 

the fringe out� This ability is available in Adobe® Photoshop Lightroom® 7·0·1·10 and it was used to 

remove the chromatic aberration from the original images�
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Vignetting is another phenomenon which plagues lenses� Vignetting is where the edges of the images 

become darker due to less light being able to be transmitted at the edges of the lens�[¹²⁵] This can 

be artistic, being used to frame and accentuate the subjects of photographs, however it is not a 

phenomenon which is wanted or required here� Unlike chromatic aberration, the vignetting artefact 

can be minimised, or even eradicated, optically within the lens itself� Vignetting typically appears 

when the lens is being used at its largest aperture, however it can be drastically reduced if the lens is 

stopped down� An example of this can be seen in Figure 6·5�

Figure 6·5   - Vignetting seen on a lens when taken at ƒ/1·4, A, and ƒ/22, B.

a b

6·2  Vignetting

6·3  Diffraction Softness

By stopping the lens down from ƒ/1·4 to ƒ/22 in Figure 6·5, the vignetting can be nearly completely 

removed� As with chromatic aberration, this lens artefact can be removed in software by variably 

increasing the exposure of the image towards the edge of the image� Sometimes this post-processing 

method is preferable, as stopping the lens down to the minimum aperture is not always viable or 

wanted for standard photography as it reduces the amount of light passing through the lens, requiring 

a more sensitive sensor and introducing noise into the image, or the depth of field is required to 

isolate the subject of the photograph in an artistic manner which would be lost with a small aperture�

Having the lens stopped down to the minimum aperture may seem like the ideal solution to many of 

the optical artefacts exhibited by photographic lenses� It reduces the vignetting artefact, it causes the 

entire scene to be in-focus by creating a very large depth-of-field, it causes the chromatic aberrations 

to become more-defined, resulting in them being easier to remove� However, there is one issue which 

is caused exclusively by stopping the lens down and it is known as diffraction softness�[¹²⁷] This is an 

issue whereby the lens itself produces a softer image on the sensor� The image is not out-of-focus� As 

the light passes through the narrow aperture, it spreads out� This is wave diffraction and can be seen 

experimentally by doing the double-slit experiment, also known as Young’s slit experiment� As a wave 

passes through a small opening or aperture, it becomes bent at the edges and spreads�[¹²⁸] With optics, 

this manifests as an Airy Disc,[¹²⁹] which can be seen in Figure 6·6�
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The diffraction limit is given as the point at which two airy discs become indistinguishable from each 

other� The diffraction limit gives the maximum resolving power of the lens� This limit is defined by 

the Rayleigh Criterion� This is given numerically in Equation 6·1 as:[¹³⁰]

Figure 6·6   - An Airy Disc caused by diffraction.

ddisk = 2.440λfaperture (6·1)

This gives a linearly scaled Airy Disc, which is inversely proportional to the size of the lens aperture� 

A graph showing the airy disk size against common lens apertures can be seen in Figure 6·7�

Figure 6·7   - The linear inverse relationship between lens aperture size and resulting Airy Disc diameter.
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The limit on the resolvable detail from a lens is given as the Rayleigh Criterion� The Rayleigh Criterion 

is the last point at which two adjacent Airy Discs are distinguishable from one another, which is the 

point where the first diffraction minimum from one Airy Disc interacts with the first maximum of 

another� The size of the Airy Disc is also important when it comes to the image sensor� The sensor 

contains pixels of a finite size and, as such, has a limit on how large the Airy Disc can be before it is 

no longer resolvable by one pixel� An example of a similarly-sized Airy Disc on dissimilarly-sized pixel 

grids can be seen in Figure 6·8�
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a b

Figure 6·8   - An Airy Disc on a sensor with a large pixel-pitch, 
A, and the same-sized Airy Disc on a sensor with a 
smaller pixel-pitch, B.

Figure 6·8 demonstrates the issue with having sensors which contain a smaller pixel-pitch� The pixel-

pitch is the individual real-world size of the pixels on the sensor� An Airy Disc of the same size will 

cause different results when used on sensors with a different pixel-pitch� What may be clear on one 

sensor is now subject to diffraction softness on another because the centre of the Airy Disc is now 

bleeding onto the surrounding pixels� This issue becomes more prevalent on large-sensor cameras with 

a high-resolution and small-sensor cameras, both instances resulting in a small pixel-pitch�

 The diameter of the Airy Disc and pixel pitch of the sensor are not the sole arbiters of whether 

diffraction softness will occur� Because sensors contain a mosaic layer to reproduce the colour, a Bayer 

filter, and an Anti-Aliasing filter, the minimum acceptable spot reproducible by the sensor is defined 

by the Circle of Confusion (CoF)�[¹³¹] The CoF for a sensor is taken as two-to-three times the pixel 

pitch� If the diameter of the Airy Disc from the lens is less than the CoF for the sensor, the system is 

not Diffraction Limited, even though the Airy Disc may be larger than the individual pixels�

6·4  Testing
Testing is conducted using a Nikon® D850 DSLR combined with a Nikon® NIKKOR AF-S 16-35 ƒ/4 

G ED VR lens� The Nikon® D850 is chosen for several technical reasons, this includes the sensor being 

capable of producing a high-resolution image, 45·75MP (8288£5528)� The camera uses a full-frame 

sensor and is running a firmware version of 1·00� The lens is chosen for its wide-angle ability and 

optical sharpness when paired with the D850� Technical details from testing the D850, starting with 

the ISO speed comparison, can be seen in Figure 6·9�[⁹⁹][¹³²] A comparison against the Canon® 1Ds 

was chosen as it demonstrates how the full-frame sensor technology and designs have progressed, 

rather that comparing against smaller crop-sensors�
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Figure 6·9   - The manufacturer’s ISO rating (nominal) against the measured ISO, with the full ISO range 
shown, A, and a crop for comparison with the Canon® 1Ds ISO range, B.
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The ISO test results in Figure 6·9 show a slight underexposure in the Nikon® D850, with the 

measured ISO speed being consistently below the manufacturer ISO speed� The vastly increased ISO 

range compared with the Canon® 1DS is also shown here, with the Canon® having an ISO ceiling of 

ISO 1250 and the Nikon® having an ISO ceiling of 102400� The D850 utilises a back-illuminated 

CMOS sensor,[¹³³] resulting in extremely low-noise images� This, in turn, results is a high 

resolvable-dynamic-range from the data recorded�

 The signal to noise ratio (SNR) is tested next and is conducted on an 18% grey chart, the results 

of which can be seen in Figure 6·10�[⁹⁹][¹³²]
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Figure 6·10  - The signal to noise ratio (SNR) of an 18% grey input chart against the measured ISO, with 
the full ISO range shown, A, and a crop for comparison with the Canon® 1Ds ISO range, B.

The SNR drops quickly for both the Canon® and Nikon® cameras, however the Nikon® has a much 

larger ISO range to measure across� The initial SNR levels at ISO 100 (nominal) for both camera is 

very similar but this begins to diverge as the ISO speed increases� The graph is split into bands, with 

the green line (38dB) and above denoting a good reading, the amber line (32dB) denoting a mediocre 

reading and the red line (20dB) and below denoting a bad reading�

 The dynamic range of the sensors is tested next and can be seen in Figure 6·11�[⁹⁹][¹³²]
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Nikon® D850

Good
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Figure 6·11  - The dynamic range of the sensors compared against the measured ISO, with the full ISO range 
shown, A, and a crop for comparison with the Canon® 1Ds ISO range, B.

The dynamic range of the sensors shows the largest difference and the largest advancement in sensor 

technology between the Canon® and Nikon® sensor� This is the measure of how much shadow and 

highlight detail the sensor can reproduce, taking into account the efficiency of the analogue to digital 

conversion and the charge able to be stored in the electron well� The graph is split into bands, with 

the green line (10Ev) and above denoting a good reading, the amber line (8Ev) denoting a mediocre 

reading and the red line (6Ev) and below denoting a bad reading�

 The tonal range of the sensor is tested next, with the results being presented as the number of bits 

of data required to fully describe the information� This can be seen in Figure 6·12�[⁹⁹][¹³²]
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Figure 6·12  - The tonal range of the sensors compared against the measured ISO, with the full ISO range 
shown, A, and a crop for comparison with the Canon® 1Ds ISO range, B.

The tonal range reproduced by the sensors is quite similar, with the highest result from both sensors 

requiring more than eight-bits to reproduce all the data� The graph is split into bands, with the green 

line (7bits) and above denoting a good reading, the amber line (6bits) denoting a mediocre reading 

and the red line (5bits) and below denoting a bad reading� The two sensors follow a similar trajectory 

of degrading quality as the ISO speed is increased, with the Nikon® proceeding into the bad range in 

the high-ISO region�

 The colour depth is tested next, showing how many bits of information are required to fully 

describe the sensor information� This can be seen in Figure 6·13�[⁹⁹][¹³²]
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Figure 6·13  - The colour range of the sensors compared against the measured ISO, with the full ISO range 
shown, A, and a crop for comparison with the Canon® 1Ds ISO range, B.

The Nikon® D850 shows a better overall colour depth than the Canon® 1DS� Given the age difference 

between these two sensors of sixteen years, that is to be expected� The graph is split into bands, with 

the green line (22bits) and above denoting a good reading, the amber line (17bits) denoting a mediocre 

reading and the red line (14bits) and below denoting a bad reading�

 Photographic lenses have information available from the manufacturer which show their 

sharpness across the image circle� These are referred to as Modulation Transfer Function charts 

(MTF)� A series of high-contrast black and white lines are viewed through the lens at varying spatial 

resolutions, in the form of lines-per-millimetre (l/mm)� The contrast between the black and white 

Canon® 1Ds
Nikon® D850

Good
Bad
Mediocre



115

Figure 6·14  - The MTF testing pattern used for lens contrast analysis shown in a typical camera sensor 
(36£24mm).

Centre of sensor

Testing line

10 l/mm

30 l/mm

Sagital

Meridonial

Test pattern 5mm diagonally from centre

Test pattern 10mm from centre

Test pattern 20mm from centre

The MTF testing produces a result between zero and one, with one showing the greatest contrast 

and zero showing no contrast between the lines� The test charts for the Nikon® lens can be seen 

in Figure 6·15�[¹³⁴]

compared with the centre of the lens determines the reproducible contrast� An example of this test 

pattern can be seen in Figure 6·14�
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Figure 6·15  - The MTF test chart for the Nikon® NIKKOR 16-35 ƒ/4G VR ED showing results for the 
ultra-wide test, A, and the wide test, B.

b

The lens resolves good contrast at the centre of the image circle when at the ultra-wide 16mm focal 

length, however edge softness becomes prevalent with a sharp falloff in the contrast seen towards the 

edge of the image circle� This test is conducted at ƒ/4� The wide, 35mm, focal length shows a much 

more consistent falloff towards the edge of the imaging circle with much better overall performance 

than the wide focal length� These MTF readings become more uniform as the lens is stopped down 

to the optimal ƒ/stop�

Sagital 10 l/mm Sagital 30 l/mm
Meridonial 10 l/mm Meridonial 30 l/mm
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 As the testing is to be done with a real camera in a real-world scenario, a test has to be devised 

to examine all aspects to the camera system� This included the chromatic aberration, vignetting, the 

effect of lens depth-of-field and diffraction softness and the sensor noise� To ensure the test contained 

minimal effect from shadows, it is decided to make the lighting as close to a soft-box environment as 

possible� The test is being conducted in an ancient tomb, that of Prince Alexander IV of Macedon� 

The interior walls are white plaster, allowing them to be used as reflectors for the LED photography 

lights, the NanGuang LED Pad Luxpad43� These LED luminaires each have a light output of 1,412lm 

and were set to a colour temperature of 5600K� The lighting set-up can be seen in Figure 6·16�

Figure 6·16  - The lighting set-up used to illuminate the scene for testing, a, and the resulting soft-light, b.

A wall is chosen to be the test subject as it was reasonably flat, allowing any post-reconstruction 

distortion to be easily seen, and it is well-textured� The lights are shining onto the wall behind the 

wall to be captured� This resulted in indirect, soft, light on the wall to be captured� An example of the 

difference between the direct and indirect lighting can be seen in Figure 6·17�

ba
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b c

Figure 6·17  - The effect of soft light on shadows with all four luminaires facing the wall, A, three of the 
luminaires facing the wall and one directly illuminating the object, B, and only one luminaire 
directly illuminating the object with no soft lighting, C.

The fully-reflective lighting seen in Figure 6·17A shows how shadows can be near-eliminated by using 

the soft-box technique� This technique is chosen for lighting the wall as it negates having to move the 

lights to maintain a shadow-less test environment, it also minimises the effect of shadows caused by 

the moving position of the tripod or the operator as neither will cast a direct shadow on the wall� This 

is visible in Figure 6·16B where the camera and tripod have no impact on the lighting on the wall�

 The diffraction-limited aperture (DLA) for the lens and camera is determined by the pixel-pitch of 

the sensor� For the Nikon® D850, this pixel-pitch is 4·36 microns (μm), resulting in a DLA of 9·9μm, 

assuming a CoF 2·5 times the pixel-pitch� The Airy Disc produced by the lens at ƒ/11 is 15·0μm, 

which would result in the system being Diffraction Limited, opening the lens to ƒ/8 produces an Airy 

Disc with a 9·9μm, the same size as the sensor CoF and therefore not producing a Diffraction Limited 

system� This ƒ/8 DLA aperture coincides with the overall optimal aperture of the lens� Because of 

this, ƒ/8 will be used to capture the Ground Truth dataset� This will be done in conjunction with 

using ISO 64 for the camera, its native ISO� All images are captured as camera RAW images and 

processed using Adobe® Photoshop Lightroom® 7·0·1·10 to produce uncompressed 8-bit TIFF image 

datasets to be used for the reconstruction�

a
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To create the model, the images are processed with half-scale keypoint computation, given the 

resolution of the images, and quarter-scale point-cloud creation producing a ground truth point-cloud 

which contains 8,528,962 points� Meshing throughout is undertaken with a 1,000,000 polygon limit 

and with an octree of 8� The reconstruction quality can be checked against certain parameters: the 

median number of keypoints per image is 100,079, all of the images are calibrated, 15 of 15, the 

internal and external camera parameters exhibited a 0·29% difference between the pre-optimised lens 

parameters and the model-optimised lens parameters and there is a median of 62,278·6 matches per 

calibrated image� These are all values provided by Pix4D Mapper® after the reconstruction has taken 

place� The ground truth point-cloud model of the wall can be seen in Figure 6·18�

6·5  Results

Figure 6·18  - The ground truth point-cloud model.

The first model to be analysed is from the dataset captured at ƒ/4 and is processed so none of the 

vignetting or chromatic aberration is removed in-software� The point-cloud contains 8,496,214 points� 

The median number of keypoints per image is 99,292, all of the images are calibrated, 15 of 15, the 

internal and external camera parameters exhibit a 0·08% difference between the pre-optimised lens 

parameters and the model-optimised lens parameters and there is a median of 51,675·2 matches per 

calibrated image� This model and the point distribution graph can be seen in Figure 6·19�
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Figure 6·19  - The ƒ/4 point-cloud model with vignetting and with chromatic aberration compared against 
the ground truth point-cloud.
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The point distribution in Figure 6·19 provides a shape parameter of 1·232926, with a scale parameter 

of 0·049859�

 The next analysis is conducted on the meshed model of the ƒ/4 with vignetting and with 

chromatic aberration dataset� The sampled mesh contains 9,999,205 points� This model and the point 

distribution graph can be seen in Figure 6·20�

Figure 6·20  - The ƒ/4 meshed model with vignetting and with chromatic aberration compared against the 
ground truth point-cloud.
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The point distribution in Figure 6·20 provides a shape parameter of 1·116141, with a scale parameter 

of 0·055312�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/4 and processed 

so the vignetting is removed but not the chromatic aberration� The point-cloud contains 8,523,489 

points� The median number of keypoints per image is 99,806, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·61% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 52,115·8 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·21�
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Figure 6·21  - The ƒ/4 point-cloud model without vignetting and with chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·21 provides a shape parameter of 1·182853, with a scale parameter 

of 0·049823�
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Figure 6·22  - The ƒ/4 meshed model without vignetting and with chromatic aberration compared against 
the ground truth point-cloud.
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The point distribution in Figure 6·22 provides a shape parameter of 1·040116, with a scale parameter 

of 0·058444�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/4 and processed 

so the chromatic aberration is removed but not the vignetting� The point-cloud contains 8,494,057 

points� The median number of keypoints per image is 99,215, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·08% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 51,569·2 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·23�

 The next analysis is conducted on the meshed model of the ƒ/4 without vignetting and with 

chromatic aberration dataset� The sampled mesh contains 9,999,770 points� This model and the point 

distribution graph can be seen in Figure 6·22�
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Figure 6·23  - The ƒ/4 point-cloud model with vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·23 provides a shape parameter of 1·131716, with a scale parameter 

of 0·046082�

 The next analysis is conducted on the meshed model of the ƒ/4 with vignetting and without 

chromatic aberration dataset� The sampled mesh contains 9,999,702 points� This model and the point 

distribution graph can be seen in Figure 6·24�
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Figure 6·24  - The ƒ/4 meshed model with vignetting and without chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·24 provides a shape parameter of 1·103764, with a scale parameter 

of 0·047481�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/4 and processed so 

the chromatic aberration and the vignetting is removed� The point-cloud contains 8,519,409 points� 

The median number of keypoints per image is 99,395, all of the images are calibrated, 15 of 15, the 

internal and external camera parameters exhibit a 0·35% difference between the pre-optimised lens 

parameters and the model-optimised lens parameters and there is a median of 53,614·3 matches per 

calibrated image� This model and the point distribution graph can be seen in Figure 6·25�
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Figure 6·25  - The ƒ/4 point-cloud model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·25 provides a shape parameter of 1·037645, with a scale parameter 

of 0·049567�

 The next analysis is conducted on the meshed model of the ƒ/4 without vignetting and without 

chromatic aberration dataset� The sampled mesh contains 10,000,591 points� This model and the 

point distribution graph can be seen in Figure 6·26�
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Figure 6·26  - The ƒ/4 meshed model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·26 provides a shape parameter of 1·091049, with a scale parameter 

of 0·053060�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/5·6 and processed 

so none of the vignetting or chromatic aberration is removed in-software� The point-cloud contains 

8,511,420 points� The median number of keypoints per image is 99,944, all of the images are 

calibrated, 15 of 15, the internal and external camera parameters exhibit a 0·17% difference between 

the pre-optimised lens parameters and the model-optimised lens parameters and there is a median of 

59,675·9 matches per calibrated image� This model and the point distribution graph can be seen in 

Figure 6·27�

Figure 6·27  - The ƒ/5·6 point-cloud model with vignetting and with chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·27 provides a shape parameter of 1·058824, with a scale parameter 

of 0·032509�

 The next analysis is conducted on the meshed model of the ƒ/5·6 with vignetting and with 

chromatic aberration dataset� The sampled mesh contains 9,999,990 points� This model and the point 

distribution graph can be seen in Figure 6·28�
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The point distribution in Figure 6·28 provides a shape parameter of 0·989641, with a scale parameter 

of 0·035313 �

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/5·6 and processed 

so the vignetting is removed but not the chromatic aberration� The point-cloud contains 8,523,745 

points� The median number of keypoints per image is 100,170, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·28% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 65,737·4 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·29�

Figure 6·28  - The ƒ/5·6 meshed model with vignetting and with chromatic aberration compared against 
the ground truth point-cloud.
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Figure 6·29  - The ƒ/5·6 point-cloud model without vignetting and with chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·29 provides a shape parameter of 0·994012, with a scale parameter 

of 0·030317�

 The next analysis is conducted on the meshed model of the ƒ/5·6 without vignetting and with 

chromatic aberration dataset� The sampled mesh contains 10,000,069 points� This model and the 

point distribution graph can be seen in Figure 6·30�



125

Absolute distance (%)

Pe
rc

en
ta

ge
 (%

)

0·50·0 0·1 0·2 0·3 0·4
0

1

2

3

4

5

Figure 6·30  - The ƒ/5·6 meshed model without vignetting and with chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·30 provides a shape parameter of 0·932013, with a scale parameter 

of 0·032236�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/5·6 and processed 

so the chromatic aberration is removed but not the vignetting� The point-cloud contains 8,513,497 

points� The median number of keypoints per image is 99,758, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·12% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 59,553·9 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·31�
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Figure 6·31  - The ƒ/5·6 point-cloud model with vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·31 provides a shape parameter of 1·064656, with a scale parameter 

of 0·024588�

 The next analysis is conducted on the meshed model of the ƒ/5·6 with vignetting and without 

chromatic aberration dataset� The sampled mesh contains 10,000,526 points� This model and the 

point distribution graph can be seen in Figure 6·32�
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Figure 6·32  - The ƒ/5·6 meshed model with vignetting and without chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·32 provides a shape parameter of 0·846872, with a scale parameter 

of 0·032376�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/5·6 and processed 

so the chromatic aberration and the vignetting is removed� The point-cloud contains 8,535,712 points� 

The median number of keypoints per image is 99,966, all of the images are calibrated, 15 of 15, the 

internal and external camera parameters exhibit a 0·01% difference between the pre-optimised lens 

parameters and the model-optimised lens parameters and there is a median of 65,814·8 matches per 

calibrated image� This model and the point distribution graph can be seen in Figure 6·33�

Figure 6·33  - The ƒ/5·6 point-cloud model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·33 provides a shape parameter of 0·999332, with a scale parameter 

of 0·024393�

 The next analysis is conducted on the meshed model of the ƒ/5·6 without vignetting and without 

chromatic aberration dataset� The sampled mesh contains 10,000,744 points� This model and the 

point distribution graph can be seen in Figure 6·34�
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Figure 6·34  - The ƒ/5·6 meshed model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·34 provides a shape parameter of 1·091049, with a scale parameter 

of 0·053060�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/8 and processed 

so none of the vignetting or chromatic aberration is removed in-software� The point-cloud contains 

8,518,010 points� The median number of keypoints per image is 100,103, all of the images are 

calibrated, 15 of 15, the internal and external camera parameters exhibit a 0·00% difference between 

the pre-optimised lens parameters and the model-optimised lens parameters and there is a median of 

59,648·9 matches per calibrated image� This model and the point distribution graph can be seen in 

Figure 6·35�
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Figure 6·35  - The ƒ/8 point-cloud model with vignetting and with chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·35 provides a shape parameter of 0·991399, with a scale parameter 

of 0·020196�

 The next analysis is conducted on the meshed model of the ƒ/8 with vignetting and with 

chromatic aberration dataset� The sampled mesh contains 10,000,390 points� This model and the 

point distribution graph can be seen in Figure 6·36�
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The point distribution in Figure 6·36 provides a shape parameter of 0·797995, with a scale parameter 

of 0·025561�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/8 and processed 

so the vignetting is removed but not the chromatic aberration� The point-cloud contains 8,533,769 

points� The median number of keypoints per image is 100,245, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·43% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 63,146·9 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·37�

Figure 6·36  - The ƒ/8 meshed model with vignetting and with chromatic aberration compared against the 
ground truth point-cloud.
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Figure 6·37  - The ƒ/8 point-cloud model without vignetting and with chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·37 provides a shape parameter of 0·763187, with a scale parameter 

of 0·012712�

 The next analysis is conducted on the meshed model of the ƒ/8 without vignetting and with 

chromatic aberration dataset� The sampled mesh contains 10,001,027 points� This model and the 

point distribution graph can be seen in Figure 6·38�
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Figure 6·38  - The ƒ/8 meshed model without vignetting and with chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·38 provides a shape parameter of 0·778430, with a scale parameter 

of 0·019429�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/8 and processed 

so the chromatic aberration is removed but not the vignetting� The point-cloud contains 8,510,819 

points� The median number of keypoints per image is 100,003, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·16% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 58,793·2 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·39�
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Figure 6·39  - The ƒ/8 point-cloud model with vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·39 provides a shape parameter of 1·004423, with a scale parameter 

of 0·022100�

 The next analysis is conducted on the meshed model of the ƒ/8 with vignetting and without 

chromatic aberration dataset� The sampled mesh contains 10,001,362 points� This model and the 

point distribution graph can be seen in Figure 6·40�
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Figure 6·40  - The ƒ/8 meshed model with vignetting and without chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·40 provides a shape parameter of 0·907547, with a scale parameter 

of 0·026115�

 The next analysis is conducted on the meshed model dataset captured at ƒ/8 and processed so 

the chromatic aberration and the vignetting is removed� The point-cloud contains 9,999,401 points� 

The median number of keypoints per image is 100,079, all of the images are calibrated, 15 of 15, the 

internal and external camera parameters exhibit a 0·29% difference between the pre-optimised lens 

parameters and the model-optimised lens parameters and there is a median of 62,278·6 matches per 

calibrated image� This model and the point distribution graph can be seen in Figure 6·41�
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Figure 6·41  - The ƒ/8 meshed model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·41 provides a shape parameter of 0·738359, with a scale parameter 

of 0·015794�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/11 and processed 

so none of the vignetting or chromatic aberration is removed in-software� The point-cloud contains 

8,505,250 points� The median number of keypoints per image is 99,294, all of the images are 

calibrated, 15 of 15, the internal and external camera parameters exhibit a 0·69% difference between 

the pre-optimised lens parameters and the model-optimised lens parameters and there is a median of 

58,784·1 matches per calibrated image� This model and the point distribution graph can be seen in 

Figure 6·42�
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Figure 6·42  - The ƒ/11 point-cloud model with vignetting and with chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·42 provides a shape parameter of 0·952243, with a scale parameter 

of 0·015388�

 The next analysis is conducted on the meshed model of the ƒ/11 with vignetting and with 

chromatic aberration dataset� The sampled mesh contains 9,999,130 points� This model and the point 

distribution graph can be seen in Figure 6·43�
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The point distribution in Figure 6·43 provides a shape parameter of 0·770352, with a scale parameter 

of 0·0191612�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/11 and processed 

so the vignetting is removed but not the chromatic aberration� The point-cloud contains 8,526,009 

points� The median number of keypoints per image is 100,117, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·40% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 60,007·0 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·44�

Figure 6·43  - The ƒ/11 meshed model with vignetting and with chromatic aberration compared against the 
ground truth point-cloud.
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Figure 6·44  - The ƒ/11 point-cloud model without vignetting and with chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·44 provides a shape parameter of 0·826490, with a scale parameter 

of 0·018686�

 The next analysis is conducted on the meshed model of the ƒ/11 without vignetting and with 

chromatic aberration dataset� The sampled mesh contains 10,000,525 points� This model and the 

point distribution graph can be seen in Figure 6·45�

Absolute distance (%)

Pe
rc

en
ta

ge
 (%

)

0·50·0 0·1 0·2 0·3 0·4
0

2

4

6

8

10

Figure 6·45  - The ƒ/11 meshed model without vignetting and with chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·45 provides a shape parameter of 0·803751, with a scale parameter 

of 0·015879�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/11 and processed 

so the chromatic aberration is removed but not the vignetting� The point-cloud contains 8,513,597 

points� The median number of keypoints per image is 99,348, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·58% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 66,047·5 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·46�
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Figure 6·46  - The ƒ/11 point-cloud model with vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·46 provides a shape parameter of 0·795979, with a scale parameter 

of 0·019779�

 The next analysis is conducted on the meshed model of the ƒ/11 with vignetting and without 

chromatic aberration dataset� The sampled mesh contains 10,000,844 points� This model and the 

point distribution graph can be seen in Figure 6·47�
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Figure 6·47  - The ƒ/11 meshed model with vignetting and without chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·47 provides a shape parameter of 0·798615, with a scale parameter 

of 0·013047�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/11 and processed so 

the chromatic aberration and the vignetting is removed� The point-cloud contains 8,530,589 points� 

The median number of keypoints per image is 99,508, all of the images are calibrated, 15 of 15, the 

internal and external camera parameters exhibit a 0·18% difference between the pre-optimised lens 

parameters and the model-optimised lens parameters and there is a median of 66,163·5 matches per 

calibrated image� This model and the point distribution graph can be seen in Figure 6·48
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Figure 6·48  - The ƒ/11 point-cloud model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·48 provides a shape parameter of 0·849013, with a scale parameter 

of 0·019208�

 The next analysis is conducted on the meshed model of the ƒ/11 without vignetting and without 

chromatic aberration dataset� The sampled mesh contains 10,001,471 points� This model and the 

point distribution graph can be seen in Figure 6·49�
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Figure 6·49  - The ƒ/11 meshed model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·49 provides a shape parameter of 1·091049, with a scale parameter 

of 0·053060�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/16 and processed 

so none of the vignetting or chromatic aberration is removed in-software� The point-cloud contains 

8,504,423 points� The median number of keypoints per image is 100,174, all of the images are 

calibrated, 15 of 15, the internal and external camera parameters exhibit a 0·62% difference between 

the pre-optimised lens parameters and the model-optimised lens parameters and there is a median of 

59,376·7 matches per calibrated image� This model and the point distribution graph can be seen in 

Figure 6·50�
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Figure 6·50  - The ƒ/16 point-cloud model with vignetting and with chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·50 provides a shape parameter of 1·232926, with a scale parameter 

of 0·049859�

 The next analysis is conducted on the meshed model of the ƒ/16 with vignetting and with 

chromatic aberration dataset� The sampled mesh contains 10,001,220 points� This model and the 

point distribution graph can be seen in Figure 6·51�

The point distribution in Figure 6·51 provides a shape parameter of 0·805266, with a scale parameter 

of 0·021586�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/16 and processed 

so the vignetting is removed but not the chromatic aberration� The point-cloud contains 8,513,179 

points� The median number of keypoints per image is 100,117, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·40% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 60,007·0 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·52�

Figure 6·51  - The ƒ/16 meshed model with vignetting and with chromatic aberration compared against the 
ground truth point-cloud.

Absolute distance (%)

Pe
rc

en
ta

ge
 (%

)

0·50·0 0·1 0·2 0·3 0·4
0

2

4

6

8

10



136

Absolute distance (%)

Pe
rc

en
ta

ge
 (%

)

0·50·0 0·1 0·2 0·3 0·4
0
2
4
6
8

10
12

Figure 6·52  - The ƒ/16 point-cloud model without vignetting and with chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·52 provides a shape parameter of 0·869870, with a scale parameter 

of 0·016925�

 The next analysis is conducted on the meshed model of the ƒ/16 without vignetting and with 

chromatic aberration dataset� The sampled mesh contains 9,997,978 points� This model and the point 

distribution graph can be seen in Figure 6·53�
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Figure 6·53  - The ƒ/16 meshed model without vignetting and with chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·53 provides a shape parameter of 0·760368, with a scale parameter 

of 0·025306�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/16 and processed 

so the chromatic aberration is removed but not the vignetting� The point-cloud contains 8,511,319 

points� The median number of keypoints per image is 100,323, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·50% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 59,852·8 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·54�
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Figure 6·54  - The ƒ/16 point-cloud model with vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·54 provides a shape parameter of 0·879048, with a scale parameter 

of 0·024457�

 The next analysis is conducted on the meshed model of the ƒ/16 with vignetting and without 

chromatic aberration dataset� The sampled mesh contains 9,999,962 points� This model and the point 

distribution graph can be seen in Figure 6·55�
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Figure 6·55  - The ƒ/16 meshed model with vignetting and without chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·55 provides a shape parameter of 0·852654, with a scale parameter 

of 0·021157�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/16 and processed so 

the chromatic aberration and the vignetting is removed� The point-cloud contains 8,509,076 points� 

The median number of keypoints per image is 100,289, all of the images are calibrated, 15 of 15, the 

internal and external camera parameters exhibit a 0·80% difference between the pre-optimised lens 

parameters and the model-optimised lens parameters and there is a median of 60,071·0 matches per 

calibrated image� This model and the point distribution graph can be seen in Figure 6·56�
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Figure 6·56  - The ƒ/16 point-cloud model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·56 provides a shape parameter of 1·037645, with a scale parameter 

of 0·049567�

 The next analysis is conducted on the meshed model of the ƒ/16 without vignetting and without 

chromatic aberration dataset� The sampled mesh contains 10,000,783 points� This model and the 

point distribution graph can be seen in Figure 6·57�
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Figure 6·57  - The ƒ/16 meshed model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·57 provides a shape parameter of 0·744272, with a scale parameter 

of 0·021388�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/22 and processed 

so none of the vignetting or chromatic aberration is removed in-software� The point-cloud contains 

8,506,973 points� The median number of keypoints per image is 100,789, all of the images are 

calibrated, 15 of 15, the internal and external camera parameters exhibit a 0·35% difference between 

the pre-optimised lens parameters and the model-optimised lens parameters and there is a median of 

57,283·8 matches per calibrated image� This model and the point distribution graph can be seen in 

Figure 6·58�
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Figure 6·58  - The ƒ/22 point-cloud model with vignetting and with chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·58 provides a shape parameter of 0·877272, with a scale parameter 

of 0·021609�

 The next analysis is conducted on the meshed model of the ƒ/22 with vignetting and with 

chromatic aberration dataset� The sampled mesh contains 10,001,160 points� This model and the 

point distribution graph can be seen in Figure 6·59�
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The point distribution in Figure 6·59 provides a shape parameter of 0·731291, with a scale parameter 

of 0·019046�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/22 and processed 

so the vignetting is removed but not the chromatic aberration� The point-cloud contains 8,514,693 

points� The median number of keypoints per image is 100,881, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·46% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 60,623·4 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·60�

Figure 6·59  - The ƒ/22 meshed model with vignetting and with chromatic aberration compared against the 
ground truth point-cloud.
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Figure 6·60  - The ƒ/22 point-cloud model without vignetting and with chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·60 provides a shape parameter of 0·816685, with a scale parameter 

of 0·020613�

 The next analysis is conducted on the meshed model of the ƒ/22 without vignetting and with 

chromatic aberration dataset� The sampled mesh contains 9,998,903 points� This model and the point 

distribution graph can be seen in Figure 6·61�
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Figure 6·61  - The ƒ/22 meshed model without vignetting and with chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·61 provides a shape parameter of 0·773709, with a scale parameter 

of 0·022273�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/22 and processed 

so the chromatic aberration is removed but not the vignetting� The point-cloud contains 8,512,793 

points� The median number of keypoints per image is 100,895, all of the images are calibrated, 15 of 

15, the internal and external camera parameters exhibit a 0·28% difference between the pre-optimised 

lens parameters and the model-optimised lens parameters and there is a median of 60,632·7 matches 

per calibrated image� This model and the point distribution graph can be seen in Figure 6·62�
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Figure 6·62  - The ƒ/22 point-cloud model with vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·62 provides a shape parameter of 0·896220, with a scale parameter 

of 0·020516�

 The next analysis is conducted on the meshed model of the ƒ/22 with vignetting and without 

chromatic aberration dataset� The sampled mesh contains 10,001,015 points� This model and the 

point distribution graph can be seen in Figure 6·63�
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Figure 6·63  - The ƒ/22 meshed model with vignetting and without chromatic aberration compared against 
the ground truth point-cloud.

The point distribution in Figure 6·63 provides a shape parameter of 0·929066, with a scale parameter 

of 0·019167�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/22 and processed 

so the chromatic aberration and the vignetting is removed� The point-cloud contains 8,521,376 points� 

The median number of keypoints per image is 100,966, all of the images are calibrated, 15 of 15, the 

internal and external camera parameters exhibit a 0·24% difference between the pre-optimised lens 

parameters and the model-optimised lens parameters and there is a median of 61,230·8 matches per 

calibrated image� This model and the point distribution graph can be seen in Figure 6·64�
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Figure 6·64  - The ƒ/22 point-cloud model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·64 provides a shape parameter of 0·890086, with a scale parameter 

of 0·022822�

 The next analysis is conducted on the meshed model of the ƒ/22 without vignetting and without 

chromatic aberration dataset� The sampled mesh contains 10,000,594 points� This model and the 

point distribution graph can be seen in Figure 6·65�

Absolute distance (%)

Pe
rc

en
ta

ge
 (%

)

0·50·0 0·1 0·2 0·3 0·4
0
1
2
3
4
5
6
7

Figure 6·65  - The ƒ/22 meshed model without vignetting and without chromatic aberration compared 
against the ground truth point-cloud.

The point distribution in Figure 6·65 provides a shape parameter of 0·817569, with a scale parameter 

of 0·026906�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/8, ISO 800 

and processed so all of the vignetting and chromatic aberration is removed in-software, but no 

noise-reduction is undertaken� The point-cloud contains 8,384,540 points� The median number of 

keypoints per image is 94,165, all of the images are calibrated, 15 of 15, the internal and external 

camera parameters exhibit a 1·13% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 44,015·6 matches per calibrated image� 

This model and the point distribution graph can be seen in Figure 6·66�
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Figure 6·66  - The ƒ/8 ISO 800 point-cloud model without vignetting, without chromatic aberration and 
without noise-reduction compared against the ground truth point-cloud.
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The point distribution in Figure 6·66 provides a shape parameter of 1·317761, with a scale parameter 

of 0·160441�

 The next analysis is conducted on the meshed model of the ƒ/8 ISO 800 without vignetting, 

without chromatic aberration and no noise-reduction dataset� The sampled mesh contains 10,000,076 

points� This model and the point distribution graph can be seen in Figure 6·67�
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Figure 6·67  - The ƒ/8 ISO 800 meshed model without vignetting, without chromatic aberration and 
without noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·67 provides a shape parameter of 1·376474, with a scale parameter 

of 0·109247�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/8, ISO 800 and 

processed so all of the vignetting and chromatic aberration and image noise is removed in-software� 

The point-cloud contains 8,420,717 points� The median number of keypoints per image is 77,392, all 

of the images are calibrated, 15 of 15, the internal and external camera parameters exhibit a 0·47% 

difference between the pre-optimised lens parameters and the model-optimised lens parameters and 

there is a median of 44,697·6 matches per calibrated image� This model and the point distribution 

graph can be seen in Figure 6·68�
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Figure 6·68  - The ƒ/8 ISO 800 point-cloud model without vignetting, without chromatic aberration and 
with noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·68 provides a shape parameter of 1·340502, with a scale parameter 

of 0·153750�

 The next analysis is conducted on the meshed model of the ƒ/8 ISO 800 without vignetting, 

without chromatic aberration and with noise-reduction dataset� The sampled mesh contains 9,998,948 

points� This model and the point distribution graph can be seen in Figure 6·69�
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Figure 6·69  - The ƒ/8 ISO 800 meshed model without vignetting, without chromatic aberration and with 
noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·69 provides a shape parameter of 1·344445, with a scale parameter 

of 0·161419�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/8, ISO 6400 

and processed so all of the vignetting and chromatic aberration was removed in-software, but no 

noise-reduction is undertaken� The point-cloud contains 7,910,368 points� The median number of 

keypoints per image is 78,224, all of the images are calibrated, 15 of 15, the internal and external 

camera parameters exhibit a 0·35% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 13,458·1 matches per calibrated image� 

This model and the point distribution graph can be seen in Figure 6·70�
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Figure 6·70  - The ƒ/8 ISO 6400 point-cloud model without vignetting, without chromatic aberration and 
without noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·70 provides a shape parameter of 1·331498, with a scale parameter 

of 0·154094�

 The next analysis is conducted on the meshed model of the ƒ/8 ISO 6400 without vignetting, 

without chromatic aberration and no noise-reduction dataset� The sampled mesh contains 10,000,774 

points� This model and the point distribution graph can be seen in Figure 6·71�
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Figure 6·71  - The ƒ/8 ISO 6400 meshed model without vignetting, without chromatic aberration and 
without noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·71 provides a shape parameter of 1·391307, with a scale parameter 

of 0·162928�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/8, ISO 6400 and 

processed so all of the vignetting and chromatic aberration and image noise is removed in-software� 

The point-cloud contains 8,123,349 points� The median number of keypoints per image is 57,810, all 

of the images are calibrated, 15 of 15, the internal and external camera parameters exhibit a 0·89% 

difference between the pre-optimised lens parameters and the model-optimised lens parameters and 

there is a median of 20,715·0 matches per calibrated image� This model and the point distribution 

graph can be seen in Figure 6·72�
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Figure 6·72  - The ƒ/8 ISO 6400 point-cloud model without vignetting, without chromatic aberration and 
with noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·72 provides a shape parameter of 1·313128, with a scale parameter 

of 0·132243�

 The next analysis is conducted on the meshed model of the ƒ/8 ISO 6400 without vignetting, 

without chromatic aberration and with noise-reduction dataset� The sampled mesh contains 

10,000,508 points� This model and the point distribution graph can be seen in Figure 6·73�
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Figure 6·73  - The ƒ/8 ISO 6400 meshed model without vignetting, without chromatic aberration and 
with noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·73 provides a shape parameter of 1·368132, with a scale parameter 

of 0·140941�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/8, ISO 12800 

and processed so all of the vignetting and chromatic aberration is removed in-software, but no 

noise-reduction was undertaken� The point-cloud contains 6,798,963 points� The median number of 

keypoints per image is 22,594, all of the images are calibrated, 15 of 15, the internal and external 

camera parameters exhibit a 0·30% difference between the pre-optimised lens parameters and the 

model-optimised lens parameters and there is a median of 5,538·9 matches per calibrated image� This 

model and the point distribution graph can be seen in Figure 6·74�
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Figure 6·74  - The ƒ/8 ISO 12800 point-cloud model without vignetting, without chromatic aberration 
and without noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·74 provides a shape parameter of 1·241923, with a scale parameter 

of 0·107187�

 The next analysis is conducted on the meshed model of the ƒ/8 ISO 12800 without vignetting, 

without chromatic aberration and no noise-reduction dataset� The sampled mesh contains 10,000,339 

points� This model and the point distribution graph can be seen in Figure 6·75�
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Figure 6·75  - The ƒ/8 ISO 12800 meshed model without vignetting, without chromatic aberration and 
without noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·75 provides a shape parameter of 1·504525, with a scale parameter 

of 0·103689�

 The next analysis is conducted on the point-cloud model dataset captured at ƒ/8, ISO 12800 and 

processed so all of the vignetting and chromatic aberration and image noise is removed in-software� 

The point-cloud contains 7,469,982 points� The median number of keypoints per image is 56,869, all 

of the images are calibrated, 15 of 15, the internal and external camera parameters exhibit a 1·05% 

difference between the pre-optimised lens parameters and the model-optimised lens parameters and 

there is a median of 11,121·9 matches per calibrated image� This model and the point distribution 

graph can be seen in Figure 6·76�
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Figure 6·76  - The ƒ/8 ISO 12800 point-cloud model without vignetting, without chromatic aberration 
and with noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·76 provides a shape parameter of 1·306551, with a scale parameter 

of 0·109433�

 The next analysis is conducted on the meshed model of the ƒ/8 ISO 12800 without vignetting, 

without chromatic aberration and with noise-reduction dataset� The sampled mesh contains 

10,001,103 points� This model and the point distribution graph can be seen in Figure 6·77�
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Figure 6·77  - The ƒ/8 ISO 12800 meshed model without vignetting, without chromatic aberration and 
with noise-reduction compared against the ground truth point-cloud.

The point distribution in Figure 6·77 provides a shape parameter of 1·317839, with a scale parameter 

of 0·108258�

 To see the effect of vignetting, chromatic aberration and sensor noise on the models, the data must 

be combined into a tabular or graphical form� The combined reconstruction quality parameters can 

be seen in Table 6·1�
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Table 6·1   - Summary of reconstruction parameter data where ‘V’ is Vignetting, ‘CA’ is 
Chromatic Aberration and ‘NR’ is Noise-Reduction.

Model Median 
No� of 
Keypoints

Median 
No� of 
matches

Parameter 
Difference 
(%)

Calibrated 
images
(%)

ƒ/4 With V With CA 99,292 51,675·2 0·08 100 (15/15)
ƒ/4 Without V With CA 99,806 52,115·8 0·61 100 (15/15)
ƒ/4 With V Without CA 99,215 51,569·2 0·08 100 (15/15)
ƒ/4 Without V Without CA 99,395 53,614·3 0·35 100 (15/15)

ƒ/5·6 With V With CA 99,944 59,675·9 0·17 100 (15/15)
ƒ/5·6 Without V With CA 100,170 65,737·4 0·28 100 (15/15)
ƒ/5·6 With V Without CA 99,758 59,553·9 0·12 100 (15/15)
ƒ/5·6 Without V Without CA 99,966 65,814·7 0·01 100 (15/15)

ƒ/8 With V With CA 100,103 59,648·9 0·00 100 (15/15)
ƒ/8 Without V With CA 100,245 63,146·9 0·43 100 (15/15)
ƒ/8 With V Without CA 100,003 58,793·2 0·16 100 (15/15)
ƒ/8 Without V Without CA 100,079 62,278·6 0·29 100 (15/15)

ƒ/11 With V With CA 99,294 58,784·1 0·69 100 (15/15)
ƒ/11 Without V With CA 100,117 60,007·0 0·40 100 (15/15)
ƒ/11 With V Without CA 99,348 66,047·5 0·58 100 (15/15)
ƒ/11 Without V Without CA 99,508 66,163·5 0·18 100 (15/15)

ƒ/16 With V With CA 100,174 59,376·7 0·62 100 (15/15)
ƒ/16 Without V With CA 100,117 60,007·0 0·40 100 (15/15)
ƒ/16 With V Without CA 100,323 59,852·8 0·50 100 (15/15)
ƒ/16 Without V Without CA 100,289 60,071·0 0·80 100 (15/15)

ƒ/22 With V With CA 100,789 57,283·8 0·35 100 (15/15)
ƒ/22 Without V With CA 100,881 60,623·4 0·46 100 (15/15)
ƒ/22 With V Without CA 100,895 60,632·7 0·28 100 (15/15)
ƒ/22 Without V Without CA 100,966 61,230·8 0·24 100 (15/15)

ISO 800 No NR 94,165 44,015·6 1·13 100 (15/15)
ISO 800 With NR 77,392 44,697·6 0·47 100 (15/15)
ISO 6400 No NR 78,224 13,458·1 0·35 100 (15/15)
ISO 6400 With NR 57,810 20,715·0 0·89 100 (15/15)
ISO 12800 No NR 22,594 5,538·9 0·30 100 (15/15)
ISO 12800 With NR 56,869 11,121·9 1·05 100 (15/15)

Table 6·1 shows the parameters as computed by Pix4D Mapper®� The data values generally follow what 

would be expected although there is little-to-no difference in the low-ISO readings, with a variance 

of 1751 median keypoints, 14245·4 median matches and 0·8% parameter difference� It would have 
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Model Shape Scale
ƒ/4 With V With CA Point-Cloud 1·232926 0·049859
ƒ/4 With V With CA Mesh 1·116141 0·055312
ƒ/4 Without V With CA Point-Cloud 1·182853 0·049823
ƒ/4 Without V With CA Mesh 1·040116 0·058444
ƒ/4 With V Without CA Point-Cloud 1·131716 0·046082
ƒ/4 With V Without CA Mesh 1·103764 0·047481
ƒ/4 Without V Without CA Point-Cloud 1·037645 0·049567
ƒ/4 Without V Without CA Mesh 1·091049 0·053060

ƒ/5·6 With V With CA Point-Cloud 1·058824 0·032509
ƒ/5·6 With V With CA Mesh 0·989641 0·035313
ƒ/5·6 Without V With CA Point-Cloud 0·994012 0·030317
ƒ/5·6 Without V With CA Mesh 0·932013 0·032236
ƒ/5·6 With V Without CA Point-Cloud 1·064656 0·024588
ƒ/5·6 With V Without CA Mesh 0·846872 0·032376
ƒ/5·6 Without V Without CA Point-Cloud 0·999332 0·024393
ƒ/5·6 Without V Without CA Mesh 0·901518 0·027838

ƒ/8 With V With CA Point-Cloud 0·991399 0·020196
ƒ/8 With V With CA Mesh 0·797995 0·025561
ƒ/8 Without V With CA Point-Cloud 0·763187 0·012712
ƒ/8 Without V With CA Mesh 0·778430 0·019429
ƒ/8 With V Without CA Point-Cloud 1·004423 0·022100
ƒ/8 With V Without CA Mesh 0·907547 0·026115
ƒ/8 Without V Without CA Mesh 0·738359 0·015794

ƒ/11 With V With CA Point-Cloud 0·952243 0·015388
ƒ/11 With V With CA Mesh 0·770352 0·019161
ƒ/11 Without V With CA Point-Cloud 0·826490 0·018686
ƒ/11 Without V With CA Mesh 0·803751 0·015879
ƒ/11 With V Without CA Point-Cloud 0·795979 0·019779
ƒ/11 With V Without CA Mesh 0·798615 0·013047
ƒ/11 Without V Without CA Point-Cloud 0·849013 0·019208
ƒ/11 Without V Without CA Mesh 0·848259 0·024995

Table 6·2   - Summary of Shape and Scale values.

been expected that the softer ƒ/4 readings would have had significantly fewer keypoints� It does have 

the fewest median matches of the low-ISO readings, however� With the low-ISO values all being 

relatively consistent, the largest impact comes from the high-ISO readings� This shows sensor noise 

to be significantly more important than lens artefacts to the ability of SfM software to provide an 

accurate reconstruction, providing the lens is able to resolve enough detail to be seen by the sensor 

and is not, itself, prohibitively soft� The resulting shape and scale values provided by the Weibull 

analysis can be seen in Table 6·2�
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Model Shape Scale

ƒ/16 With V With CA Point-Cloud 0·858260 0·018879
ƒ/16 With V With CA Mesh 0·805266 0·021586
ƒ/16 Without V With CA Point-Cloud 0·869870 0·016925
ƒ/16 Without V With CA Mesh 0·760368 0·025306
ƒ/16 With V Without CA Point-Cloud 0·879048 0·024457
ƒ/16 With V Without CA Mesh 0·852654 0·021157
ƒ/16 Without V Without CA Point-Cloud 0·844744 0·026053
ƒ/16 Without V Without CA Mesh 0·744272 0·021388

ƒ/22 With V With CA Point-Cloud 0·858260 0·018879
ƒ/22 With V With CA Mesh 0·805266 0·021586
ƒ/22 Without V With CA Point-Cloud 0·869870 0·016925
ƒ/22 Without V With CA Mesh 0·760368 0·025306
ƒ/22 With V Without CA Point-Cloud 0·879048 0·024457
ƒ/22 With V Without CA Mesh 0·852654 0·021157
ƒ/22 Without V Without CA Point-Cloud 0·844744 0·026053
ƒ/22 Without V Without CA Mesh 0·744272 0·021388

ISO 800 No NR Point-Cloud 1·317761 0·160441
ISO 800 No NR Mesh 1·376474 0·109247
ISO 800 With NR Point-Cloud 1·340502 0·153750
ISO 800 With NR Mesh 1·344445 0·161419
ISO 6400 No NR Point-Cloud 1·331498 0·154094
ISO 6400 No NR Mesh 1·391307 0·162928
ISO 6400 With NR Point-Cloud 1·313128 0·132243
ISO 6400 With NR Mesh 1·368132 0·140941
ISO 12800 No NR Point-Cloud 1·241923 0·107187
ISO 12800 No NR Mesh 1·504525 0·103689
ISO 12800 With NR Point-Cloud 1·306551 0·109433
ISO 12800 With NR Mesh 1·317839 0·108258

The parameters calculated for the point distribution have also been graphed to analyse how the 

different parameters behave with regard to the reconstruction accuracy� The shape value of the Weibull 

distribution analysis can be seen in Figure 6·78 and the scale value for the Weibull distribution can 

be seen in Figure 6·79�
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Figure 6·78  - The shape values of the Weibull distribution analysis.
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Figure 6·79  - The scale values of the Weibull distribution analysis.
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The testing of different camera parameters is able to be put into action almost immediately� The tombs 

being used for the testing are a part of the archaeological site which was required to be 3-D modelled� 

The testing is conducted in the tomb of Prince Alexander IV of Macedon, the smaller of the tombs, 

however both the tombs, the other being that of King Philip II of Macedon, needed to be modelled� 

The tomb of Prince Alexander IV of Macedon is chosen for the testing as it is clear inside, the tomb 

of King Philip II of Macedon contained scaffolding� This is the first time the interiors of these tombs 

have been modelled in 3-D and, because of this, the modelling would not just be for testing� Complete 

models would be required for use by The Museum of the Royal Palace and Tombs of Aigai as it is 

a significant piece of Greek cultural heritage� Access to these sites is extremely restricted, with only 

specialist archaeologists being able to inspect the fabric of the structures once or twice a year� These 

3-D models open the tombs up for others to study who would otherwise be unable to�

 It was unfeasible to use a tripod to capture the data, so a compromise is used where an ISO speed 

of 800 and an ƒ/stop of ƒ/5·6 is used to keep the shutter speed sufficiently fast to reduce any potential 

motion blur due to the camera being hand-held� The 3-D model of the front of the tomb of Prince 

Alexander IV of Macedon can be seen in Figure 6·80�

Figures 6·78 and 6·79 both show a general trend of increasing quality (a lower shape and scale value) 

towards the ƒ/8 datasets, with a significant fall from the values of ƒ/4 and a slow rise in the values to 

ƒ/22� This trend is what is expected given the edge-softness seen in the lens at ƒ/4 and the diffraction 

softness seen when the lens is stopped past ƒ/8� The datasets without vignetting also tended to provide 

a marginally better reconstruction, especially when it comes to the median number of keypoints and 

the median number of matches as seen in Table 6·1� The chromatic aberration did not have much 

impact on the quality of the results, with the only real impact being the colour banding, or lack 

thereof, on the textured overlay for the mesh� The largest impact on the quality of results came 

from the higher ISO speeds� The increased noise appeared to cause issues with the computation of 

keypoints, such that the median number of keypoints and matches seen in Table 6·1 are considerably 

lower than the median number of keypoints seen on the ISO 64 datasets� This issue could have been 

exacerbated because the image keypoint computation was being undertaken at 100% image size, so 

the noise would interfere with the small-scale keypoints� As the wall is plaster and, although it was 

sufficiently textured, it did contain many fine keypoints which could have been obfuscated by the 

image noise� The highest-ISO setting seemingly provided a better reconstruction than the lower-high-

ISO settings, this is down to the edge-points not being reconstructed with the high-ISO setting, 

thereby falsely showing a greater proportion of the points closer to the ground truth�

6·6  Real-World Application
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Figure 6·80  - The front of the 3-D model of the tomb of Prince Alexander IV of Macedon.

Figure 6·81  - The side of the 3-D model of the tomb of Prince Alexander IV of Macedon.

The front of the tomb is viewable to visitors at the museum and is illuminated by artificial spot-light 

illumination in the museum� There are earth walls built up on either side, with the entrance sitting in 

a large excavation, resulting in only the roof of the tomb being visible above ground at the back� A 

side-on view of the tomb, showing the interior sections and visible exterior, can be seen in Figure 6·81�

This lack of surrounding ground data affords a photo-realistic and geometrically-accurate view of the 

tomb, which has never been seen before, with the internal walls being visible in context with the 

exterior geometry� 

 The main, rear, interior chamber can be seen in Figure 6·82� This is from the location of the 

removed keystone which is used to enter the chamber� The fixed ladder has been removed�
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Figure 6·82  - The main chamber in the 3-D model of the tomb of Prince Alexander IV of Macedon.

Figure 6·83  - The rear of the main chamber in the 3-D model of the tomb of Prince Alexander IV 
of Macedon.

The tomb is viewed in the model as being under global illumination, with no shadows being evident 

from any single lighting source� Great care is taken to ensure the lighting would be as even as possible 

inside the cave and the lighting techniques used for the testing are utilised for this data acquisition�

 A view back to the rear of the main chamber can be seen in Figure 6·83�

The rear of the main chamber, exhibiting a more open space than is currently there due to the digital 

removal of the fixed ladder� The smaller front antechamber can be seen in Figure 6·84�
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Figure 6·84  - The antechamber in the 3-D model of the tomb of Prince Alexander IV of Macedon.

Figure 6·85  - The antechamber paintings in the 3-D model of the tomb of Prince Alexander IV of Macedon.

The antechamber is where the lens and camera parameter testing took place, with the wall on the 

right of Figure 6·84 being the one used for testing� Details of the painting along the walls in the 

antechamber can be seen in Figure 6·85�

The model of the tomb of Prince Alexander IV of Macedon is the better-presented of the two tombs, 

most of that is due to the lighting set up� The lighting in the tomb of King Philip II of Macedon had 

to be restricted to what was already available, two compact fluorescent (CFL) tube luninaires with 

different colour temperatures� The model of the tomb of King Philip II of Macedon can be seen in 

Figure 6·86�



158

Figure 6·86  - The front of the 3-D model of the tomb of King Philip II of Macedon.

Figure 6·87  - The side of the 3-D model of the tomb of King Philip II of Macedon.

Similar to the tomb of Prince Alexander IV of Macedon, the tomb of King Philip II of Macedon is 

in an excavation and is only partially excavated at the rear� This results in the same effect of being able 

to see the interior from the exterior and can be seen in Figure 6·87�

The illumination in the interior of this model has had a noticeable effect on the colour of the interior� 

Two luminaires are used, both CFL and both with different colour temperatures� The one in the 

front chamber has a warm colour temperature and the one in the rear has a cool colour temperature� 

It is decided to attempt to balance the two colour temperatures rather than correcting for one, 

this is because the chambers became excessively blue or orange depending which temperature the 

photographs were corrected for� The rear chamber interior can be seen in Figure 6·88�
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Figure 6·88  - The main chamber in the 3-D model of the tomb of King Philip II of Macedon.

Figure 6·89  - The main chamber in the 3-D model of the tomb of King Philip II of Macedon.

The main chamber contains the ladder which has been removed from the Prince Alexander IV of 

Macedon tomb model, the light hung from the ladder and cast shadows onto the walls, noticeably 

the right hand wall� Other artefacts were visible in the tomb model of King Philip II of Macedon, 

noticeably the scaffolding located in the front chamber� This scaffold can be seen in Figure 6·89�

Due to the scaffolding being so close to the wall, it is not removable from the model like the ladder 

is in the tomb of Prince Alexander IV of Macedon, it would have left shadows baked into the wall 

texture even if dedicated lighting was used� The difference between the two tomb models shows the 

benefit of having dedicated illumination and a clean environment to model�
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Image sensor noise and lens edge-softness have far greater impacts on the quality of the reconstruction 

than diffraction softness and even vignetting and chromatic aberration� By using the base ISO of 

the camera and stopping the lens down from the maximum aperture helps to reduce edge softness, 

vignetting and minimises sensor noise� It is not always possible to use the optimal settings, however 

efforts should be made to keep the lens at its optimal ƒ/stop, providing it does not encroach on 

the diffraction limit, and the sensor as close to the base ISO as possible� That having been said, the 

diffraction softness did not have a great impact on the reconstruction, with vignetting having a greater 

overall impact� Vignetting itself naturally decreases as the lens is stopped down, so the two parameters 

somewhat cancel each other out past the diffraction limit�

 It is important to know how to increase the quality of the datasets, but it is equally important to 

understand how good the software reconstruction can be under varying environmental conditions� 

Chapter Seven deals with determining this reconstruction accuracy by utilising synthetic datasets�

6·7  Summary
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While previous chapters have dealt with the quality of the input data, and the subsequent effect on 

output model quality, this chapter aims to examine the actual accuracy of Structure-from-Motion 

(SfM)� This test is conducted using two SfM programmes, Agisoft Photoscan® 1·3·2 and Pix4D 

Mapper® 3·2·23� In order to be able to test and examine the actual accuracy of the software, a 

computer-based reference model is required� By creating a model on the computer and keeping the 

workflow on the computer, all digitisation errors encountered when converting a real-world physical 

object to a computer model could be eliminated� Every technique used to digitise real-world objects 

suffers from a measurement error� By creating this synthetic dataset, those errors can be removed�

 The synthetic dataset is created in Blender� Blender is a free, open-source, 3-D modelling programme 

built by the Blender Foundation�[¹³⁵] It is primarily used for the production of computer-generated 

films (Computer Generated Imagery, CGI)� As the requirements of SfM dictate there are a sequence 

of images surrounding an object, it is a logical conclusion that a CGI animation programme should be 

used to create the dataset� It is decided that a cube is to be used as the test-object� This is because flat 

surfaces and sharp edges can prove difficult to reconstruct accurately, especially during the meshing 

stage, so a cube will prove to be a difficult object to reconstruct accurately� This difficulty has been 

observed during prior testing� As SfM is a photograph-based reconstruction tool, it requires texture in 

the images to reconstruct the geometry�[¹¹] An even gradient, or flat colour, surface in the image will 

not be reconstructed as the software cannot detect anything to be reconstructed� An example of a 

textured and un-textured image can be seen in Figure 7·1�

a b

Figure 7·1   -  An example of the difference between an un-textured photograph, A, and a textured 
photograph, B.

Both images shown in Figure 7·1 are in-focus and accurately describing two sections of painted wall� 

The ability to determine information from the images, from visual observation, is apparent, with the 

flat colour wall not providing any information while the textured wall provides information that there 

7 Structure-from-Motion 
Reconstruction Accuracy

7·1  Testing
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is a surface in the photograph� This visual observation carries forward to the computer vision aspect 

with the requirement for texture in SfM images being readily apparent�

 The texture requirement for SfM can be seen in Figure 7·2, where an image of an object on a 

flat, black background is being shown� Keypoints were computed on the object in the image, but 

no keypoints were computed on the black background� It is not always possible, however, to choose 

the quality of the background behind an object� Situations may arise where there are flat-colour 

backgrounds, other models may have fully textured backgrounds in the dataset�

The dataset for this object reconstruction was processed in Adobe® Photoshop CS6 so that the black 

background was pure black (RGB 0,0,0) with no fluctuation or variation across the background, this 

was done by reducing the black level on the image histogram� The result of making this background 

a flat colour can be clearly seen in Figure 7·2B where the keypoints lie solely on the object, with no 

keypoints having been computed for the background� This method of removing keypoints from the 

background is beneficial if the background is stationary, which was the case for this dataset� Having 

a stationary background but moving object can cause reconstruction errors as the software is trying 

to match two sets of keypoints which look alike, one which is moving and one which is stationary�

 This reduction of keypoints on flat colours is also apparent when artefacts like motion blur occur� 

The motion blur creates areas of low definition which cannot be used to create keypoints, effectively 

a b

Figure 7·2   -  An example of the effect of having a flat colour background on keypoint computation with 
the original image being shown, A, and an overlay of the computed keypoints being shown as 
orange crosses, B.
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A noticeable reduction in the number of keypoints occurs between Figure 7·3B and D because of 

motion blur, from 5,018 to 343 respectively� While the image is used in the calibration of the other 

images and reconstruction of the model, there are so few keypoints spread throughout the image that 

it is arguably better to re-run the initial processing without that image� Figures 7·3A and B show a 

high-quality image with no motion blur, however the keypoints still do not cover the whole image� 

An area of shadow in the lower-right quadrant is sparsely populated with keypoints� This is a result of 

the region legitimately exhibiting a near-flat-colour, as opposed to being a result of motion blurring�

 It is beneficial to have un-textured, flat-colour backgrounds for small-object modelling, however it 

is not always possible to have that modelling environment when undertaking large-object modelling� 

For the purposes of this chapter, the terms small-object and large-object refer to an object under 

one meter square and an object over one metre square respectively� As it is unfeasible to undertake 

large-object modelling with the same conditions as small-object modelling, with a light-tent-controlled 

environment, it can be generally understood that the modelling will be subject to a fixed textured 

background� Because the scene background and the object are in a fixed location, there will be no 

issues as observed with the small-object fixed-background-moving-object scenario� This does, however, 

a

c

b

d

Figure 7·3   - An example of the computed keypoints on the cave data with a crisp image, A, and the 
resulting keypoints displayed, B, compared with motion blur causing an unintentional flat 
colour image, C, with the resulting keypoints, D.

becoming a flat colour region� Keypoints are a necessity for the reconstruction, so any images 

which have reduced numbers of keypoints due to motion blur can cause errors or a lower-quality 

reconstruction� Motion blur has already been demonstrated as an issue in the cave, but how this 

affects the keypoints can be seen in Figure 7·3�
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provide two modelling scenarios which need to be examined, an object with a textured background 

and an object with an un-textured background�

 The initial test scene in Blender can be seen in Figure 7·4, it shows the sharp-cornered, flat-faced 

cube in the middle of the environment� As this is a purely virtual/synthetic environment, all the 

dimensions can remain arbitrary� The environment works in Blender Units, which are real-world-

dimensionless units of distance, however within the environment all Blender Units (BU) are relative 

to one another� The cube was constructed such that it has a dimension of one BU per side�

The Blender cube, as it stands, will cause issues when an attempt is made to reconstruct it using SfM, 

this is demonstrated in Figure 7·2 where the un-textured background did not contain any computed 

keypoints� The cube is currently untextured and so requires texture to be applied to each side� A 

texture overlay is created so that each surface is covered by a random, but fixed, pattern� This is done 

so the pattern will not cause issues by being the same on each face, but also so that the established 

random pattern does not change when moving the object or changing certain scene parameters� 

Colour is also added to each side to allow for manual checking for any misalignments during the 

reconstruction� The initial keypoint computation uses monochrome greyscale images, because of this 

it is decided a high-contrast binary pattern should be used� Blender contains a pattern generator 

which can be tuned to provide the desired pattern, referred to as a Musgrave Pattern� This pattern 

can be seen in Figure 7·5�

Figure 7·4   - The un-textued cube within the Blender modelling environment.



165

The Musgrave pattern originally contained gradual transitions from white to black in its original form, 

this is able to be tuned to give the binary black/white base-pattern� The binary nature of the pattern, 

because of it being in an 8-bit RGB environment, translated to 0,0,0 for black and 255,255,255 for 

white� This base-pattern is then manipulated to exhibit a colour, with all-bar-one face of the cube 

showing a unique colour in place of white� The chosen-face colours were Yellow, Red, Green, Blue, 

White and Burgundy�

 As the cube now has a surface texture, the camera paths can be devised� With Blender being a CGI 

animation programme, it provides numerous options for camera settings and camera motion controls� 

It was decided to emulate small-object modelling techniques by using a circular camera path around 

the object as the object itself could be deemed small� Using the small object modelling technique 

allows for a simpler camera path than if a raster pattern is used� It is also decided that just two camera 

paths would be required, each 90° apart� There are two faces captured by both camera paths allowing 

for sufficient overlap between the paths to reconstruct the models� The camera paths are in the XY 

plane and the XZ plane� The layout of the scene can be seen in Figure 7·6�

Figure 7·5   - The Musgrave texture pattern, as seen on the green face of the cube.
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The dataset being created is wholly synthetic, including all camera parameters� Because of this, it 

allowed for a true implementation of the pinhole-camera model, with only the focal length and 

aperture being described� With the camera settings, it was decided to not model any lens distortions, 

chromatic aberration or vignetting, but instead to have the outputted images as clean as possible 

from artefacts� The synthetic nature of the environment also allowed for the outputted images to 

exhibit no depth of field with everything being in-focus� Other ‘capture’ parameters are also able to 

be set, with anti-aliasing being enabled and disabled for different datasets, an example of anti-aliasing 

can be seen in Figure 7·7� 

Cube

Camera path

Camera

Camera view

Figure 7·6   - The modelling scene in Blender, showing the textured cube, camera path and camera view.

a b

Anti-aliasing is an attempt at making hard raster-graphics edges appear smooth� This is done by 

feathering the edge so that instead of there being a hard, binary, edge, as can be seen in Figure 7·7A, 

the edge is spread out over a number of pixels, as can be seen in Figure 7·7B� The anti-aliased edge in 

Figure 7·7    - The effect of anti-aliasing on an image with a hard-edge showing no anti-aliasing, A, and a 
soft-edge showing anti-aliasing, B.

© Blender Foundation
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a b

Figure 7·8   - An example of the OpenGL shading available to the model with it on, A, and off, B.

Figure 7·7B is spread over four pixels, with each of the pixels transitioning from 100/0% colour mix 

to 66·6/33·3% to 33·3/66·6% and finally reaching the other colour at 0/100% colour mix�

 While lighting can prove to be an issue when undertaking real-life modelling, it is decided in this 

test to eliminate lighting from the analysis� This is enacted by utilising a specific rendering feature, 

normally used for preview animations, in Blender� It utilises the OpenGL graphics renderer to render 

the scene� As no lights are set in the scene, the OpenGL renderer is set to use global illumination� 

This means there are no shadows on the model as each surface texture was displaying its original RGB 

values, not values which had been increased or lowered due to shading or highlighting� An example of 

this shading can be seen in Figure 7·8�

The two modelling scenarios described previously, having a textured or un-textured background, need 

to be included into the Blender scene� This is done by adding a large world sphere which encompasses 

the cube� This sphere is given the same type of texture as the cube, a randomly-generated Musgrave 

pattern� The object visibility of the sphere is set to either visible or hidden depending on whether the 

dataset being created has a textured or un-textured background� An example of the two modelling 

scenes can be seen in Figure 7·9�
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c d

The datasets are each outputted twice for the textured and un-textured background models, once with 

anti-aliasing and once without anti-aliasing� Figure 7·9 shows the non-anti-aliased dataset�

 As Blender allows for nearly any output type, it is decided that a perspective, rectilinear, lens 

model should be used� Although, as described previously, no lens artefacts will be incorporated into 

the actual output datasets, it is still required that the parameters mirrored the real-world as much as 

possible� To facilitate this, it is decided a focal length of 35mm will be used for the lens, with the 

sensor size emulating what would be seen on a real camera� In this case, it was initially emulating the 

base dimensions of the Arri® Alexa Digital Cinema Camera� Similarly to the lens and sensor models, 

it is decided to keep the outputted resolution the same as what is seen on a real-world camera� A 

GoPro® Hero 4 Black is chosen, resulting in the images having a resolution of 4000£3000 pixels� In 

keeping with the real-world GoPro® Hero 4 Black, and the already-applied sensor model, the pixel 

aspect-ratio (PAR) was kept 1:1, giving an image with a 4:3 aspect ratio� It is also decided to keep a 

lossless workflow from the Blender model to the outputted reconstructed models� To achieve this, the 

still images are outputted as uncompressed 8-bit TIFFs� This file format is able to be read correctly 

by all required software� To ensure a good overlap between the outputted images, a sampling-rate 

of one-hundred images per camera rotation is deemed sufficient� Because of the model requiring 

Figure 7·9   - The two modelling environments, showing the cube with a flat-background, A, and a crop of 
the texture, B, and the cube with a textured background, C, with a crop of the texture, D.

a b
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All datasets are dual-processed� They are processed in Agisoft Photoscan® and Pix4D Mapper® on the 

same computer using the default settings for each programme� Both programmes offer the ability to 

mask images if there are erroneous points reconstructed� This is required, and could be implemented, 

on the Pix4D models using the un-textured background, it also appeared to be required on the Agisoft 

models using the textured background, but, due to the background being textured, it was unable to 

be implemented� The masking solution on both programmes utilises edge-detection and is designed 

for smooth-gradient background removal� As the background is not a smooth gradient, and with it 

being in motion relative to the cube, it is impossible to mask the background on the Agisoft models�

Figure 7·10  - The camera paths visualised after initial reconstruction of the model, showing the two datasets 
which were combined to construct the complete cube.

To create the model, the images are processed with full-scale keypoint computation, as they are only 

twelve-Mega-pixel images, and half-scale point-cloud creation� Meshing throughout is undertaken 

with a 1,000,000 polygon limit and with an octree of 8� The ground-truth is taken from the Blender 

mesh and sampled to a point-cloud in CloudCompare producing a ground truth point-cloud which 

contains 4,999,997 points� The sampled mesh can be seen in Figure 7·11� Unlike previous analyses, 

the reconstruction quality will not show the median number of keypoints, keypoint matches or lens 

optimisation percentage variance as two different pieces of software are being used and those values 

are not all available for both pieces of software�

7·2  Results

two rotations, at 90° to one another, this resulted in a dataset of two-hundred images� The resulting 

reconstructed camera positions can be seen in Figure 7·10� 
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Figure 7·11  - The sampled Blender mesh used as the ground truth model.
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The first model to be analysed is the point-cloud Agisoft Photoscan® model without a background and 

without anti-aliasing� It contained 2,681,237 points and the point distribution graph can be seen in 

Figure 7·12�

Figure 7·12  - The Agisoft Photoscan® without a background without anti-aliasing point-cloud model 
compared against the ground truth model.

The point distribution in Figure 7·12 provides a shape parameter of 1·087821, with a scale parameter 

of 0·000285�

 The next analysis is conducted on the meshed Agisoft Photoscan® model without a background 

and without anti-aliasing� This model and the point distribution graph can be seen in Figure 7·13�
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Figure 7·13  - The Agisoft Photoscan® without a background without anti-aliasing meshed model compared 
against the ground truth model.

The point distribution in Figure 7·13 provides a shape parameter of 1·156157, with a scale parameter 

of 0·000247�

 The next analysis is conducted on the point-cloud Pix4D model without a background and 

without anti-aliasing� This model and the point distribution graph can be seen in Figure 7·14�
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Figure 7·14  - The Pix4D no background no anti-aliasing point-cloud model compared against the ground 
truth model.

The point distribution in Figure 7·14 provides a shape parameter of 1·041873, with a scale parameter 

of 0·000239�

 The next analysis is conducted on the meshed Pix4D model without a background and without 

anti-aliasing� This model and the point distribution graph can be seen in Figure 7·15�
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Figure 7·15  - The Pix4D without a background without anti-aliasing meshed model compared against the 
ground truth model.

The point distribution in Figure 7·15 provides a shape parameter of 1·199151, with a scale parameter 

of 0·000177�

 The next analysis is conducted on the point-cloud Agisoft Photoscan® model without a background 

and with anti-aliasing� This model and the point distribution graph can be seen in Figure 7·16�
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Figure 7·16  - The Agisoft Photoscan® without a background with anti-aliasing point-cloud model compared 
against the ground truth model.

The point distribution in Figure 7·16 provides a shape parameter of 1·039725, with a scale parameter 

of 0·000310�

 The next analysis is conducted on the meshed Agisoft Photoscan® model without a background 

and with anti-aliasing� This model and the point distribution graph can be seen in Figure 7·17�
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Figure 7·17  - The Agisoft Photoscan® without a background with anti-aliasing meshed model compared 
against the ground truth model.

The point distribution in Figure 7·17 provides a shape parameter of 1·134928, with a scale parameter 

of 0·000242�

 The next analysis is conducted on the point-cloud Pix4D model without a background and with 

anti-aliasing� This model and the point distribution graph can be seen in Figure 7·18�
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Figure 7·18  - The Pix4D without a background with anti-aliasing point-cloud model compared against the 
ground truth model.

The point distribution in Figure 7·18 provides a shape parameter of 1·142875, with a scale parameter 

of 0·000278�

 The next analysis is conducted on the meshed Pix4D model without a background and with anti-

aliasing� This model and the point distribution graph can be seen in Figure 7·19�
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Figure 7·19  - The Pix4D without a background with anti-aliasing meshed model compared against the 
ground truth model.

The point distribution in Figure 7·19 provides a shape parameter of 1·180347, with a scale parameter 

of 0·000210�

 The next analysis is conducted on the point-cloud Agisoft Photoscan® model with a background 

and without anti-aliasing� This model and the point distribution graph can be seen in Figure 7·20�

Figure 7·20  - The Agisoft Photoscan® with a background without anti-aliasing point-cloud model compared 
against the ground truth model.

The point distribution in Figure 7·20 provides a shape parameter of 0·908495, with a scale parameter 

of 0·000578�

 The next analysis is conducted on the meshed Agisoft Photoscan® model with a background and 

without anti-aliasing� This model and the point distribution graph can be seen in Figure 7·21�
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Figure 7·21  - The Agisoft Photoscan® with a background without anti-aliasing meshed model compared 
against the ground truth model.

The point distribution in Figure 7·21 provides a shape parameter of 1·397368, with a scale parameter 

of 0·000569�

 The next analysis is conducted on the point-cloud Pix4D model with a background and without 

anti-aliasing� This model and the point distribution graph can be seen in Figure 7·22�

Figure 7·22  - The Pix4D with a background without anti-aliasing point-cloud model compared against the 
ground truth model.

The point distribution in Figure 7·22 provides a shape parameter of 1·154600, with a scale parameter 

of 0·000312�

 The next analysis is conducted on the meshed Pix4D model without a background and without 

anti-aliasing� This model and the point distribution graph can be seen in Figure 7·23�
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Figure 7·23  - The Pix4D with a background without anti-aliasing meshed model compared against the 
ground truth model.

The point distribution in Figure 7·23 provides a shape parameter of 1·258887, with a scale parameter 

of 0·000239�

 The next analysis is conducted on the point-cloud Agisoft Photoscan® model with a background 

and with anti-aliasing� This model and the point distribution graph can be seen in Figure 7·24�
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Figure 7·24  - The Agisoft Photoscan® with a background with anti-aliasing point-cloud model compared 
against the ground truth model.

The point distribution in Figure 7·24 provides a shape parameter of 0·753042, with a scale parameter 

of 0·000431�

 The next analysis is conducted on the meshed Agisoft Photoscan® model without a background 

and with anti-aliasing� This model and the point distribution graph can be seen in Figure 7·25�
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Figure 7·25  - The Agisoft Photoscan® with a background with anti-aliasing meshed model compared against 
the ground truth model.

The point distribution in Figure 7·25 provides a shape parameter of 1·163763, with a scale parameter 

of 0·000342�

 The next analysis is conducted on the point-cloud Pix4D model with a background and with anti-

aliasing� This model and the point distribution graph can be seen in Figure 7·26�
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Figure 7·26  - The Pix4D without a background with anti-aliasing meshed model compared against the 
ground truth model.

The point distribution in Figure 7·26 provides a shape parameter of 1·1663721, with a scale parameter 

of 0·000211�

 The next analysis is conducted on the point-cloud Agisoft Photoscan® model without a background 

and with anti-aliasing� This model and the point distribution graph can be seen in Figure 7·27�
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Figure 7·27  - The Pix4D without a background without anti-aliasing meshed model compared against the 
ground truth model.

The point distribution in Figure 7·27 provides a shape parameter of 1·108929, with a scale parameter 

of 0·000202� These resulting shape and scale values can be seen in Table 7·1�

 The parameters calculated for the point distribution have also been graphed to analyse how the 

different parameters behave with regard to the reconstruction accuracy� The shape value of the Weibull 

distribution analysis can be seen in Figure 7·28�
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Model Shape Scale
Agisoft Point-Cloud With Background With Anti-Aliasing 0·753042 0·000431
Agisoft Mesh With Background With Anti-Aliasing 1·163763 0·000342
Agisoft Point-Cloud Without Background With Anti-Aliasing 1·039725 0·000310
Agisoft Mesh Without Background With Anti-Aliasing 1·134928 0·000242
Agisoft Point-Cloud With Background Without Anti-Aliasing 0·908495 0·000578
Agisoft Mesh With Background Without Anti-Aliasing 1·397368 0·000569
Agisoft Point-Cloud Without Background Without Anti-Aliasing 1·087821 0·000285
Agisoft Mesh Without Background Without Anti-Aliasing 1·156157 0·000247

Pix4D Point-Cloud With Background With Anti-Aliasing 1·166372 0·000211
Pix4D Mesh With Background With Anti-Aliasing 1·108929 0·000202
Pix4D Point-Cloud Without Background With Anti-Aliasing 1·142875 0·000278
Pix4D Mesh Without Background With Anti-Aliasing 1·180347 0·000210
Pix4D Point-Cloud With Background Without Anti-Aliasing 1·154600 0·000312
Pix4D Mesh With Background Without Anti-Aliasing 1·258887 0·000239
Pix4D Point-Cloud Without Background Without Anti-Aliasing 1·041873 0·000239
Pix4D Mesh Without Background Without Anti-Aliasing 1·199151 0·000177

Table 7·1   - Summary of Shape and Scale values.
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Figure 7·28  - The shape values of the Weibull distribution analysis.

Figure 7·28 shows the shape parameter values� There is no specific trend discernible from this data, 

however there are two outlying results with the Agisoft point-cloud with background with anti-aliasing 

model and the Agisoft mesh with background without anti-aliasing model� These models both show 

noise and reconstruction errors on the point-cloud models� A better trend in the data can be seen in 

the scale parameters� The combined scale parameters can be seen in Figure 7·29�
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The scale parameters are shown in Figure 7·29 and show a more clearly discernible trend in the 

datasets� There is an increase in reconstruction quality (lower scale values) trending to the datasets 

with no background and no anti-aliasing� It should be noted, however, that the change in scale values 

across the datasets is so minute and already so low that any of the reconstructions are of an acceptable 

quality� The Agisoft point-cloud and mesh with a background without anti-aliasing dataset produced 

the worst reconstruction from the datasets, this is noticeable from the point-cloud, Figure 7·20, where 

erroneous point can be seen in the reconstruction�

Figure 7·29  - The scale values of the Weibull distribution analysis.

In this analysis, none of the reconstructions are inherently bad, with most reconstructions producing 

sub-1·3 shape values and sub-0·0004 scale values, but some are better than others� There is a general 

trend in the data showing the datasets without a background and without anti-aliasing to be the ones 

7·3  Summary
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producing the best reconstructions� The actual difference in the values produced for the scale parameter 

are so inconsequential and small it can be argued every type of data acquisition will provide a good 

set of results and it does not matter in what situation the data is acquired� This shows that modelling 

objects in-situ, when the natural background to the object is most likely having to be used, will not 

result in a worse reconstruction than a model created from a specialist flat-background light tent� It 

also shows that although cameras are available without an anti-aliasing filter, the reconstruction will 

not be compromised using a standard camera with anti-aliasing� 

 This testing shows the software used for the reconstruction is producing acceptable results with 

regard to the accuracy of the reconstructed geometry� This investigation completes the chapters 

examining the input data and processing of the models, however one aspect of the modelling has not 

been tested: stitching� The stitching of datasets is required to make a contiguous model of a site� This 

is required for the models of the outdoor environment at The Royal Palace and Tombs of Aigai as 

well as the subterranean environment at Scladina� This testing is continued in Chapter Eight�
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An opportunity is taken to test the UAV data capture techniques in an outdoor environment� This 

means the lighting parameter could be effectively ignored as, with it being a sun-lit environment, 

there will always be sufficient illumination� This testing is undertaken at the Royal Palace and Tombs 

of Aigai in Vergina, Greece� A UAV-mountable camera has to be selected and, in keeping with the 

prior testing, a GoPro® Hero 4 Black is chosen� This is a lightweight camera which does not drastically 

impact the flight time of the UAV� The object of this testing is to examine the behaviour of the 

camera settings in a well-lit environment, but also to have a resulting model of the site which could be 

used in a virtual-reality (VR) game engine� Because of this requirement for use in a VR game engine, 

it is decided the camera settings should favour colour accuracy of the mesh as opposed to absolute 

accuracy of the model geometry� This means the camera is using settings which lock the white balance 

and provides a flat colour profile� This flat colour profile is used when a post-processing ability is 

required or wanted as it maintains some shadow and highlight detail in the compressed image which 

would be lost if it were recording normally� The only down-side to the flat recording mode is that 

it requires extra processing on a computer to bring the colours back to how they are in real life� An 

example of this colour correction in the daylight-lit environment can be seen in Figure 8·1�

Flying outdoors allowed the GPS stabilisation to be utilised as well as a system known as 

first-person-view (FPV)� This FPV system allows the UAV pilot to fly from the perspective of the UAV 

by using the on-board GoPro® camera and broadcasting a video feed to video goggles� This technique 

allows the pilot to view exactly what is being recorded in the dataset and so can manipulate the flight 

accordingly to ensure full coverage for the model� The equipment required for the flights and a view 

of the FPV pilot and a spotter (co-pilot, someone who can keep an eye on the surrounding area and 

airspace to alert the pilot to anything they cannot see) can be seen in Figure 8·2�

a b

Figure 8·1   -  The original ProTune recording, A, and a colour-corrected version of the image, B.

8 Superterranean Modelling and 
the Return Trip to Scladina

8·1  Superterranean Modelling at Aigai
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Figure 8·2   -  The equipment required for flying (sans-batteries), A, and the FPV pilot (white T-shirt) and 
the UAV spotter (red T-shirt), B.

The site to be covered by the UAV is very large, approximately 1·2km², and requires multiple flights 

resulting in multiple models� This allows practice and testing for the best ways to stitch individual 

models together to minimise errors while having a well-lit dataset� The extent of the site and modelling 

locations can be seen in Figure 8·3�[¹³⁶]

Figure 8·3   - A map of the ancient ruins of The Royal Palace and Tombs of Aigai, with modelled 
sites labelled.
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To capture the data, it  is decided to use the video recording� In the previous testing during Chapter 

Five, it was noted that the reconstruction quality difference was not significant between the video 

and still-photograph models produced by the GoPro®, so the additional overlap afforded by the video 

will ensure nothing is missed on the model� As the model is to be created for use in a game engine, 

the texture quality and colour are of greater importance than model reconstruction accuracy� Because 

of this, the video recording mode used is ProTune� This allows the colour of different flights to be 

matched to create a seamless, continuous model� A resolution of 3840£2160 was chosen with a 

frame-rate of 25fps, recording in progressive scan� A view of this model can be seen in Figure 8·4�

Figure 8·4   - A model of the site of The Royal Palace and Tombs of Aigai showing the camera paths and 
point-cloud overlaid with the mesh, A, and the mesh, B.

a

b
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The model consists of nine low-altitude, under 20m, flights� This results in nine individual models 

which need to be stitched together� As it is only possible to reconstruct what is seen by the camera, 

there are areas of shadow which are not reconstructed� These areas are a result of the camera not 

having a full view of the object/scene and are usually in areas away from where it is permitted to fly� 

There are large areas of the town which are not flown over, as it is illegal, and because the cameras 

would have captured personal data about the residents� Because of this, the flying is restricted to only 

be over the fields and Palace ruin� The Palace ruin model can be seen in Figure 8·5�

Figure 8·5   - A view of the Palace ruin model.

The Palace ruin is the main focus of the model, however the other sites are modelled to give the Palace 

context� This is especially important when it came to the immediate landscape, with the Acropolis 

and hillside directly behind the Palace and the valley to the side� The valley model can be seen in 

Figure 8·6�
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An accurate reconstruction of the surrounding landscape is important for the geographic context 

of the Palace� The valley reconstruction seen in Figure 8·6 can be compared against a real-world 

photograph of the area to see how realistic the textured mesh is� This real-world photograph can be 

seen in Figure 8·7�

Figure 8·6   - A view of the valley model.

Figure 8·7   -  A real-world photograph of the valley.

The use of FPV flying, the GoPro® ProTune colour mode and video recording all combined to ensure 

a high-quality model was produced for the game engine� The additional post-processing work is 
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This testing showed that good lighting is imperative to acquiring good models� The bright sunlight 

allowed the GoPro® camera to capture at a high shutter speed, resulting in it exhibiting no motion 

blurring� Good, sharp images are also required for stitching the models together, this is because when 

the tie-points are marked on images which exhibit less blurring, the greater the precision of the tie-

points� The added overlap afforded by the use of video recording also proved to be beneficial� All 

these aspects combine to produce a model which looks cohesive and continuous, with the exception 

of the areas which could not be flown and therefore not reconstructed� The use of the ProTune 

colour profile allows the individual models to be colour corrected so they blended together, ideal 

in this scenario for using the model in virtual-reality� Using ProTune to maintain a high bitrate 

for the video ensures the minimum-possible compression is used on the video frames, this aids in 

creating a more robust reconstruction�

8·1·1  Summary

required to correct the colour and ensure that all models matched, irrespective of whether they were 

captured on the same day or in exactly the same lighting conditions�

After the initial visit and modelling attempt at Scladina in 2015, a series of return visits are made� 

These are conducted after the testing is concluded and all knowledge gained during that period is 

carried forward� There is a balance, however, required between the speed of capture and the quality 

of the dataset� This balance focussed on light set-up time and capture time� The decision is taken to 

keep using the UAV with custom lighting� This decision is taken because the UAV provides a useful 

platform in reaching areas which would otherwise have to be accessed with a tripod, potentially causing 

damage to a delicate archaeological site as the camera and tripod would be physically interacting with 

the site� Certain areas of the cave are also too high to reach with a camera atop a tripod, necessitating 

the use of a UAV to reach them� Architectural design improvements to the capture system on the 

UAV have to be undertaken, as a result of the 2015 Scladina model being only reconstructed on the 

walls, not the floor or ceiling� The design improvements mean the payload mass is tripled as a result 

of two extra cameras� The UAV will now capture the floor, walls and roof in one action� These extra 

camera points can be seen in Figure 8·8�

8·2  Return Trip to Scladina
8·2·1  UAV Data Capture Design Improvements
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Figure 8·8   - The updated UAV carrying three cameras, the gimbal camera, 1, the down-facing camera, 2, 
and the up-facing camera, 3.

1

2

3

The UAV now has three GoPro® Hero 4 Black cameras, all recording with the same settings� Two of 

the cameras have vibration dampening, the gimbal (forward) camera and the top camera, however the 

bottom camera is hard-mounted to the leg frame� The top camera is connected to the anti-vibration 

plate using Velcro® to ensure it did not come loose from the plate� The bottom camera is mounted 

using an interference fit, to allow the camera to become loose in the event of a crash so as to not 

damage the lens� A detailed view of this hard-mounted bottom camera can be seen in Figure 8·9�
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The UAV is further modified to incorporate a GPS antenna (Global Positioning System) to facilitate 

outdoor flying� Because the GPS antenna would be interfering with the view of the top-facing camera 

if it were in use, it is attached using a collapsible mount� At this time, it is also decided to increase the 

stability of the UAV by using longer arms� The updated UAV with GPS antenna, cameras and longer 

arms can be seen in Figure 8·10�

Figure 8·9   - A close-up of the  down-facing camera mount.

Figure 8·10  - The UAV with the new arms and GPS antenna.
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To ensure flexibility of the device, the GPS antenna is made to be foldable� This enables the UAV 

to be flown in areas requiring the top-facing camera� The view from the top-camera will be partially 

obscured when the antenna is up� This folding antenna is shown in Figure 8·11�

The UAV has changed from a 550 to a 650 UAV, with the maximum distance between opposite 

motor centres becoming 650mm� This width increase results in the UAV becoming more dangerous 

in a confined environment� The added stability helped to negate some of that danger, but the confined 

environment of the cave is a complex piloting exercise�

a b

Figure 8·11  - The foldable GPS antenna shown in the upright-position, A, and the down-position, B.

The requirement for this data capture is to get good colour accuracy and an even colour tone 

throughout the cave, not the explicit accuracy of the model� No geometric morphometrics would 

be undertaken on the model itself as it is to be used as a visual aid, resulting in the requirement for 

a good, but not perfectly accurate, base model� The requirement for accuracy came with the texture 

overlay of the model� This means an emphasis will have to be placed on data capture for the texture 

of the mesh, not the accuracy of the point-cloud� Using the previous analyses, it is decided to utilise 

GoPro® video, using the ProTune setting with a raw white balance and recording at 3840£2160p 

25fps� This allows for the data to be captured as is with no automatic white balance correction� The 

issues caused by automatic white balance correction can be seen in Figure 8·12 where a green field 

changes to a yellow-green because of the white balance compensation�

8·2·2  Data Capture

This white balance correction is a result of the camera thinking the lighting condition has changed 

because of there being only a singular colour in the frame and so it tries to compensate� It is imperative 

this white balance correction does not happen when capturing data in the cave� As a result of the 

Figure 8·12  - The automatic white-balance compensation over a green grass field.
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a b

Figure 8·13  - The different GoPro® camera modes, normal ‘GoPro® Colour’, A, ProTune with raw white 
balance, B, and a post-processed colour-corrected ProTune image.

The reconstruction of the cave is aided by the use of LED floodlights� These LED floodlights 

provide a neutral daylight (6000K) temperature of light, which allows the sediment colours to be 

recorded accurately� Each of these new LED luminaires has a light output of 4000lm� There are 

issues which can arise from using LED light sources, however� An unintended side-effect of using AC 

powered LEDs can be seen in Figure 8·14�

GoPro® capture settings, the data required post-processing to correct the white balance and tone of 

the images� An example of the colour-corrected frame from the cave can be seen in Figure 8·13�

Figure 8·14  - The effect of LED illumination inside the cave with strobing present, A, and no strobing 
present, B.

a b

Figure 8·14A shows motion blur with noticeable banding and repeating in the image, as opposed 

to the smooth motion blur seen in Figure 3·11� The banding is caused by the type of light being 

used, in this case mains-powered LED luminaires� Unlike incandescent light sources, LEDs require 

the Alternating-Current (AC) input signal to be rectified to a Direct-Current (DC) signal� The AC 

signal can undergo half-wave or full-wave rectification� A diagram of this can be seen in Figure 8·15�
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Figure 8·15  - The input AC signal, A, and full-wave rectified DC signal, B.

This pure rectification results in a strobe-like effect because of the LED being switched on and off at 

50Hz or 100Hz, depending on whether it is half-wave or full-wave rectification� Full-wave rectification 

is shown in Figure 8·14B� This strobe effect can be mitigated by the use of capacitors to provide power 

when the voltage drops to zero, providing a near-linear DC signal� Although the non-smoothed 

rectification is an issue in fast-moving scenarios, so long as the UAV does not make any sudden 

movements and the flight is smooth there are no issues� This can be observed in Figure 8·14B which is 

a still frame from the same video but it does not exhibit the strobe motion-blur seen in Figure 8·14A� 

The effect of a fast shutter-speed can be seen in Figure 8·16, where a DSLR was taking the photograph 

in a well-lit region� The resulting effect is the same as when flashguns are out of sync with the shutter�
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There are many positive factors which outweigh the strobing artefact and show LED luminaires 

to be a good source of illumination� These include the controllable colour temperature, as in they 

have a nominal colour temperature from the factory and daylight (6000K) LED panels are readily 

available� Using a daylight-equivalent light source results in no colour biasing when recording the 

data and allows for easier post-capture correction, if required� There is also the advantage of power 

consumption, being only 40W the LED panels have considerably less power draw than the 500W 

tungsten-halogen lights used in the original cave visit� The lower power draw results in cooler lights 

(heat-wise), allowing them to be easier to move, and it allows for more lights to be used without the 

risk of overloading the system� To mitigate the issue caused by the strobing, the flights were conducted 

to be as smooth as possible� The additional stability provided by the larger UAV aided this� For 

context, the larger UAV being flown in the cave is shown in Figure 8·17 with the lighting array visible�

Figure 8·16  - The effect of LED illumination on a fast shutter speed.



194

Figure 8·17  - The larger 650-UAV being flown in the cave during a recording for a documentary piece for 
EuroNews.

As the videos are all recorded using the same settings and in similar lighting conditions, they can 

all be processed the same way� A colour-correction profile is created for the video which enables 

the natural colours to return� This is created in Adobe® Premiere Pro CC2015 and is applied to 

the videos non-destructively�

 As with the previous model of the cave, the video data is extracted at a sample-rate of 1fps� The 

frames are saved as JPEG images at the video resolution of 3840£2160� The data consists of seven 

flights, with twenty-one datasets� The JPEG datasets are processed in Pix4D Mapper® 3·2·23 using 

the in-built lens-profile for the GoPro® Hero 4 Black 2160p video frames� In total, 3,366 frames are 

used to create the model of the cave and, using the default processing options of full-image scale for 

the keypoints and half-image scale for the point-cloud, the point-cloud densification created a model 

with 108,543,288 points� From this point-cloud, a mesh is created using the medium-resolution mesh 

settings of an octree of 12 and a surface texture resolution of 8192£8192�

The efficacy of having two extra cameras on the UAV can be determined by examining the resulting 

model� The main purpose of having the extra cameras is to create a more-complete model by removing 

the holes in the original 3-D model seen on the ceiling and floors of the cave, they are the result of a 

lack of data in those regions� A comparison between the two models can be seen in Figure 8·18�

8·2·3  Processing

8·2·4  Results

© 2017 DigiArt Project
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Figure 8·18  - A comparison between the textured models of the 2015 Scladina cave model, A, and the 2017 
Scladina cave model, B.

Figure 8·18 shows a great difference in the visual texture quality, demonstrating the better, more 

consistent, lighting� The cave can now be seen in its natural colours, with the daylight LEDs in Figure 

8·18B giving far more natural illumination compared the tungsten floodlights in Figure 8·18A� The 

visual comparison between the models does not really show whether there are holes in the 2017 

model, this can be seen in the un-textured models in Figure 8·19�
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Figure 8·19  - A comparison between the un-textured models of the 2015 Scladina cave model, A, and the 
2017 Scladina cave model, B.

Figure 8·19 shows a good comparison between the two models� With the models being un-textured it 

means the holes and reconstruction errors can be more-easily seen as the interior surface of the mesh 

is coloured Green, with Cyan representing the exterior surface� The three-camera system proved its 

efficacy with no holes being shown in the 2017 model� The effective triplication of the data required 

b

a
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far more processing than the 2015 model, however the resulting lack of errors and missing data proved 

it to be the best-choice in-the-field� The overall capture time in the cave is not significantly increased, 

with more focus placed on the lighting than the actual flight� Ensuring even illumination for the 

walls, floor and ceiling in the area being recorded is both feasible and required given the additional 

luminaires available and the need for uniform texture colour�

 A comparison of the reconstructions of the Scladina cave shows a better overall reconstruction 

for the 2017 model, not only with better coverage, but the model geometry itself is closer to the 

real-world geometry� These comparison models can be seen in Figure 8·20�
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The red sections in Figure 8·20 are sections which do not appear on both models� This highlights the 

better coverage seen in the 2017 model� The remainder of the model should, however, be indicated 

with a blue colour� Blue denotes there is no, or very little, change between the models� The green 

showing on both models indicates that the particular section of the model is reconstructed in both 

Figure 8·20  - A comparison between the 2015 and 2017 models of Scladina showing the top, A, right, B, 
left, C, and bottom, D.
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As with the Aigai model, the Scladina 2017 model benefited from having good lighting� The neutral 

colour-temperature of the lighting allowed the data to be colour-corrected to ensure accurate colours 

from the GoPro® camera� The different recording modes on the GoPro® also enabled a higher-quality 

dataset which showed its benefits when comparing the 2017 model to the geometric distortion 

seen on the 2015 model� The addition of two extra cameras ensured complete coverage of the cave 

with no additional acquisition time required�

 The increase in coverage is hugely beneficial for the creation of virtual reality models and for 

scientific use by the archaeologists as a record of the cave as-is during the excavation, however it does 

not properly show the desired clarity by way of the individual strata� It is decided to further investigate 

various methods to achieve this increase in strata clarity� These methods are examined in Chapter Nine�

8·2·5  Summary

models but there is a difference in its location� This is particularly evident towards the left-hand 

side of Figure 8·20A� The entrance was poorly reconstructed in the 2015 model and exhibited large 

geometric distortions not seen in the 2017 model� There is a 30·8% increase in the coverage from the 

2017 model over the 2015 model�
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The 3-D model of the Scaldina cave gives context for the strata in its surroundings, but it does not give 

the wanted increased clarity for the strata� The clarity of the strata is important for Archaeologists to 

record dates of discoveries and to separate the depositions� In order to provide this increased clarity, 

it is decided to examine the acquisition of the data to determine if anything can be done�

 The images are captured with photographic cameras, so initially the camera is the focus of the 

examination, along with the stratigraphic profile� Digital images are, for the most part and specifically 

in this instance, recorded using Red, Green and Blue wavelengths of light� The images are also displayed 

in the RGB colourspace� For the initial experiments, the Panasonic® GH4 camera is used� Given this, 

it is important to examine how the stratigraphic profile looks to a camera� In order to eliminate any 

local fluctuations in the colour or brightness, and to get a more even representation of the stratum 

colour, the image is processed using a Gaussian-blur� A 30-pixel blur-radius is determined to be the 

best value to remove local fluctuations while not causing the rock colour to bleed into the sediment� 

The Gaussian-blur initiates an averaging field over a specific number of pixels� The averaging field 

averages all the pixel colours and intensities to create a blurred image� A Gaussian-blur is implemented 

as it acts as an optical low-pass filter, removing noise from the image� This can be seen in Figure 9·1�

a

c

b

d

Figure 9·1   - The colour makeup of a stratum, shown in the original RGB image, A, the Gaussian-blur 
image with highlighted region, B, the colour of the highlighted region, C, and chart showing 
a graphical representation of the RGB values of the region, D.

Red: 196, Green: 165, Blue: 117
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9 Strata Identification
9·1  Development of an Image Processing Method
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The analysis of the colour on the wall shows the lack of Blue light being reflected off the stratigraphic 

profile compared with the Red and Green wavelengths� Therefore, it is concluded that isolating the 

Blue light with a filter or the Blue channel within the camera could accentuate the differences in strata 

colour as it is the most-absorbed colour� This is verified by two different experimental procedures� The 

first experiment utilises a Baader 400-475nm wavelength pass-through physical glass filter deployed 

over the front of the lens to block all wavelengths except the 400-475nm Blue light� The second 

method utilises the RGB colour images produced by the camera� Machine vision is used to extract 

the Blue colour plane from the RGB image� These images were captured by the camera as RAW files 

and then processed in Adobe® Photoshop Lightroom® 7·0·1·10 to ensure correct whitebalance and to 

keep the work-flow uncompressed� The colour plane is extracted using MATLAB® R2018a with the 

machine vision toolkit by indexing the input image as an array� A comparative sample of the results 

from these techniques can be seen in Figure 9·2�

a b

Figure 9·2   - The Blue filter, A, and Blue channel extract, B.

Both of these techniques are used to create datasets which can be used to reconstruct a 3-D model of 

the profile using the default processing options in Pix4D Mapper®, full-image keypoint computation, 

half-image point-cloud reconstruction and a medium-resolution mesh output� The resulting 

textured-mesh models can be seen in Figure 9·3�
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a

b c

Figure 9·3   - The reconstructed models showing the RGB texture, A, the Blue channel extract, B, and the 
Blue filter model, C.

There are slight differences in the results between the two methods, but this can be traced to the glass 

filter being very directional, causing vignetting on the edge of the image� It should also be noted that 

the full RGB image required a six-second exposure to be properly exposed, whereas the glass-filter 

image required a sixty-second exposure� The reason for this long exposure time is the result of the 

camera taking the images in a dimly-lit environment, with the cave being illuminated by the built-in 

fluorescent strip lighting (Sylvania T8)� The camera is also shooting at the lowest sensitivity of ISO 

100 to reduce image noise and with the lens aperture reduced to ƒ/8 to ensure the image depth-of-field 

is such that everything captured is in focus� There are no dedicated lighting rigs set up when capturing 

this dataset, only the pre-installed cave lighting is used� With these initial results, it is decided to 

investigate the post-processing method more thoroughly� There are several reasons for considering 

this method over continuing with the physical-filter technique� These include the benefit of it being 

able to be used on previously-recorded data and no requirements for special or extra equipment 

in-the-field� The post-processing method is also camera-independent as it works on any RGB image, 

so can also work on historical colour film photographs if they are digitised� There not being a 

sufficiently noticeable difference between the physical filter dataset and the Blue channel extraction 
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Having an individual channel did not increase the visibility of the strata, however it shows a potential 

as a starting point� Instead of examining the colour channels individually, it is decided to investigate 

how the channels interact with each other� This initial version of the technique focusses on the Blue 

channel individually as a follow-on from the ideas behind the previous experiment� 

The Blue channel is examined in the context of how it compares with the Red and Green channels� 

This context manifests as a numerical difference in the pixel intensity value between the Red & Blue 

channels and the Green & Blue channels, a graphical representation of which can be seen in Figure 9·4�

9·2  Blue Channel Extraction Optimisation and 
Initial Version

dataset is also a factor in deciding to continue with the post-processing method� Another advantage 

is that this technique allows for the collection of one dataset only for both textures (photo-realistic 

RGB and the extracted Blue channel)�

To investigate this pixel intensity value difference, a process has to be devised� The resulting procedure 

uses a full-colour RGB image and splits it into the individual channels� The Red and Green channels 

are then inverted so the 8-bit 0-255 intensity values become 0-(-255)� This is different from making 

the images negative, as a negative image still resides as a 0-255 8-bit image� The resulting inverted 

Red and Green channels are then added back to the Blue channel� Two copies of the Blue channel 

are used meaning the Red-Blue and Green-Blue differences are still separate at this point� These two 

images are then added together to create the final difference image� A diagrammatic version of this 

process can be seen in Figure 9·5�

Figure 9·4   - Red & Blue, Green & Blue pixel intensity differences.

Red & Blue, Green & Blue difference
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Figure 9·5   - A diagram of the channel difference algorithm.
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This was written in MATLAB® and the code is given as:

1  img  = imread('Difference_Input.tif'); % Read image

2  red  = img(:,:,1); % Red channel

3  green = img(:,:,2); % Green channel

4  blue  = img(:,:,3); % Blue channel

% Unsigned 8-bit to signed 16-bit conversion to allow negatives

5  green_signed = int16(green);

6  red_signed  = int16(red);

% Inverting the Red and Green arrays

7  green_INV = (-green_signed);

8  red_INV  = (-red_signed);

% Making the difference array but taking the absolute value to 

convert resultant negative values to positive

9  gb_diff   = uint16(abs(blue_signed + green_INV));

% Determining the maximum and minimum values in the arrays

10  gbmin   = double(min(gb_diff(:)))/255;

11  gbmax   = double(max(gb_diff(:)))/255;
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% Scaling the array to populate the full 16-bit range then 

restricting it to 50% of the range

12  gbrescale = imadjust(gb_diff,[(gbmin) (gbmax)],[0 0.5]);

% The same process repeated for the Red channel

13  rb_diff   = uint16(abs(blue_signed + red_INV));

14  rbmin   = double(min(rb_diff(:)))/255;

15  rbmax   = double(max(rb_diff(:)))/255;

16  rbrescale = imadjust(rb_diff,[(rbmin) (rbmax)],[0 0.5]);

% Combining the difference images and converting the array to 

unsigned 8-bit integers

17  gb_rb_diff = uint8(gbrescale + rbrescale); 

% Outputing the resulting processed data

18  Output = mat2gray(gb_rb_diff);

19  figure;

20  imwrite(Output, 'Difference_Output.tif');

This process is tested with images containing specific colours� The test-card used is an X-rite 

ColorChecker passport and can be seen in Figure 9·6�
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b

Figure 9·6   - The X-rite colour chart before processing, A, and after processing, B. The colour block matrix 
is labelled alpha-numerically, with numbers being used for the columns (increasing left-to-
right) and the alphabet being used for the rows (increasing top-to-bottom), resulting in the top 
left square being A1 and the bottom right square being D6.

Figure 9·6B shows the algorithm to be working as expected� The greyscale squares (top-row A1-A6) 

all appear black because there is no change between the channels, being grey the RGB values are 

identical� The largest difference appears with the Yellow square, B3, because this contains the largest 

difference between Red & Blue and Green & Blue because there is no Blue present� This results in 

a 100% difference value for both the Red & Blue and Green & Blue differences� To test the efficacy 
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Figure 9·7   - The RGB full-colour image, A, and the processed version, B.

Although Figure 9·7B shows certain aspects of the strata more clearly, the context the dataset is 

captured to provide is missing� The remaining images are processed and used to create a 3-D model of 

the profile� This model can be seen in Figure 9·8�

a b

of the algorithm, a previously-acquired dataset is processed and used to create the 3-D mesh texture 

overlay� An example of the pre and post-processed images can be seen in Figure 9·7�
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Figure 9·8   - The stratigraphic profile as recorded in full-colour RGB, A, and after processing with the 
difference algorithm, B.

For a side-by-side comparison, a split-screen model diagram is created, with the original full-colour 

model, the original Blue-only channel process and the new difference image technique side-by-side� 

This can be seen in Figure 9·9�
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Figure 9·9   - The stratigraphic profile seen in Figure 9·8 with comparative overlays showing the full-colour 
RGB, a monochromatic Blue channel and the two-channel difference process.

Full Colour Blue Channel Two-channel Difference

This difference overlay provides clarity to the strata, which, although visible in the original full-

colour model, have become much more prominent in the stratigraphic profile� The difference model 

is examined against recordings taken during visual field observations of the profile� It is decided that 

making a more-robust and universal version of the process would be beneficial�

Having the process restricted by maintaining the Blue Channel as the crux of the algorithm proved to 

be limiting, so it is removed in favour of having greater flexibility� The basic processing steps are kept, 

however, but an additional step examining the difference between the Red and Green channels is 

added� This additional step resulted in three difference channels being added into the final difference 

image, Red & Green, Red & Blue and Green & Blue� This step is amended to the two-channel code 

written in MATLAB®, the code is given as:

1  img  = imread('Difference_Input.tif'); % Read image

2  red  = img(:,:,1); % Red channel

3  green = img(:,:,2); % Green channel

4  blue  = img(:,:,3); % Blue channel

% Unsigned 8-bit to signed 16-bit conversion to allow negatives

5  blue_signed  = int16(blue);

6  green_signed  = int16(green);

7  red_signed   = int16(red);

9·3  Final Process Version
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% Inverting the Red, Green and Blue arrays

8  blue_INV  = (-blue_signed);

9  green_INV = (-green_signed);

10  red_INV  = (-red_signed);

% Making the difference array but taking the absolute value to 

convert resultant negative values to positive

11  gb_diff   = uint16(abs(blue_signed + green_INV));

% Determining the maximum and minimum values in the arrays

12  gbmin   = double(min(gb_diff(:)))/255;

13  gbmax   = double(max(gb_diff(:)))/255;

% Scaling the array to populate the full 16-bit range then 

restricting it to 33% of the range

14  gbrescale = imadjust(gb_diff,[gbmin gbmax],[0 0.33]);

% The same process repeated for the Red & Blue channels

15  rb_diff   = uint16(abs(blue_signed + red_INV));

16  rbmin   = double(min(rb_diff(:)))/255;

17  rbmax   = double(max(rb_diff(:)))/255;

18  rbrescale = imadjust(rb_diff,[(rbmin) (rbmax)],[0 0.33]);

% The same process repeated for the Red & Green channels

19  rg_diff   = uint16(abs(green_signed + red_INV));

20  rgmin   = double(min(rg_diff(:)))/255;

21  rgmax   = double(max(rg_diff(:)))/255;

22  rgrescale = imadjust(rg_diff,[(rgmin) (rgmax)],[0 0.33]);

% Combining the difference images and converting the array to 

unsigned 8-bit integers

23  gb_rb_rg_diff = uint8(gbrescale + rbrescale + rgrescale); 

% Outputing the resulting processed data

24  Output = mat2gray(gb_rb_rg_diff);

25  figure;

26  imwrite(Output, 'Difference_Output.tif');
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To verify the MATLAB® code is processing the images in an expected manner, the process is replicated 

in an independent programme, Adobe® Photoshop CS6� The first difference channel comparison, 

Green & Blue, can be seen in Figure 9·10�

Figure 9·10  - The Green & Blue difference image showing the MATLAB® output, A, and the Photoshop 
output, B.

a b

The next difference channel comparison, Red & Blue, can be seen in Figure 9·11�

a

a

b

b

Figure 9·11  - The Red & Blue difference image showing the MATLAB® output, A, and the Photoshop 
output, B.

Figure 9·12  - The Red & Green difference image showing the MATLAB® output, A, and the Photoshop 
output, B.

The next difference channel comparison, Red & Green, can be seen in Figure 9·12�

The comparison of the combined difference channels can be seen in Figure 9·13�
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a b

Figure 9·13  - The combined difference image showing the MATLAB® output, A, and the Photoshop 
output, B.

A comparison of the processes is required� This is conducted on the combined difference image and 

the MATLAB® code is given as:

1  MATLAB   = imread('Matlab_Output.tif');

2  Photoshop = imread('Photoshop_Output.tif');

3  Difference = int8(MATLAB) - int8(Photoshop);

4  Maximum  = double(max(abs(Difference(:))))

5  Output   = mat2gray((abs(Difference)));

6  figure;

7  imwrite(Output, 'Comparison_Output.tif');

>> Comparison

Maximum =

     0

This gives the maximum array value difference between the two images as 0, meaning there is no 

difference between the images� This analysis proves the MATLAB® code is working as expected� To 

accentuate the mid-tone differences, a tonecurve is applied to the final difference image� This is a 

variable step, however, and requires tuning to get the best visual clarity on the data�

 Although the additional Red & Green processing step will provide greater flexibility for the 

application of the process, it resulted in minimal change from the two-channel process� This holds 

especially true for datasets where there is minimal contrast between the Red and Green channels� A 

comparison which shows this minimal change in the outputs can be seen in Figure 9·14�
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Figure 9·14  - The three-channel difference process run on the chart shown in Figure 9·6A.

A comparison of the two and three-channel processes can be seen in Figure 9·15�

Figure 9·15  - A comparison between the two-channel difference process, left columns, and three-channel 
difference process, right columns. The colour block matrix is labelled alpha-numerically, with 
numbers being used for the columns (increasing left-to-right) and the alphabet being used for 
the rows (increasing top-to-bottom), resulting in the top left square being A1 and the bottom 
right square being D6.

The new process has made some of the darker colour squares change, becoming lighter, for example 

square D1, and some of the lighter squares becoming darker, notably the yellow square B3� This is a 

result, in the case of square B3, from having 100% intensity of difference between Red & Blue (50% 

of the intensity) and Green & Blue (50% of the intensity) reducing to only a 66·6% intensity of 
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difference between Red & Blue (33·3% of the intensity), Green & Blue (33·3% of the intensity) and 

Red & Green (0% of the intensity)� An example of the stratigraphic profile, split for comparison, 

can be seen in Figure 9·16, with the full colour model being shown, the Blue monochrome channel, 

the Red & Blue and Green & Blue difference map and the final Red & Green, Red & Blue and 

Green & Blue difference map�

Figure 9·16  - The stratigraphic profile seen in Figure 9·8 with comparative overlays showing the full-colour 
RGB, a monochromatic Blue channel, the two-channel difference process and the three-
channel difference process.

Full Colour Blue Channel Two-channel 
Difference

Three-channel 
Difference

The three-channel process shows minimal difference in the context of the cave compared with the 

two-channel difference� Part of this can be explained by the colour of the wall, having a minimal 

difference between the Red and Green channels, and part by the dataset used in the analysis� While 

this dataset is perfectly acceptable for the original intention of making a 3-D model, the method 

of capture, hand-held with an ISO speed and shutter speed to facilitate handhold-ability, proved 

adequate-but-not-good for the difference process� The main issue is with the moderate ISO speed, 

ISO 800, used to capture the data� This is not excessive in its own right, but it does have an effect of 

exhibiting sensor noise on the images� This reduces the overall dynamic range and recoverable bit-depth 

of the resulting RAW files� It is then decided to create a new, high-quality dataset (high-resolution 

and low-noise) to increase the performance of the difference algorithm�

 The new dataset is captured using the Nikon® D850 and the NIKKOR AF-S 16-35 ƒ/4 G ED VR 

lens� This is a tripod-based dataset to ensure no motion blur and so that the camera and lens are used 

at their optimal settings� The stratigraphic profile chosen for the new dataset is illuminated using an 

array of static LED luminaires at a rated 40W, they also have a nominal 6000K colour-temperature, 

ensuring the light is of a neutral daylight colour� The dataset is captured using the Camera RAW 

option in the D850 and at the full resolution of 45·75 (8288£5528) mega-pixels� The lens is set to 

16mm and ƒ/8� The camera is placed approximately one metre from the stratigraphic profile while 
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capturing the data, following an array of 9£4 images for the body of the dataset and 6£1 for the lowest 

level of images� The dataset is processed using half-image scale keypoint computation, half-image scale 

point-cloud densification and a medium-resolution mesh output� This can be seen in Figure 9·17�

Figure 9·17  - The camera positions in the reconstructed model, showing the grid array.

The newly-created model is processed using the difference algorithm� To see the effect of the algorithm 

on the new dataset, a single image is chosen and processed� This can be seen in Figure 9·18�

9·4  Results

Figure 9·18  - A single image from the high-quality dataset, with the original image, A, the processed 
version, B, a crop of the original, C, and the processed version of the crop, D.

a b

c d
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This processed version of the dataset is used to create a new 3-D model� Both the original model and 

processed version can be seen in Figure 9·19�

b

a
2m

Figure 9·19  - The new 3-D model, showing the original RGB full-colour model texture, A, and the processed 
version of the texture, B.

The model covers an approximate 6·65m² and, while it could be argued that everything seen in the 

original model texture can be seen in the processed model texture, the strata are visually clearer and 

more pronounced in the processed model� Having the model show a texture over the wider area 

allows context for the strata layers to be seen, however having the model processed to produce a 

high-resolution texture, in this case 16384£16384, also allows the details to be examined� An example 

of the details of the model can be seen in Figure 9·20�
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Figure 9·20  - A section showing detail from the stratigraphic profile model, with the original RGB full-
colour texture showing, A, the processed texture, B, a green trace covering the markings 
scribed into the wall, C, the strata boundaries as seen in the difference texture, D, and an 
overlay comparison between the scribed marks and observed boundaries, E.

The traces in Figure 9·20 are drawn onto the images in Adobe® Illustrator CS6� The images are 

imported into the programme and the traces are manually drawn atop the images� This process is 

non-destructive to the original images� The Green trace is drawn by following the markings etched 

into the stratigraphic profile during the excavations, these were etched originally by Dr Kevin Di 

Modica of the Scadina Cave� These mark the strata boundaries as seen in the field and give a good 

comparison for what can be seen in the difference images� The Red trace is drawn by manually tracing 

the perceived strata boundaries from the difference texture overlay� The comparison image showing 

the two trace overlays shows a good general correlation, however there are some slight discrepancies 

between the two traces� This is not to say that if a trace appears on the scribed overlay and is not seen 

in the difference overlay that it is definitely not there, just that there is a is not a sufficient colour 

difference for it to be picked up by the processed model� Similarly, if a trace appears on the difference 

overlay and not the scribed overlay it may be down to it being particularly difficult to see that specific 

trace in the field�
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 So far the process has not looked at GoPro®-captured data� It is important to see how this data 

copes with the difference process as it has been used to capture the full cave� A sample of this can be 

seen in Figure 9·21�

a

c

e

b

d

f
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g h

Figure 9·21  - A series of GoPro® images and their difference-processed counterparts showing the Normal 
captured still photograph, A, the difference processed version, B, a Normal captured video 
frame, C, the difference processed version, D, the ProTune captured still photograph, E, 
the difference processed version, F, a ProTune captured video frame, G, and the difference 
processed version, H.

One noticeable difference in Figure 9·21 is the effect of the automatic whitebalance on the difference 

image� Because the GoPro® Normal images, Figures 9·21A and 9·21C, contain a great deal of 

Orangey-Brown colour, the automatic whitebalance attempted to correct for that colour, the result 

is an Orangey-Brown which is closer to grey� This is reflected in the difference images seen in Figure 

9·21B and 9·21D where the wall profile is black, showing no difference between the channels� This 

is in contrast to the GoPro® ProTune images, Figures 9·21E and 9·21G, which have been corrected to 

accurately reflect the light-source� The resulting difference images, Figures 9·21F and 9·21H, show the 

images to be correctly whitebalanced because of them showing a difference in the Orangey-Brown 

coloured parts of the wall profile� Examining the images closer to the pixel-level shows the issues 

associated with using a compressed image as the starting point� This can be seen in Figure 9·22�

a b

Figure 9·22  - The GoPro® ProTune still photograph, A, and a still frame from the GoPro® Protune video, B.

The square 8£8 block JPEG compression is very prominent in Figure 9·22A and the chroma sub-

sampling is equally as prominent in Figure 9·22B� This lack of definition blurs the boundaries of the 

strata, making them less clear than on the high-quality dataset� This is on the pixel-level, however� The 

macro-level is where context can be garnered� As a full 3-D textured model of the cave has already 
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Figure 9·23  - The processing algorithm used on the Scladina cave 3-D model, with the full-colour RGB 
texture screenshot being shown, A, the difference texture screenshot shown, B, and a difference 
texture produced from the full-colour RGB texture screenshot, C.

On a pixel-level, the difference model using the processed photographs shows more detail than the 

difference-processed screenshot� This is visible in Figure 9·24�

been created, it is decided to examine the effect of the algorithm on the dataset in the wider context 

of the 3-D model� The initial results from this on a small section can be seen in Figure 9·23�
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Figure 9·24  - The difference model texture created using the difference-processed photographs, A, 
and the difference-processed screenshot, B.
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To give a wider context and to examine the efficacy of the process for the full model, several views of 

the cave are required� This wider context of the strata in the cave can be seen in Figures 9·25 and 9·26�

a

b

Figure 9·25  - A view of the strata in the Scladina cave 3-D model in full-RGB, A, and after the difference 
process, B.

The strata have become much clearer in Figure 9·25B and it allows for better visualisation of how the 

excavation cuts through the sediment layers�
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Figure 9·26 shows a mixture of sediment and rock walls within the excavation� The sediment 

differences have been accentuated within the excavation, but the issue surrounding the dynamic 

range of the sensor to do with highlights is visible where a spotlight is shining close to the wall� 

The resulting bright area does not have a large difference between the colour channels, as the rest of 

the strata do, because of it being so bright� This results in an area of artificial low-difference in the 

difference-processed model�

Figure 9·26  - A view of the strata in the Scladina cave 3-D model in full-RGB, A, and after the difference 
process, B.
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9·5  Summary
As has been seen with previous testing, the higher-quality DSLR/mirrorless camera tripod-based 

datasets provide the best results� However, given the texture of the reconstructed 3-D model is 

mosaicked from all the inputted images, the model as a whole does not suffer unduly because of 

it� The supersampling of the texture (taking a higher-resolution image and downscaling it to a 

lower-resolution one) enables the lower-quality GoPro® video frames to be used to give the general 

macro context to the cave� On a pixel-level, it is unfeasible to use even the GoPro® still image frames 

as they exhibit JPEG compression, as seen in Figure 9·22A, although still being a higher-resolution 

than the GoPro® video frames� The GoPro® video frames, as seen in Figure 9·22B, prove a combination 

of chroma sub-sampling and h�264 compression which is inadequate for a pixel-level analysis 

of the images or the models� To see if processing time could be reduced by not having to process 

multiple datasets and models for the full-RGB texture and difference texture, the texture for a 3-D 

mesh created from a dataset of difference images is compared to a screenshot of a standard RGB 

3-D model mesh which had been processed using the difference method� The processing of the 

screenshot provided an acceptable result, however the difference dataset-created model gave the 

better definition� Overall, and especially with the DSLR high-quality dataset, the difference algorithm 

provided increased clarity for the archaeologists and proved to be simple to implement in the field, 

not requiring any special capture techniques�
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10 Conclusions and 
Recommendations for 
Future Work

Over the course of this project, various aspects of photogrammetric 3-D modelling, 

Structure-from-Motion, have been examined and tested� The aim of the project is to integrate 

photographic 3-D modelling into a subterranean archaeological environment, to create full 3-D 

models of the sites and to aid archaeological studies by enhancing the visual recording of strata profiles

 The initial visit to the Scladina cave in Belgium in 2015 showed that, while it is possible to 

create a 3-D model using cameras at their factory-default settings, there are many associated issues 

with that and a lack of control over the system as a whole� The decision to use a GoPro® Hero 4 

Black was routed in it being the best-available action-camera which could be UAV mountable� The 

custom-built 250-UAV would not have been able to carry a payload larger than the GoPro® without 

significantly affecting its flight time and flight characteristics� The dedicated lighting provided by the 

cave technicians in the form of Tungsten-floodlight arrays was both an asset and a hindrance� As the 

lighting arrays ensured the area under survey was well-lit, the motion-blur seen by the UAV-mounted 

GoPro® was reduced, however the warm colour-temperature of the lights and the GoPro® recording 

to a compressed embedded-colour video format resulted in the colour being significantly harder to 

correct without changing the look of the dataset, causing it to look more artificial than it would have 

been if it was the RAW sensor data� The small sensor size of the GoPro® Hero 4 Black showed itself to 

be inferior in certain aspects of testing when compared to an older, larger full-frame sensor� The small 

and light camera system afforded by using the GoPro® Hero 4 Black, albeit with the inferior sensor, 

was an important consideration when designing the UAV system� The resulting single-camera-view 

dataset proved itself to be less-than-adequate for modelling the complete cave, with the resulting 

model showing a poorly-reconstructed ceiling and floor�

 With the GoPro® recording the data in a compressed format, it was important to see how this 

compression affected the reconstruction quality of the models� Therefore a test was designed to examine 

the different aspects� The two image compression types seen in the GoPro® data, JPEG compression and 

chroma sub-sampling, were tested to determine which had the greatest impact� The video compression 

h�264 algorithm was not tested, this was due to it being similar in nature, fundamentally, to the 

JPEG image compression algorithm, however with an added motion quantization step� This motion 

quantization is temporally dependent, and so varies depending on the temporal (motion) distance 

between the frames� As this is a near-infinitly variable parameter, it was decided to only test the static 

JPEG compression algorithm� This test showed the 100% compression level JPEG data to be the 

10·1 Conclusions
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best-reconstructed after the uncompressed dataset, with only minimal impact on the reconstructions 

from the chroma sub-sampling� The chroma sub-sampling did have an effect, however it is better to 

have a higher-quality JPEG compression than a higher-quality chroma sub-sampling level�

 A comparison was undertaken between using a UAV-mounted GoPro® Hero 4 Black in a 

subterranean environment and a mirrorless Panasonic® GH4 taking still photographs on a tripod� 

This test showed not so much the differences between camera modes on the GoPro® and the various 

mirrorless GH4 datasets, but the impact that motion blur has on the reconstruction quality� The 

tripod-based GH4 datasets were motion blur-free, whereas the UAV GoPro® datasets were not� This 

test showed that, while having the highest-quality dataset possible is beneficial, eliminating other 

parameters like motion blurring is equally important�

 Digital imaging systems not only have to contend with compression artefacts, but, as with any 

lensed-optical system, there are also lens characteristics and artefacts� Digital systems also have to 

deal with electronic sensor noise, resulting in grainy images� A series of datasets were created to 

examine these artefacts with chromatic aberration, vignetting and diffraction softness being examined 

for the lens and the ISO speed noise being examined for the sensor� Optical lenses have a sweet 

spot for sharpness, this is usually around ƒ/8 (the lens aperture), however as digital systems have 

a series of discrete pixels on the sensor, there is a limit to how small the aperture in the lens can 

be before it starts to affect image quality� The aperture in the lens would be reduced to improve 

sharpness, remove vignetting and to bring all objects in the scene into focus, irrespective of how far 

they are from the lens� The limiting factor for this system is called the diffraction limited aperture, 

which exhibits diffraction softness and is the point at which an image starts to lose sharpness on a 

digital sensor� The best results for the reconstruction came from the sweet spot ƒ/8 aperture, with 

the wide ƒ/4 exhibiting edge-softness which affected the reconstruction quality and ƒ/22 showing a 

marginally-worse reconstruction than when the lens was at ƒ/8� The diffraction softness had less of 

an impact on the reconstruction than using the lens wide-open at ƒ/4� This would allow the shooting 

of complex scenes, with both near and far objects, with a small aperture to ensure the scene is fully 

in-focus� The removal of chromatic aberration and vignetting did aid the reconstruction quality, and 

can be implemented as a simple processing step after the data has been captured� The vignetting and 

chromatic aberration did not have as great of an impact as using the lens wide-open� It is better to 

use the lens stopped-down, if possible, than to have it wide-open to remove the edge-softness� With 

regards to action-cameras the lens-aperture softness is more something which has to be accepted as 

the lenses on those cameras have fixed-apertures�

 Using Structure-from-Motion (SfM) as the reconstruction tool allows for a photo-realistic model  

with a high ground-sampling-resolution to be created� As previous testing was conducted using 

real-world data and just examining the input data, the software itself was now examined� There are 

two main SfM products being used commercially, Agisoft Photoscan® and Pix4D Mapper®� The project 

had Pix4D as a partner, so their software was used for the main modelling, however it was necessary 
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to examine how Pix4D compares with the industry standard, Agisoft Photoscan®� The testing utilised 

a completely synthetic dataset, created in a 3-D modelling programme, Blender, which resulted in 

what was effectively a short, very specific, CGI film� Several modelling scenarios were examined, with 

datasets including a background or no background and image anti-aliasing or no image anti-aliasing, 

to simulate the two modelling scenarios with different backgrounds, and different capture abilities as 

cameras are available which do and do not contain low-pass optical filters� The resulting analysis showed 

such a small variance between the reconstruction tools that either one would be suitable for use most 

environments, with the exception of the dataset showing a background as reconstructed by Agisoft� 

That reconstruction did show a large increase in the scale parameter compared with the other results�

 To stitch multiple models together, it is important to have sharp images, with good overlap 

between the models and similar colours between the models� This was tested during the superterranean 

modelling exercise at the Palace of Aigai and acted as a ‘dry-run’ for the cave modelling as it was 

ideal input data, sharp and well-lit� Ensuring the images in the overlap are sharp is important as it 

allows better precision for the manual tie-points� The better the precision of the manual tie-points, 

the better the models will be aligned� To create a seamless, contiguous model, the colours of the 

dataset needed to be corrected� By utilising the professional-oriented features on the GoPro® Hero 

4 Black, the slight discrepancy in the lighting colour could be mitigated� As the Palace of Aigai 

was an outdoor environment, it was beholden to the daylight to be properly and completely 

illuminated� The lighting conditions varied between direct-sunlight and softer, slightly overcast 

lighting� These both had different colour temperatures which need to be corrected� This particular 

aspect of colour-temperature correction between datasets is not required in an environment where the 

lighting is uniform and controlled�

 Returning to the cave, a new design of UAV was implemented� Gaining an extra two camera 

views on the revised cave-UAV showed unequivocally how much more data could be captured, with 

no additional capture time required� The change to daylight LED (6000K) floodlights provided the 

most neutral recording environment, and with the ProTune recording mode enabled, it allowed the 

model to look continuous, with no changes in texture quality� The higher-resolution video recording, 

and better coverage afforded by the extra camera views, resulted in a geometrically-more-complete 

reconstruction of the cave� The additional camera views reduced any cumulative errors which would 

have been there from one camera view� This new model proved successful with the game designers 

who found the increased coverage gave the game more realism and made the game easier to work on 

and create, as they were having to do less cleaning of the base model themselves�

 Taking this better-reconstructed model, the strata definition can be examined� While the 

more-accurate colour recording does allow for more clarity compared with the previously-created 

3-D model, it was not sufficient to aid the archaeologists� This called for an investigation into other 

methods which would be able to give this clarity� While examining the reflected light off the strata 

profiles, two discrete methods of acquisition were tested� The use of a physical filter in front of the 
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camera to allow a narrow bandwidth of light through was soon rejected as it provided an unnecessary 

additional step, including an additional piece of hardware, and did not give a better result than 

extracting the Blue channel from the RGB image captured by the camera� The analysis of this image 

resulted in an image processing method which could be used to highlight areas of different colour� 

This process worked well on the pixel-scale with high-quality DSLR tripod-based datasets, however 

it exacerbated the image compression artefacts on compressed images� As the cave was fully captured 

with compressed video, this proved to be an issue on the pixel level, however on the macro level, 

when examining the cave as a whole, it allowed the individual strata to be more visible and the general 

trends of the strata to also become considerably more clear visually� This was deemed to be a sufficient 

increase in clarity by the cave’s archaeologists for it to be useful in aiding their ability to track the 

strata throughout the cave enabling them to accurately record the date of deposits and any discoveries� 

This technique proved to be popular with the archaeologists from the cave who requested the process 

software so they could use it on their own datasets�

After completing this project, a number of possible areas for future work can be recommended� These 

are listed below:

1� Examine greater numbers of camera systems, including the effect of a mirrorless camera/DSLR 

being flown in a subterranean environment and whether that affects the model quality sufficiently 

to warrant the added risk of having to use a larger UAV and examine new small-sensored camera 

technology which allows RAW photographic capture, the GoPro® Hero 5 Black, for example�

Though fairly comprehensive, over the course of the project some limitations were experienced, these 

include:

•	 Various	 technological	 advancements	were	made	with	 camera	 technology	 and	 several	 revisions	 to	

the software were released with new features and performance improvements, it was not possible 

to use all of the new versions of software or camera technology�

•	 It	was	unfeasible	 to	 test	 every	 lens	 and	 camera	 available	 as	 there	 are	multiple	 thousands	of	 lenses	

available, so this was heavily restricted�

•	 There	was	a	time-limited	element	with	modelling	the	test	sites	as	the	models	had	to	be	handed	over	

to another partner to be integrated into a game engine, this was subject to the project deadlines�

•	 There	 was	 limited	 time	 available	 in	 the	 tombs	 to	 capture	 the	 data,	 it	 was	 also	 impossible	 to	 fly	

a UAV in them because of their close-quarters enclosed nature and the incredible fragility and 

historical importance of the structures� The risk would have been far too great�

10·3 Recommendations for Future Work

10·2 Project Limitations
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2� Examine the use of non-visible wavelengths of light, Ultra-Violet (UV) and Infra-Red (IR), on 

the strata profiles to investigate the nature of the reflectance under those lighting conditions and 

determine whether it would aid in the strata boundary separation, this could be done with discrete 

UV/IR lighting and camera systems sensitive to those wavelengths�

3� Examine the use of a hyper-spectral camera to record the stratigraphic profiles and use the resulting 

data in the 3-D model textures and examine the efficacy of using a machine-learning algorithm to 

separate the strata layers as a part of the difference processing algorithm�

4� Examine combining monochromatic laser scanning (LiDAR) with a high-resolution RGB 

photographic overlay to remove any potential reconstruction errors in the underlying mesh 

geometry�

5� Investigate optimisations for large models (high-polygon-count models) for their use in game 

engines, for example progressive level-of-detail�
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